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Abstract- Impending failure detection of hard disks is very important task because it helps computer systems to prevent 
performance degradation and loss of data. In this work, different types of data from the disk were used to predict the 
impending failure of hard disk drives. Events track the progress of actions, both normal and exceptional, that occur on the 
array. A controller event is a normal or exceptional action on any hardware component or logical object within the array. The 
performance data provides information on activity within the storage system that can be useful in determining saturation 
levels or assessing capacity for additional workload. A model to predict the failure of a single or multiple hard disk drives 
within a computer system was developed using these event, performance data and some historical data available from the 
drives. This model provided balance between the false alarm rate and the failure detection rateso as to provide to the users, 
an advanced warning of hard disk drive failures, so that the users can back up their data before the failure actually occurs.  
The developed model was applied on a test data set in order to prove its effectiveness on predicting failures. This method 
was also applied on a real-life hard disk drive data set to demonstrate its practical usefulness. The result analysis shows that 
our method could achieve 77.14% failure detection rate as compared to using only S.M.A.R.T. parameters which has the 
detection rate of 50% to 60%. 
 
Keywords- S.M.A.R.T., Event Data, Performance Data, Command Console Interface, storage systems, Enterprise Virtual 
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I. INTRODUCTION 
 
The exceptional advances in high-capacity, low-cost 
magnetic disk drives is one of the key factors in 
establishing a modern society which is deeply reliant 
on information technology. The consumer-grade disk 
drives with the ability to store large volumes of data 
have become very successful products and their 
deployments range from personal computers and 
appliances to data warehouses and large-scale server 
farms. It has been approximated that more than 90% 
of all new information that was generated, was stored 
on magnetic devices, commonly used being hard disk 
drives. Therefore it is important to improve our 
understanding about the robustness of these 
components and the main factors that are associated 
with the failures of these components. This 
understanding will be particularly useful to guide the 
design of future storage systems and also devising 
deployment and maintenance strategies for the same. 
 
Although the subject of drive failure prediction is 
important, very little work has been published on the 
failure characteristics of disk drives. Most of the 
information that is available comes from the disk 
manufacturers. This data from the manufacturer is 
typically based on the estimations from accelerated 
test data of small drive populations or from the 
returned unit databases. The accelerated life tests are 
poor predictors of actual failure rates, although they 
have been seen to be useful in providingan insight as 
to how some of the environmental factors can affect 
the lifetime of the disk drives. The statistics from 
returned units are based on much larger population 

typically. There is very less or no visibility in the 
deployment characteristics as the analysis lacks 
valuable insight as to what actually happened to the 
drive during the operation. Also, the units are usually 
returned within the warranty period i.e. three years or 
less and hence the manufacturers’ databases may not 
be very useful for the study of long-term effects of 
the drive operations. 
 
The technologies that are used in hard disk drives 
have improved considerably in the recent years 
helping us store several terabits (Tb) of information 
per drive. If there is failure of one or more hard disk 
drives, it may cause serious data loss and services’ 
down time, resulting in tremendous economic and 
financial losses to users and communities. As hard 
disk drives’ have become one of the most competitive 
computer industries, designing and manufacturing 
highly reliable hard disk drive is essential to maintain 
the market shares for manufacturers. Also designing 
new algorithms for online anomalies detection and 
failure prediction has become strategically important.  
Failure of a hard disk drive (HDD) may cause serious 
data loss and inconvenience to computer users. In 
spite of hard disk drive being such a crucial subunit 
of a computer, there exist limited research on hard 
disk drive diagnostics and prognostics. This is partly 
due to the difficulty in devising a suitable accelerated 
degradation method and partly due to the challenge in 
identifying a reliable degradation signature. It was 
observed that SMART attributes combined with 
read/write rate act as good signals to assess hard disk 
drive health condition. 
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There are three categories of techniques used by hard 
disk drive experts for monitoring the healthy status of 
the drive. First, utilization of external sensors, such as 
acoustic emission sensors and accelerometers, to 
monitor the evolution of vibration signals during hard 
disk drive operation. 
 
But if these sensors are attached outside the hard disk 
drive we cannot obtain appropriate degradation 
signatures, and by attaching them inside the hard disk 
drive, the internal components of the drive may get 
damaged and also its physical size may increase. 
Second, the experts utilize S.M.A.R.T.i.e. Self-
Monitoring, Analysis, and Reporting Technology), 
which is a built-in function of hard disk drive.  
 
This S.M.A.R.T. collects the values of attributes 
(performance parameters) that correspond to record 
counts or physical units, e.g., temperature and 
current, to determine the drive’s health state without 
any intrusion. Hence many of the hard disk drive 
manufacturers adopt this technology.  
 
Third, the experts utilize the log files of storage 
systems, which collect the error events of the 
software and hardware deployed in the storage 
system. This technique along with utilization of 
S.M.A.R.T. parameters will help provide insightful 
information associated with hard disk drive 
performance and failure characteristics. 
 
The development of prediction model for identifying 
the failures in hard disk drives proactively in 
Enterprise Virtual Array i.e. much before they 
actually occur, allowsthe users of storage systems 
enough time to back up their data. If this data is not 
backed up, it will result in data loss and data 
unavailability resulting in critical damage to the 
customers. 
 
The proactive prediction of hard disk drives is 
developed to avoid data loss and data unavailability 
of the business critical data stored on an Enterprise 
Virtual Array. This architecture provides 
enhancement to the existing system where traditional 
failure prediction used S.M.A.R.T. parameters to 
detect and predict failures in hard disk drives. The 
primary objective of this project is to improve the 
prediction accuracy and the prediction time ahead 
before the actual failure occurs 
 
II. RELATED WORK 
 
A hard disk drive is a very complicated system that is 
made up of electrical, electronic, magnetic and 
mechanical components. It may fail resulting from 
various components, such as head disk interface 
(including head and disk), head stack assembly, 
spindle, voice coil motor, firmware, packaging, 
handling damage, etc. In addition, temperature, 

humidity, altitude, shock and vibration, contact-start-
stop (CSS) frequency, and duty cycle (both for 
power-on and functional) can also affect the 
reliability of hard disk drive. 
 
There are two basic classes of hard disk failures: 
Unpredictable failures can happen suddenly and 
without warning. Ranging from sudden mechanical 
failure to electronic components becoming defective, 
they occur mainly due to improper handling of the 
hard disk drives. 
 
Predictable failures are resultant of slow processes 
such as gradual degradation and mechanical wear of 
storage surfaces. Monitoring of the drives can 
determine when the occurrences of such failures are 
more likely. 
 
The complexity of the system results in the difficulty 
in monitoring the hard disk health status, which is 
very critical to quantify the life characteristic of a 
hard disk drive. The vibration signals and acoustic 
emission signals can do a good work for anomaly 
detection in component level of hard disk drive, but 
they are not able to identify the hard disk drive 
degradation signatures with on-intrusive 
measurement. 
 
Most of the drive failures are caused due to 
mechanical faults. The eventual failure may be 
catastrophic but most of the mechanical failures result 
from gradual wear. There are certain indications of 
the imminent failure of the drive. Some of the factors 
causing failure may be increased noise level, the 
damaged disk sectors may increase in number, 
problems with respect to reading and writing of data 
in the drive or increase in the heat output. 
 
To quantify the life characteristic of a HDD, it is 
necessary to monitor life cycle from the inception to 
the end of life. 
 
The vibration signals and acoustic emission signals 
can do a good work in diagnosis of the failure in 
components level of HDD, but they are not able to 
identify the HDD degradation signatures with non-
intrusive measurement. 
 
Almost all modern HDDs support the SMART (Self-
Monitoring, Analysis, and Reporting Technology) 
attributes. SMART tracks several key HDD health 
attributes (e.g., temperature, number of reallocated 
sectors, seek errors) through the drive firmware. 
 
Each attribute is normalized to avalue ranging from 1 
to 253. Higher attribute values could mean better or 
worse depending on the attribute and the 
manufacturer. Each attribute starts at a default value 
set by the manufacturer; normally this value is either 
100 or 200. 
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Table I lists SMART attributes, starting with basic 
nearly universal attributes, to proposed future 
attributes. The basic attributes exploit existing drive 
internal technology (thus allowing minimal added 
cost). Many were historically adopted for drive error 
recovery and for reliability analysis, with SMART 
warning thresholds added later. Most attributes are 
incremental error counts over a fixed time interval. 
For example, certain rates of seek and read soft errors 
are allowed by drive designers, and if the incremental 
counts of these errors remains stable, then failure is 
not indicated. Cumulative counting would mislead. 
 
POH is a traditional measure of drive age. Low POH 
can imply infant-mortality failure risk and high POH 
can imply end-of-life failure risk. But for failure 
warning, both need corroboration by other attributes. 
A related attribute is CSS, which is a count of drive 
power cycles; i.e., power on, disks spin up, heads fly, 
power off, heads contact disk while spinning to stop. 
High CSS increases the risk of head/disk sliding 
contact wear. (Some drives avoid head–disk contact 
and have no CSS attribute). These attributes are 
cumulative. 
 
SKE is an incremental count of track seeks that 
require a second re-seek to find the intended track. 
The count is reset to 0 after a fixed number of 
thousands of seek commands. If a re-seek also fails, 
then a RRT reinitializes the head tracking servo 
system, and is counted in a separate RRT attribute. 
 
An RSE is a data read error detected and corrected by 
an error correction code. It can indicate disk defects, 
high head fly, or head off-track. Repeated RSE errors 
at the same user data disk location can invoke drive 
error recovery which moves the user data to a new 
location, and records a GDC. Read channel 
parameters such as the Viterbi detector MSE can 
warn of an approaching GDC before an RSE occurs 
[6]. SUT is the elapsed time from power-on to drive 
“ready for data transfer.” Increasing SUT can indicate 
head–disk stiction (static friction), raising the risk that 

the drive spin motor might be close to its maximum 
starting torque limit. Disk spin motor current and spin 
servo parameters can detect late head fly takeoff, 
bearing damage, or runout. 
 
TMR monitors the track servo misregistry error 
signal [5], which can indicate mechanical G-shock, 
head mechanical resonance faults, or spindle bearing 
runout. It is also used to inhibit writing, to eliminate 
the risk of corrupting data on an adjacent track. 
 
FLY can be measured using magnetic recording 
physics, such as playback pulse width PW50, or the 
pulse peak amplitude normalized by pulse area, or 
read channel equalization parameters [6]. One head 
flying appreciably high (compared to the average of 
other heads in the drive) indicates a risk of poor 
writing or reading, and a low fly head increases head–
disk wear risk. 
 
TMP is measured by some manufacturers using a 
dedicated thermal sensor in the drive, or from read 
preamplifier outputs which indicate the magneto-
resistive read sensor resistance, and hence its 
temperature. High temperature stresses the electro-
mechanics of the drive, and low temperature can 
allow moisture condensation on the disks, leading to 
head stiction. G-shock can be monitored (GMX) by a 
G-sensor. To read the attribute value, the user needs 
to query the HDD firmware to get the current 
attribute value and the threshold value. In spite of 
variations in the way SMART parameters are 
measured and recorded by different HDD 
manufacturers, the interface used to communicate the 
SMART attributes to the operating system is the same 
across all the drive manufacturers [2]. Each SMART 
attribute hasa preset threshold, and when that 
threshold is exceeded by the current value, an alarm 
“threshold exceeded by the SMART attribute. This 
event sounds a red alarm announcing that the HDD 
can fail at any moment of time inthe near future. 
Unfortunately, the threshold method of SMART is 
not doing a good work in practice. Murray studied 
191 failure drives, and found the failure detection rate 
with the threshold method is only 3 –l0% [5]. It is 
because that manufacturer is very concerned with 
false-alarm rate. The thresholds are setvery high 
which leads to a lower failure detection rate. 
 
III. BACKGROUND KNOWLEDGE 
 

 
Figure 1: Overview of the Large Scale Storage Systems 
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Figure 1 shows the overview of the Large Scale 
Storage Systems. There are three modules in any 
large scale storage systems. One or more host 
computers that connects to the management server, 
the management server that is used to access the 
drives and an array of hard disk drives.  
 
The host must have the ability of remote connectivity. 
Remote Desktop Connection of Microsoft enables the 
host computer to remotely log in to the management 
server on the network using the terminal services 
server.  The command used for remote desktop 
connection is mstsc. This command is executed in the 
run window of the host. Remote Desktop Connection 
presents the interface or application GUI of the 
remote system i.e. the management server, as if it 
were to be accessed locally. Once the mstsc 
command is run, a window is pop upped which asks 
for the internet protocol (ip) address and password of 
the remote management server. After these details are 
authenticated, the host is presented with the interface 
of the remote server on the network. 
 
The management server is the command view station, 
which is used to access the drives in the array. There 
are varieties of commands that can be executed on the 
disk drives through the management server. The 

management server regularly collects the events data 
from the controllers in the arrays every 40 seconds. 
The performance data is collected from the array 
when it is performing at its peak capacity. The 
command evapdcs.exe which is an EVA Data 
Collection service gathers data from the arrays that 
are visible to a host and stores it in memory cache. 
This similar operation can be performed using the 
command evaperf.exe, which is a command line 
interface. The Console Interface (CI) is a software 
program intended to the debugging and testing 
process in the development of the Enterprise 
controller. Command Interface allows fine-grained 
control of devices and objects created, deleted, or 
changed.  
 
There are three versions of enterprise virtual arrays 
available depending on the amount of storage space 
required for the data storage. The three versions are 
Low End Version, Mid End Version and High End 
Version. Every array has two controllers, two – four 
fibre channel loop switches, 1- 18 drive enclosures 
arranges in the form of racks and 8 – 240 Fibre 
channel disk drives. The controllers accept the 
request from the management server, execute the 
command on the drives and report the results back to 
the server. 

 
IV. PROPOSED SYSTEM 

 

 
Figure 2: Hard Disk Drive Failure Prediction Model 

 
Figure 2 shows the Hard Disk Drive Failure Prediction Model. It consists of three components. They are Performance, Events and 

S.M.A.R.T. 
 
Performance data of the enterprise storage systems 
can be captured by running the Performance Tool for 
Support (PTS). The performance data of the array 

helps to analyze the arrays rapidly. Also this data 
helps determine if there are any performance issues 
that require additional investigations. 
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The Events in a storage systems track the progress of 
actions, both normal and exceptional, that occur on 
the array. Examples of normal events are creating 
virtual disks or initializing an array. Examples of 
exceptional events are an incomplete function or a 
reduction in array capabilities. Normal events are 
more common than exceptional events. 
 
The Command Interface (CI) is software program 
intended for the debugging and testing process in the 
development of the Enterprise controller.  CI allows 
fine-grained control of devices and objects created, 
deleted, or changed. It enables capturing of 
S.M.A.R.T. attributes of individual drives in a large 
scale storage system containing a large number of 
drives.  
 

 
Figure 3: Activity Diagram of the Prediction Model 

 
Figure 3 gives the activity diagram of the hard disk 
drive prediction model. The model is divided in three 
phases. In the first phase i.e. Data Preparation, all the 
information that is Event, Performance and Smart 
parameters from the failed and un-failed drives is 
collected. This information is cleaned that is it is 
converted from unstructured format to a well formed 
structure by using parsing and splitting techniques. 
 
The second phase is the Anomaly Detection phase.  
Apriori Algorithm is applied to the data that is 
collected in the first step. R Language is used to 
perform this. R is a programming language and 
provides software environment for statistical 
computing. R provides a wide variety of graphical 

and statistical techniques that include nonlinear and 
linear modeling, time-series analysis, classical 
statistical tests, classification, clustering and others.  
 
Apriori algorithm is used for frequent item set mining 
and association rule learning over transactional 
databases. When Apriori is applied to the data 
collected, frequent occurring events are found. A 
candidate set is generated from these frequently 
occurring events. From this candidate set, a frequent 
item set is found. A check is made to see if the 
candidate set is null. If the candidate set is not null, 
then the above procedure is repeated. If the candidate 
set is null that means there are no more frequently 
occurring events in that set and a solid rule is 
generated. These generated rules are applied to the 
live data coming from the array.  The entire 
anomalies threshold is generated. If there is no 
detection of an anomaly, new observations are 
derived. 
 
A counter is maintained which keeps track of the 
number of times an anomaly has occurred. If the 
number of anomalies is greater than the failure 
threshold Tf, the drive will be marked as RED Zoned 
(R) / YELLOW zoned (Y) or Not Predicted (NP). If 
not then the new set of event codes will be analyzed 
to detect whether they cause any failure to the disk 
drive. 
 
V. RESULTS 
 

 
Figure 4: Output of Perf Analysis on Perf data of the Array  

 
Figure 4 shows the output of Perf Analysis on the 
Array. As shown in the figure some of the drives fall 
in Red Zone and some fall in Yellow Zone. For this 
we decided on two threshold values; threshold 1 and 
threshold 2. Through Apriori Algorithm, we have got 
the threshold 1 value for the Read and Write Latency 
of the drives. 
 
Threshold 2 was set 30% above the threshold 1 value. 
Any drive that gives a value above threshold 2 falls in 
Red Zone. Any drive that falls between threshold 1 
and threshold 2 was in Yellow Zone. The other drives 
below threshold 1 are not flagged. 
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Figure 5: Output of EventAnalysis on Event Data of Array 

  
Figure 5 shows the output of combination of Event 
Analysis and Performance Analysis on the Array. 
This analysis was conducted on the test data i.e. 
drives which has already failed. As seen in the figure 
the column Date/Time gives the time the drive 
actually failed. The column Drive Failure Date/ Time 
gives the result of our analysis. The column Failure 
Zone gives whether the drive is in Red or Yellow 
Zone. The NP denotes the Non Predicted drives i.e. 
the drives for which prediction could not be made due 
to unavailability of logs. Prediction Ahead column 
gives the prediction ahead time in hours. The Last 
time in log denotes the last time log data was taken 
for the array. 
 
CONCLUSION AND FUTURE WORK 
 
A reliability model for the hard disk drive, until 
recently beyond the capabilities of applied science, is 
now within reach. The first steps toward producing a 
truly predictive model are described in the current 
work. This work focuses on increasing the prediction 
accuracy by using disk events and the performance 
data, instead of just S.M.A.R.T. attributes. The 
combination of event data and performance data can 
also be used to increase the prediction time ahead of 
the model. An insight was got on, as to which disk 
events could be associated with disk failures. 
 
A total of 150,000 drives were analyzed using the 
Event Analysis and Perf Analysis. Among these 5300 
drives fell in Red Zone using these analyses. Using 
the disk drive failure prediction model, around 4100 
drives could be predicted correctly with the accuracy 
of 77.14 %. The average prediction time ahead was 
21.25 days before the actual failure occurred.  
 

Among these drives, 41.02 % of drives had a buffer 
of 24 hours or more, between the prediction of the 
drive failure and actual drive failure. 9.95 % of the 
drives had a buffer of 4 hours – 24 hours between the 
prediction of the drive failure and actual drive failure. 
About 49.03% drives had failed between 0 – 4 hours 
of prediction.  
 

As a future enhancement to improve the accuracy of 
the prediction and increase the average prediction 
time ahead, Log Sense and Mode Sense Data can be 
used. These data contain the historical parameter 
values which can increase the prediction time ahead 
for a particular disk drive. 
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