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Abstract: Electronic Health Records are great source of information to research organizations and doctors for in-depth study 
and accurate diagnosis of diseases. There are pressing needs for EHRs to be shared and hence published in the public domain. 
However, there is one main aspect related to publishing of EHRs i.e. Data Privacy. In India, we don’t have proper Privacy 
Standards and Laws for Privacy of MHRs, whereas other European countries and USA have already identified the stigmatic 
consequences of leakage of EHR belonging to any particular person. This paper proposes a Scalable Two-Stage Top-Down 
Specialization approach to anonymize EHRs on MapReduce, which has potential to become vanguard for the pursuit of 
privacy for EHRs in India. Experimental evaluation results also shows that with our approach, the scalability and efficiency of 
top-down specialization can be significantly improved over existing Anonymization approaches. 
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I. INTRODUCTION 
 
A. EMRs in India 
Recent trends in healthcare are adopting standardized 
EHRs. In developing countries like India, the 
conventional system of medication is still restricted to 
paper and pen. EHRs represent lifelong 
documentation of medical history for any patient. 
Thus, it is utmost important to provide doctors and 
patients with modern facilities like computer and 
mobile based medical solution. This will ease the work 
of practitioners and make it more effective and 
productive. But, at the same time security and privacy 
of the data has to be maintained in the system. Few of 
the security and privacy breaches that occurred in 
recent years around the globe are due to lack of 
security and privacy measures and it effected the lives 
of patients. ISO/TS 18308 standard gives the 
definitions of security and privacy issue for EHRs. 
According to recent reports, the maximum civil fine 
for violating Health Insurance Portability and 
Accountability Act (HIPAA) privacy regulations will 
increase and become 60 times higher (per provision) 
from the current $25,000 under an interim final rule 
published by Health and Human Services in United 
States. This poster contributes to the current status of 
EHRs in India and what are the various security and 
privacy issues. It throws light on, whether various 
EHRs implemented in India are in compliance with 
any standard act like HIPAA Act or HITECH Act. 
Currently the security and user privacy taken into 
consideration are not in compliance with international 
act or standardized policy set like HIPAA or HITECH 
Act 
B. Data Anonymization  
Data Anonymization is extensively studied and widely 
adopted for privacy preservation in non-interactive 

data publishing and sharing scenarios and is well 
suited for the privacy preservation of MHRs in India. 
There are many techniques through which 
anonymization of data can be achieved, like 
k  Anonymity, l  Diversity. Techniques like 
k  anonymity and l  diversity should be used to 
make data more private and anonymous to disable the 
inferences from the databases. Incorporating security 
measures and privacy preserving techniques, 
organizations can benefit from increased user 
confidence, convenience, and speed of access to 
information. 
 
There are two main ways through which 
k  Anonymity can be achieved: 
 Bottom-Up Generalization: 
In Bottom-Up strategy, the data is initialized to its 
current state and generalizations are carried out over 
attribute values until k  anonymity is not violated. In 
other words, we have to climb up the Taxonomy Tree 
of an attribute till required Anonymity is achieved. 
 Top-Down Specialization: 
In Top-Down Specialization, all the attribute values 
are initialized to the root value of the hierarchy tree. 
The specialization is carried out iteratively over the 
attribute values, until the k  anonymity is violated. 
The specialization is performed by replacing the 
parent attribute value by its child value in Taxonomy 
Tree. 
Below is the Taxonomy Tree for the attribute SEX and 
AGE. 

F E M A L E M A L E

A N Y

S E X

 
Fig 1.1: Taxonomy Tree for categorical attribute "Sex" 
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AGE

[0-100]

[26-50][0-25]

[51-100][0-50]

[76-100][51-75]

 
Fig 1.2: Taxonomy Tree for continuous attribute "Age" 
 
Definition:  k  Anonymity: Let RT (A1,..., An) be a 
table and QIRT be the quasi-identifier associated with 
it. RT is said to satisfy k  anonymity if and only if 
each sequence of values in RT[QIRT] appears with at 
least k occurrences in RT[QIRT]  
 
As an example see the table below. If this table is to be 
anonymized with Anonymization Level (AL) set to 2 
and the set of Quasi Identifiers as QI = {AGE, SEX, 
ZIP, PHONE}. The quasi-identifiers are identified by 
the organization according to their rules and 
regulations. 
NAME AGE SEX ZIP PHONE DISEASE

Ali 20 M 190014 9419 Bronchitis

Bale 30 M 190001 9592 Lung Cancer

Calvin 40 M 192231 9823 STI

Doris 50 F 190001 8988 Skin Allergy

Elle 75 F 190002 8088 Skin Allergy

The NAME attribute here is "Sensitive", so we would 
like to “suppress” this attribute before anonymizing 

the above table. 
After, suppression the table will look like as below: 

AGE SEX ZIP PHONE DISEASE

20 M 190014 9419 Bronchitis

30 M 190001 9592 Lung Cancer

40 M 192231 9823 STI

50 F 190001 8988 Skin Allergy

75 F 190002 8088 Skin Allergy

Anonymizing the data through Top-Down 
Specialization, each attribute value will be initialized 
to the root of Taxonomy Tree and will look like as 
below. 

AGE SEX ZIP PHONE DISEASE

[0-100] ANY ****** **** Bronchitis

[0-100] ANY ****** **** Lung Cancer

[0-100] ANY ****** **** STI

[0-100] ANY ****** **** Skin Allergy

[0-100] ANY ****** **** Skin Allergy

 

The data in the above table is highly privacy 
preserved, but the data utility is very low. The data is 
highly anonymized. We make a note here that Data 
Anonymization is not only the single goal that we are 
trying to achieve through Anonymization. We also 
make sure that data utility is high enough to make the 
information useful for mining.  
The Top-Down Specialization Algorithm will 
iteratively specialize the attribute values till the 
k  Anonymization is violated.  
The given table after anonymizing it for k=2 will look 
like: 

AGE SEX ZIP PHONE DISEASE

[0-50] M 1900** 9*** Bronchitis

[26-50] M 190001 9*** Lung Cancer

[26-50] M 19**** 9*** STI

[26-50] F 190001 8*** Skin Allergy

[51-100] F 19000* 8*** Skin Allergy

 
The basic algorithm of Top-Down Specialization is as 
below.  
Algorithm 1 TDS 
 
1) Initialize every value in T to the top most value. 
2) Initialize iCut  to include the top most value. 

3)  while some x  U iCut  is valid and beneficial do 

4)  Find the Best  specialization from U iCut  

5)  Perform Best  on T and update U iCut  

6) Update ( )IGPL x and validity for x ∈ U iCut  
7)  end while 
8) return Generalized T and  iCut  

Initially iCut  contains only the topmost value for the 
categorical attribute. At each iteration, we find the 
candidate of the highest IGPL , denoted Best . 
Update Best to T and Update iCut .The algorithm 
terminates when there is no more candidate in 
U iCut , in which case it returns the masked table 

together with iCut  
In order to maintain the data utility we have to find the 
best specialization, otherwise the data utility will 
decrease considerably and can leave data futile for 
mining purpose. The metrics that are used to find the 
best specialization are to be chosen. We use IGPL  
(Information Gain Privacy Loss) for each 
specialization : ( )spec p child p calculated as; 
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( ) ( ) / ( ( ) 1)IGPL spec IG spec PL spec          (1) 
The term ( )IG spec is the information gain after 
performing specialization, the ( )PL spec can be 
computed via statistical information derived from data 
sets. Let xR  denote the set of original records, 
containing attribute values that can be generalized 
to x . | |xR is the number of data records in xR . Let 

( )xI R be the entropy of xR . Then, ( )IG spec is 
calculated as: 

( )
|

| |
( ) ( ) ( ) ( )

|
c

p cc C h ild p
P

RI G s p e c I R I R
R

  
       (2)    

Let | ( , ) |xR sv  denote the number of data records 

with sensitive value sv  in xR .  )( xI R  is computed 
by: 

2
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  (3)        

The anonymity of a data set is defined by the minimum 
group size out of all QI-groups, denoted as A , i.e.  

min {| ( ) |}qid QIDA QIG qid , where 

| ( ) |QIG qid  is the size of ( )QIG qid . Let 

( )pA spec  denote the anonymity before performing 

spec, while ( )cA spec  be that after performing spec. 
Privacy Loss caused by spec is calculated by: 

( ) ( )( ) p cspec A specPL spec A             (4) 

 
C.  Mapreduce 
Large-scale data processing frameworks like 
MapReduce is used to provide powerful computation 
capability for applications. So it is promising to adopt 
such frameworks to address the scalability problem of 
anonymizing large-scale data for privacy 
preservation. In our research, we leverage 
MapReduce, a widely adopted parallel data processing 
framework, to address the scalability problem of 
Top-Down Specialization approach for large scale 
data anonymization. The prime open source 
implementation of MapReduce is Apache’s Hadoop. 
The core concept of MapReduce in Hadoop is that 
input may be split into logical chunks, and each chunk 
may initially processed independently, by a map task. 
The result of these individual processing chunks can 
be physically partitioned into distinct sets, which are 
then sorted. Each sorted chunk is passed to a reduce 
task. 

 
Fig: MapReduce Architecture (via Artificial Intelligence in 

motion) 

The use of MapReduce to handle EHRs is twofold – 
Because Electronic Health Records are not 
standardized, the data usually produced is 
unstructured. Second, the scalability that MapReduce 
offers is currently unmatched. Map Reduce is highly 
suited for handling unstructured data and hence EHRs 
in India. There are other subprojects of Hadoop which 
can be employed to ease out the tasks like 
synchronization, query language, optimized 
read/write, and business intelligence reports.  
 
 Zookeeper: 
Based on Google's Bigtable, HBase "is an 
open-source, distributed, versioned, column-oriented 
store" that sits on top of HDFS. HBase is 
column-based rather than row-based, which enables 
high-speed execution of operations performed over 
similar values across massive data sets, e.g. read/write 
operations that involve all rows but only a small subset 
of all columns. HBase does not provide its own query 
or scripting language, but is accessible through Java, 
Thrift, and REST APIs.[5] 
 
 HBase:  
Based on Google's Bigtable, HBase "is an 
open-source, distributed, versioned, column-oriented 
store" that sits on top of HDFS. HBase is 
column-based rather than row-based, which enables 
high-speed execution of operations performed over 
similar values across massive data sets, e.g. read/write 
operations that involve all rows but only a small subset 
of all columns. HBase does not provide its own query 
or scripting language, but is accessible through Java, 
Thrift, and REST APIs. HBase depends on Zookeeper 
and runs a Zookeeper instance by default. 
 
 Hive:  
Hive provides a warehouse structure and SQL-like 
access for data in HDFS and other Hadoop input 
sources (e.g. Amazon S3). Hive's query language, 
HiveQL, compiles to MapReduce. It also allows 
user-defined functions (UDFs). Hive is widely used, 
and has itself become a "sub-platform" in the Hadoop 
ecosystem. 
Hive's data model provides a structure that is more 
familiar than raw HDFS to most users. It is based 
primarily on three related data structures: tables, 
partitions, and buckets, where tables correspond to 
HDFS directories and can be divided into partitions, 
which in turn can be divided into buckets. 
 
 Pig: 
Pig is a framework consisting of a high-level scripting 
language (Pig Latin) and a run-time environment that 
allows users to execute MapReduce on a Hadoop 
cluster. Like HiveQL in Hive, Pig Latin is a 
higher-level language that compiles to MapReduce. 
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Pig is more flexible than Hive with respect to possible 
data format, due to its data model.  
 Projects outside Apache: 
Released by Cloudera, Impala is an open-source 
project which, like Apache Drill, was inspired by 
Google's paper on Dremel; the purpose of both is to 
facilitate real-time querying of data in HDFS or 
HBase. Imapala uses an SQL-like language that, 
though similar to HiveQL, is currently more limited 
than HiveQL. Because Impala relies on the Hive 
Metastore, Hive must be installed on a cluster in order 
for Impala to work [9]. 
 
II. PROPOSED SYSTEM 
 
We propose a Two-Stage Top-Down Specialization 
(TSTDS) approach to conduct the computation 
required in TDS in scalable and efficient-fashion. The 
two stages of our approach are based on the two levels 
of parallelization provisioned by MapReduce. 
In the first phase, an original data set D is partitioned 
into smaller ones. Let, ,1iD i p  , denote the data 

sets partitioned from D , where p  is the number of 
partitions. The partitions are achieved by using 
random sampling technique. We design a MapReduce 
program to partition the data.  Once partitioned data 
sets ,1iD i p  , are obtained we run MapReduce 

version of TDS; 0( , , )I
iMRTvDS D k AL  on 

partitions in parallel to derive intermediate 
anonymization levels *,1iAL i p  [6]. 
Algorithm 2 TWO STAGE TOP-DOWN 
SPECIALIZATION (TSTDS) 
 Input: Data set D , anonymity parameter k , /k and 
the   number of partitions.  
 Output: Anonymous Dataset *D  
1. Partition D  into ,1iD i p   
2. Execute, in parallel as multiple MapReduce jobs. 
3. Merge all intermediate anonymization levels into  
one, / / /

1 2( , ,..., ) I
pmerge AL AL AL AL    

4. Execute *( , , )IMRTvDS D k AL AL to 
achieve k  anonymity. 
5. Specialize D according to *AL , Output *D  
Then, all intermediate anonymization levels are 
merged into one in the second stage. The merging of 
anonymization levels is computed by merging cuts. To 
ensure that the merged intermediate anonymization 
level Ali never violates privacy requirements, the 
more general one is selected as the merged one[8].  
After achieving the merged intermediate 
anonymization level iAL , we run 

( , , )IMRTvDS D k AL on the entire data set D , and 

get the final Anonymization level *AL .  Using this 
final anonymization level, the second stage of 
Anonymization is finally carried out. .Both the stages 
of anonymization and the calculation of the 
Information Gain and Privacy Loss need to be 
streamlined so that there is no performance bottleneck 
at any stage of the execution which can degrade the 
overall performance. So for calculation of Information 
Gain, Privacy Loss and their updation after each 
specialization, we create MapReduce jobs. The 
multiple MapReduce jobs need to be synchronized. 
For this purpose we design a Driver Program.  The 
important note that we make here is that MRTvDS  
plays a crucial role as it’s the subroutine that is called 
and wherein the specialization takes place. 
 Algorithm 3 MRTvDS  
 Input: Data record ( ),,rID r Dr  , partition 
parameter p   

Output: ,1iD i p   

 Map: Generate a random number rand ,    where  
1 rand p  ; ( , )emit rand r  
 
Reduce: For each rand , ( , ( )).emit null list r  

 
Fig 2.1. Data Flow Diagram for Two-Stage Top-Down 

Specialization on MapReduce 
 
III. EXPERIMENTAL RESULTS 
 
The experimental setting consists of multi cluster 
Linux Machines running as nodes. Hadoop 1.0.8 
which is the open source implementation of 
MapReduce framework is employed. Along with 
Hadoop we make use of Hadoop Distributed File 
System (HDFS) [13]. HDFS provides many perks over 
Conventional file system, the one worth mentioning is 
Distributed Cache which makes fast operation of data 
sharing among nodes. We used 6 nodes, with each 
node having Dual Core Processor, 2GB of RAM and 
160 GB Hard disk. 
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Fig 3: Change of execution time w.r.t size of EH data set: TSTDS 

vs. CentTDS 
We used a self-constructed EHR, which we used as the 
benchmark for testing TSTDS anonymization 
algorithm and comparing it with the conventional 
centralized TDS [11]. The size of EHR is increased by 
replicating the values. We compared the execution 
time of TSTDS and Centralized TDS for the size of 
EHR ranging from 50 MB to 500 MB, while keeping 
p=1. Fig (3) shows the results. 
 
CONCLUSON AND FUTURE WORK 
 
In this paper we identified the need of using EHRs in 
India, the potential privacy threat of respondents 
whose EHR is included in the dataset. In order to 
protect the respondent’s privacy and still be able to 
perform analysis of their information, the data in the 
data set must be anonymized. Data Anonymization is 
a means of partially thwarting this privacy threat in 
EHRs. Even if EHRs are in place at many hospitals 
they are not standardized and this data is usually 
unstructured, just like a log file, for with MapReduce 
is well-suited. We also investigated the scalability 
problem of large-scale anonymization through 
Centralized Top-Down Specialization. We proposed a 
scalable two-stage TDS approach using MapReduce. 
EHR is partitioned and each partition is anonymized 
in parallel to each other. This is the first stage of our 
approach producing output as the Intermediate 
Anonymization level. Then, these intermediate results 
are merged and further anonymized to produce 
consistent anonymous data sets in the second phase. 
With our approach the scalability in TDS is achieved. 
The Hadoop framework is not optimized for the 
iterative MapReduce jobs. To handle iterative 
MapReduce jobs, in future, we can use Twister- a 

distributed in-memory [6] MapReduce runtime 
optimized for iterative MapReduce computations. 
Many Cloud computing vendors like Cloudera now a 
days are offering HaaS (Hadoop as a Service). This 
can ease the configuration labor and can provide 
on-click elasticity of computational resources too.  
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