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Abstract: This paper specifies, Volume rendering is a research area within scientific visualisation, where images are 
computed from volumetric data sets for visual exploration. Such data sets are typically generated by Computer aided 
Tomography, Magnetic Resonance Imaging, and Positron Emission Tomography or gained from simulations. The data sets 
are usually interpreted using optical models that assign optical properties to the volume and define the illumination and 
shading behaviour. Volume rendering techniques may be divided into three classes: object-order, image-order or hybrid 
methods. Image-order or ray casting methods shoot rays from the view plane into the volume and simulate the variation of 
light intensities along those rays. Object-order techniques traverse the volume data set and project each volume element onto 
the view plane. Hybrid volume rendering techniques combine these two approaches. A very popular object-order rendering 
method is called splatting. This technique traverses the volume data set and projects the optical properties of each volume 
element onto the view plane. 
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I. INTRODUCTION 
 

 The goal of scientific visualisation is to 
provide researchers and scientists with tools for 
visual exploration of their data. These tools range 
from standard spreadsheets that produce plots or bar 
graphs of test values to very specialised software to 
render higher dimensional geological data sets that 
contain many different data types, e.g. temperature, 
pressure, wind direction and so on. One class of 
scientific visualisation techniques is concerned only 
with visualising sampled three or higher dimensional 
functions. These techniques are collectively called 
volume visualisation techniques. The sampled 
functions are stored in volume data sets. The samples 
themselves may be scalar values, vectors, tensors or 
any combination of these types. However, this thesis 
focuses on techniques for visualising 3D volume data 
sets that only consist of scalar values, i.e. the 
underlying functions are 3D scalar functions.  

Volume data sets that hold sampled 3D 
scalar functions may be obtained in different ways. 
Common sources for such data sets are computer 
simulations or 3D scanners. Examples of computer 
simulations are implementations of physical 
processes that have implicit or explicit descriptions or 
rules defined by underlying models. Such systems 
may be simulated using finite element methods, fluid 
dynamics programmes or particle systems. Starting 
with an initial configuration the sample values are 
iterated according to functional descriptions or 
specific evaluation rules for the underlying model. 
Examples of other sources for volume data sets are 
3D scanners in medical applications, such as 
magnetic resonance imaging (MRI), computer 
tomography (CAT or CT), and positron emission 
tomography (PET) or ultrasound scanner. 

Early volume visualisation methods 
displayed only parts of volumes due to the limited  

 
processing power available. In early medical 
applications, for example, only single slices of a 
volume data set were displayed. The slices were axis 
aligned or on an arbitrary plane. Each sample value of 
the slice was directly mapped to a grey scale colour, 
which allowed interactive navigation through the 
various slices of a volume data set. 

Another early volume visualisation method 
that achieved fast rendering times is called maximum 
value projection. Here viewing rays are shot into the 
volume and the highest volume value encountered on 
each ray is recorded. The resulting light intensity of a 
viewing ray is proportional to the recorded volume 
value. Visualising only one volume value per ray has 
a major drawback. Nearly all information about the 
volume is discarded, except about high values. Thus, 
it is not possible, for example, to visualise parts of the 
volume which are surrounded by high volume values. 

More sophisticated volume visualisation 
approaches classify the volume first in order to 
extract the materials or tissues of interest. A very 
flexible classification scheme was developed by 
Drebin et al. and is based on probabilistic 
distributions. The occurrence of a particular material 
or tissue at a volume location is given by a 
probability. This probability depends on the scalar 
value of the underlying 3D scalar function. The idea 
behind this approach is that all volume positions with 
the same scalar values are occupied with the same 
materials or tissue types. It is also possible that more 
than one material or tissue is present at a volume 
position. The classification of a volume is then given 
by a set of probability distributions { ܲ(ߩ)}ఢே  , 
where  ܲ is the probability depending on the volume 
value ρ that a material or tissue type i is present. The 
probability distributions depend on the application 
and are rarely known in advance. From the 
probability distribution { ܲ } Drebin et al.  Compute 
the proportion ܲ  of each material or tissue i at a 
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volume position. The proportions { ܲ } are then used 
as weights for the optical properties of the material or 
tissue type i. Every material has optical properties, 
such as colours or opacities that define its 
appearance. Fig. 1 shows examples of a classified CT 
scan of a human pelvis. 

 
Fig 1: Extracting various tissues of a CT scan of a human 
pelvis; left: skin only, middle: semi-transparent skin and 

muscles, right: semi-transparent skin and bones. 
 
The techniques for visualising 3D sampled 

scalar fields may be subdivided into two classes: 
surface fitting and volume rendering techniques. 
Surface fitting methods extract geometric primitives, 
such as polygons or points that approximate an iso-
surface within the volume in a pre processing step. 
The iso-surface then represents a boundary of a 
particular material or tissue. In order to extract such 
iso-surfaces it is necessary to classify the volume into 
thin surfaces. The extracted geometric primitives may 
be displayed using standard polygon rendering 
methods. Surface fitting algorithms differ mainly in 
the kind of geometric primitives that are used to 
extract a surface and the spatial domain from which 
these primitives are extracted. 
 
II. HIGH RESOLUTION SPLATTING 
 
2.1. Reordering reconstruction and illumination 
calculation 
The main modification to splatting is to project the 
volume densities of all samples that lie in one volume 
slice k into the sheet buffer first and then to apply the 
colour and transparency functions to the whole sheet 
buffer.  This modification handles the samples' 
overlap in the x and y directions more correctly, 
because the volume densities are reconstructed rather 
than the colour and transparency values. Fig. 2 shows 
this process. 

 
Fig 2: Accumulating densities before calculating colour and 

opacities. 

Algorithm 1 contains the pseudo-code for 
high-resolution splatting. The pseudo-code is very 
similar to the code in Algorithm 2 for standard 
splatting. Instead of splatting the colour and opacity 
of a sample high resolution splatting projects the 
volume densities (line 10 in Algorithm 1). Here the 
sheet buffer also holds the densities of a volume sheet 
as well as the colours and opacities. When all samples 
are processed the sheet buffer is shaded (line 13 in 
Algorithm 1) and composited to the _nal image (line 
14 in Algorithm 1). The rest of this subsection 
discusses the shading step in greater detail. The 
compositing of the shaded volume slices will be 
described in the next subsection, where we deal with 
view transformed volumes. Standard shading models 
use volume gradients to compute diffuse or specular 
reflections. As with other volume rendering 
techniques the gradients may be approximated using 
forward or central differencing. The x and y 
components of the volume gradients can be obtained 
by examining two adjacent sheet buffer locations. For 
the computation of the z component the previous and 
next sheet buffer are needed. This can easily be 
established by using three sheet buffer, where the 
reconstruction process is one volume slice ahead of 
the shading calculations. Since the sheet buffer 
resolution is in general different than the resolution of 
the samples of the corresponding volume slice, the x 
and y components of the gradients need to be scaled 
accordingly. Note that the gradients are computed in 
world coordinates. If shading is performed in view 
coordinates, viewing transforms of the gradients are 
necessary. 
 
1: proc HighResolutionSplatting(volume, view, 
image) 
2: 
3: Sample s; 
4: image.clear(); 
5: 
6: for i = 0 to volume.get_no_of_slices() �1 do 
{iterate overall volume 
slices} 
7: sheet_bu_er.clear(); 
8: for j = 0 to volume.get_slice_size() �1 do {iterate 
over all samples of 
one slice} 
9: s = volume.get_sample(); 
10: sheet_bu_er.splat_sample_density(s); 
11: volume.next_sample(); 
12: end for 
13: shader.shade_bu_er(sheet_bu_er); 
14: image.composite(sheet_bu_er); 
15: end for 
16: 
17: end proc 
Algoritham 1: Pseudo-code for high-resolution 
splatting. 
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It should be mentioned that a trilinear reconstruction 
kernel may cause problems as the following indicates. 
The gradient of the trilinear reconstruction function 

-- (1) 
 
over the interval x; y; z �[-1; +1] may be written as 

-- 
(2) 

where x; y; z ≠ 0. This means that trilinear 
interpolation of volume data sets yields continuous 
gradients within volume cells, but the gradients are 
not defined at the sample points nor the cell 
boundaries. Furthermore the gradients of trilinear 
interpolated volumes are discontinuous across the 
cells. Fig. 3 shows an example for a one dimensional 
volume. Smoother gradients may be obtained by 
approximating the gradients using forward or central 
differencing. High-resolution splatting computes the 
gradients by inspection of the adjacent sheet buffer 
locations. If the resolution of the sheet buffer is much 
finer than the distance between the sample values, the 
choice of the adjacent sheet buffer locations for the 
gradient calculations recover the discontinuities 
across volume cells. In order to smooth the gradient 
variation, the offsets between the sheet buffer 
locations, which are used for the gradient 
calculations, can be increased. 

 
Fig 3: Example of a one dimensional linearly interpolated 

volume and the corresponding gradients. 
 
Fig. 4. shows the gradients of a linearly interpolated 
one dimensional volume using central differencing 
with varying offsets. 

 
Fig 4: The same volume as in Fig. 3, but the gradients are now 
ap- proximated by central di_erencing with an o_set of 0:1, 0:5 

and 0.75 

2.2. Correcting view angle distortions 
The standard splatting method projects the integrated 
kernel functions onto the sheet buffer, which is 
parallel to the view plane. This may result in a 
spurious variation of colour with view angle. Fig. 5 
shows a case where the reconstructed values are too 
high, since the distances between the samples after 
projecting are smaller than before projecting. This 
results in colours that are too bright. In the same way 
the reconstructed volume densities of the high-
resolution splatting method would be too high. To 
compute a better approximation for the high-
resolution splatting method we define the sheet buffer 
to be parallel to the volume slice that is projected. 
This modification, illustrated in Fig. 6, handles the 
overlap of the reconstruction kernel functions more 
correctly, because the distances between the samples 
do not change under viewing transformations. 

 
Fig 5: The distance δ1 between two adjacent samples before 

projecting decreases to the distance  δ2 after projecting. 
 

For this modification the splatting step and 
the shading of the reconstructed volume slice remain 
unchanged. The modification affects only the 
transparency calculations. When all samples of one 
slice are projected, the sheet buffer holds the 
reconstructed volume slice of the thickness Δz. If the 
volume is viewed from an angle the thickness of each 
volume slice changes to Δzఏ = Δ

௦ఏ
  and therefore the 

transparency of one single slice has to be changed to 

-- (3) 
 

In our implementation the transparency 
calculations are performed by table lookups, i.e. the 
transparencies for the volume densities are stored in a 
table. To implement the correction for the view angle 
distortions, the lookup table is modified according to 
the formula above. The compositing step now also 
implicitly performs the viewing transform of the 
shaded volume slice, as shown in Fig. 6. The viewing 
transform of the shaded volume slice and the 
rerasterisation into the pixel raster may be performed 
using common texture mapping hardware. In this case 
the shaded volume slice is mapped as an image to a 
polygon that has the same size as the volume slice in 
viewing coordinates. Then the compositing step may 
be performed using standard polygon rendering 
hardware, where the over operator by Porter and Du 



International Journal of Advanced Computational Engineering and Networking, ISSN: 2320-2106,  Volume-2, Issue-7, July-2014 

High Resolution Image Splatting 
 

113 

is used for the compositing of the view transformed 
and rerastered volume slices with the final image. 

 
Fig 6: The high-resolution splatting method: the volume 

densities that affect a volume slice are projected into a sheet 
buffer, which is parallel to that slice. The reconstructed 

densities are mapped to colour and opacity values, which are 
finally projected into the frame buffer. 

 
Keeping the sheet buffer parallel to the 

projected volume slice has other advantages. Firstly, 
many common kernel functions, such as trilinear and 
tricubic functions, are separable and analytically 
integrable along a coordinate axis. Hence their 
footprint tables can be computed without numerical 
integration. Secondly, at most three different footprint 
tables are required to cover all possible view angles1. 
Thus high-resolution splatting can easily use kernel 
functions that are not spherically symmetric. With 
such filters the standard splatting algorithm needs a 
different footprint table for each view angle. Note 
that if the implementation uses nearest neighbour 
lookup in the footprint table when splatting each 
sample into the sheet buffer, aliasing effects may 
arise. The high-resolution splatting method is more 
prone to this problem than the standard splatting 
method because the projected volume slice is axis 
aligned with respect to the sheet buffer. However, the 
alias effects are easily avoided by adding some noise 
to the sheet buffer positions of the projected sample 
locations. 
2.3. Slicing the reconstruction kernel 
As discussed above a better reconstruction along the 
z-axis may be obtained by cutting the reconstruction 
kernel function into slices parallel to the volume 
slices. This can be done by redefining the footprint 
function. Fig. 7 illustrates schematically for the xz-
plane how the reconstruction kernel function h(x; y; 
z) is cut into slices. 

 
Fig 7: The effect of a single voxel at  on the different slices 

of the volume. 

Now, instead of splatting only the samples 
of one single slice, the high-resolution splatting 
method also accumulates and projects contributions 
from the adjacent volume slices. After projecting the 
samples of all slices l ≠ k that contribute to slice k, 
the sheet buffer holds the value ܩ௦௧( ܲ)as defined. 

The number of slices that are projected 
depends on the radius of the kernel reconstruction 
function h(x; y; z). In practical applications the radius 
of h is usually less than 2:5 so that only the previous 
two and the next two slices have to be projected. 
The high-resolution splatting method applies the 
colour and transparency function to all positions S of 
the sheet buffer, i.e. 

-- (4) 

            -- (5) 
 
III. HIGH RESOLUTION WAVELET 

SPLATTING 
 
Algorithm 2 shows the pseudo-code for the entire 
high-resolution wavelet splatting method. The main 
difference to high-resolution splatting is an additional 
inner loop that implements signal repetition along the 
z-axis (line 14 _ 17 in Algorithm 2). 
1: proc HighResolutionWaveletSplatting(volume, 
view, image) 
2: 
3: const no_of_slices = volume.get_no_of_slices(); 
4: const wavelet_interval = [start_position().z � 
rwavelet;0, 
5: start_position().z + rwavelet;0]; 
6: image.clear(); 
7: 
8: for i = 0 to no_of_slices �1 do {iterate over all 
volume slices} 
9: sheet_bu_er.clear(); 
10: 
11: for k = i + n _ no_of_slices 2 wavelet_interval, n 
2 Z do 
12: 
13: List result = _nd_coe_cients(k): 
14: while result 6= nil do {splat all wavelet coe_cient 
for a volume slice} 
15: sheet_bu_er.splat_coe_cient(result.head(), k); 
16: result = result.tail(); 
17: end while 
18: 
19: end for 
20: shader.shade_bu_er(sheet_bu_er); 
21: image.composite(sheet_bu_er); 
22: 
23: end for 
24: 
25: end proc 
Algorithm 2: Pseudo-code for high-resolution 
wavelet splatting. 
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IV. EXPERIMENTAL RESULTS 
 
4.1. High Resolution Splatting 
In this section we examine the image quality and 
performance of high-resolution splatting in 
comparison with standard splatting and ray casting. 
We use three volume data sets for this comparison. 
The first data set, called ripples, is designed to be a 
very demanding test for volume reconstruction 
methods. The other data sets are a CT scan of a 
human pelvis and a MRI scan of a human head, 
which were chosen for their practical value. 
The ripples data set is a 3D sampled version of the 
function 

-- (6) 
Where 

-- (7) 
 

This function was sampled in the range -1 < 
x; y; z < 1 with fM = 6 and = 0:25. The data set 
contains 32 × 32 × 32 voxel. The function f(x; y; z) 
can be recovered from the data set to a high level of 
accuracy by a sufficiently good reconstruction 
method. A transparency function was chosen to be 
zero for densities less than 128 and one for all other 
densities. This defines a surface at a threshold level of 
128. Fig. 8 shows that surface rendered directly 
without sampling. 

 
Fig 8: The unsampled test signal 

 
The second test data set, a CT scan of a 

human pelvis2, consists of 111 slices, with 256 ×256 
samples each. Fig. 9 shows the bones within the data 
set rendered using standard ray casting with a step 
size of 0:05, where 1:0 is the distance between two 
adjacent volume samples. We chose the step size of 
0:05 to produce this image, since finer step sizes did 
not improve the image quality anymore. We used a 
trilinear kernel for volume reconstruction. This image 
serves as a reference image for this data set. The MRI 
scan of a human head contains 128 ×128 ×84 voxel. 

A reference image of this data set was also computed 
using ray casting with a step size of 0:05 and is 
shown in Fig. 10. As with the previous image finer 
step sizes did not improve the image quality anymore. 
We also used a trilinear filter for volume 
reconstruction. 

 
Fig 9: CT study of human pelvis 

 
Fig 10: MRI scanning of human head 

 
4.2. High Resolution Wavelet Splatting 
In our first test we compare the images of complete 
high-resolution splatting with the images of high-
resolution wavelet splatting. When splatting all 
wavelet coeffcients, i.e. the volumes are not 
compressed, both methods should yield the same 
results. However, using a trilinear reconstruction 
kernel function and Bspline wavelets of order 3, we 
measured an average absolute error of 11:39 for the 
ripples data set, 5:18 for the CT scan and 3:25 for the 
MRI scan. These errors are caused by cutting of the 
sequences (ܽ)ఢ௭and (ܾ)ఢ௭  of filter coefficients for 
the wavelet transform. These sequences have an 
infinite length for B-spline wavelets, so that 
numerical error can hardly be avoided. Furthermore, 
our implementation repeats the volume at the 
boundaries, which introduces errors at these 
boundaries. A correct solution requires endpoint 
interpolating B-spline reconstruction kernel functions 
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and endpoint interpolating B-spline wavelets. To 
produce the graphs that show the compression rate 
and the introduced error by dropping wavelet 
coefficients, we omitted all coeffients, whose 
amplitude is below a preselected threshold. Fig. 11 
shows the average absolute error of all three volume 
data sets for various thresholds. Up to a threshold of 
12 both the ripples data set and the CT scan of a 
human pelvis have relatively small errors of less than 
5:63 and 5:09 respectively. At a threshold of 14 the 
absolute average error increases significantly to 16:05 
and 10:96. Fig. 12 shows the ripples data set 
reconstructed from wavelet coefficients with 
amplitudes larger than 0, 2, 4, 12, 14 and 64. Fig. 13 
contains the images of the pelvis data set for the 
thresholds 0, 12, 14, 16, 32 and 64. The MRI data set 
of a human head behaves even better. Until a 
threshold of 16 the average absolute error stayed 
below 2:72. The average absolute error increase to 
8:74 at a threshold of 32. Fig. 14 shows the MRI data 
set for the thresholds 0, 16, 32 and 64. 

 
Fig 11: Graph showing the average absolute error of all three 

test data sets for various thresholds. 

 
Fig 12: The ripples data set rendered using the high-resolution 
wave- let splatting method and dropping wavelet coefficients 

that are smaller than 0, 2, 4, 12, 14 and 64 (from the top left to 
the bottom right). 

 
Fig 13: The pelvis data set rendered using the high-resolution 
wave- let splatting method and dropping wavelet coefficients 

that are smaller than 0, 12, 14, 16, 32 and 64 (from the top left 
to the bottom right). 

 
Fig 14: The MRI scan of a human head rendered using the 

high- resolution wavelet splatting method and dropping 
wavelet co efficients that are smaller than 0, 16, 32 and 64 

(from the top left to the bottom right). 
 
The compression rates are measured by the 

percentage of retained wavelet coefficients. Fig. 15 
contains the compression rates of all three data sets 
for various thresholds. The CT scan of a human 
pelvis and the MRI data set achieve very high 
compression rates. For the wavelet transformed pelvis 
data set only 3:55% of the wavelet coefficients have 
an amplitude larger than 12. Note, that the average 
absolute error for this threshold is only 5:09. The 
MRI data set achieves even higher compression rates. 
At a threshold of 16, only 1:27% of the wavelet 
coefficients are left and the average absolute error is 
2:72. 

The ripples data set was constructed to be a 
very demanding test data set for reconstruction kernel 
functions and thus contains many details of various 
sizes. Therefore the compression rates are not as low 
as the compression rates of the other two data sets. 
However, only 19:95% of the wavelet coefficients of 
the ripples data set are greater than the threshold of 
12. the corresponding average error is 5:63, which 
may hardly be noticed. 

 
Fig 15: Graph showing the percentage of retained coefficients 

of all three test data sets for various thresholds. 
 
Beside rendering wavelet compressed 

volumes directly, high-resolution wavelet splatting 
may also be used to render volumes at a varying level 
of detail. This is particular useful if the resolution of 
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the volumes is much higher than the screen 
resolution. In this case it is not necessary to render 
fine details. Coarser versions of the volumes may 
easily produced by omitting all wavelet coefficients 
of the highest scaling level during the volume 
reconstruction step. As an example Fig. 16 contains 
images of the MRI data set of a human head that are 
reconstructed with a decreasing level of detail. Hence 
high-resolution wavelet is able efficiently support the 
multi-resolution property of wavelet transforms, 
which provides a control over the level of detail in 
volume data sets. 

 
Fig 16: The MRI data set rendered with different levels of 

detail: the number of scaling levels that are rendered is 
decreased from all seven scaling levels (top left image) to only 

the two lowest scaling levels (bottom right image). 
 
4.3. Performance 
As with the high-resolution splatting methods the 
implementation of our wavelet splatting method is 
not hardware supported. All tests were performed on 
a PC equipped with a 400 MHz Pentium II processor. 
The graph in Fig. 17 shows the rendering times of all 
three test data sets for various thresholds. As 
expected the rendering times for all three data sets 
decrease with an increasing threshold, i.e. the 
compression rate. As discussed earlier the ripples data 
set and the pelvis data set may be represented by 
wavelet coefficients, whose amplitude is above the 
threshold of 12 without introducing major errors. The 
rendering times for this threshold decreased from 51s 
to 25s for the ripples data set and from 327s to 131s 
for the pelvis data set. The rendering times for the 
MRI scan of a human head decreased from 342s to 
142s at a threshold of 16. However, the rendering 
times are still higher than the ones of the complete 
high-resolution splatting method, which are 14s for 
the ripples data set, 94s for the pelvis data set and 76s 
for the MRI scan of a human head. 

 
Fig 17: Graph showing the rendering times of all three test 

data sets for various thresholds. 
 
CONCLUSIONS 
 
In this paper we explored modifications and 
extensions to a popular volume rendering method, 
called splatting. As a result we developed three new 
volume rendering techniques that are based on the 
splatting method. All three proposed rendering 
methods are associated with the same optical model 
for volume visualisation, the emission-absorption 
model. The first two methods, collectively called 
high-resolution splatting, are concerned with 
improvements of image quality and rendering times. 
The third method, called high-resolution wavelet 
splatting, incorporates the ideas of wavelet 
representations. Wavelet based volume rendering has 
great potentials for the visualisation process as well 
as for analysis purposes. All three methods are 
thoroughly evaluated and compared with current 
standard volume rendering techniques in order to 
demonstrate the advantages and innovations of the 
proposed concepts.  
 
FUTURE SCOPE 
 
Splatting is a fast volume rendering method, since the 
most expensive step, the projections of the volume 
samples, may be completely performed using texture 
mapping hardware. However, our implementation of 
the three high resolution splatting methods is not 
hardware supported. An interesting area of future 
work are implementations that use texture mapping 
hardware for the projections of the sample values / 
wavelet coefficients and the compositing of the sheet 
buffer to the final image. Since over 75% of the 
execution times is spend on the reconstruction and 
compositing steps, a hardware supported 
implementation may speed up the rendering process 
significantly. The high-resolution wavelet splatting 
method builds many avenues for further research, 
since it provides a general framework to render 
wavelet transformed volumes. We presented 
examples to render wavelet compressed volumes as 
well as to visualise volumes with a decreasing level 
of detail. It could be interesting to splat only wavelet 
coefficients of a particular scaling level, so that the 
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resulting image only contain details of a certain size. 
This may be used to look for fine fractures in bones 
or cracks in engine blocks. In a broader context, it can 
be expected that all three high-resolution splatting 
methods may be accelerated greatly by parallelism or 
distributed computing environments.  
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