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Abstract- This paper makes a case for incorporating fault tolerance covering both transient faults and errors due to 
miss-speculation into desktop multi-core processors. Fault tolerance is enforced in our method through redundant threading by 
verifying the commit results of speculative original thread against the non-speculative redundant thread which is a delayed 
version of the original thread. Our method differs from previously proposed redundant execution fault-tolerant designs 
including Active-stream/Redundant-stream Simultaneous Multithreading (AR SMT) [8], Simultaneous and Redundantly 
Threaded (SRT) processor [2], Chip-Level Redundant Threading (CRT) [3] in cases that it covers errors due to 
miss-speculation, dynamic hardware configuration, reuse of resource for normal computation,  flexibility in fault-tolerant 
enforcement. 
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I. INTRODUCTION 
 
Advances in semiconductor manufacturing process 
have sustained the validity of Moore’s law for several 
decades both in terms of device count and delivered 
performance. Recently, a censuses has been reached in 
the computing community that the only viable way to 
keep the performance improvement rates within a 
given power budget is by building multicore 
processors and exploiting massive parallelism. 
Modern processors are more susceptible to transient 
hardware faults due to reduced transistor size, 
increased transistor count and reduced voltage. Such 
exponentially increasing transistor counts and reduced 
transistor size makes reliability an important design 
challenge since the processor’s soft error rate grows in 
direct proportion to the number of devices being 
integrated. As dimension and operating voltages of 
processors are reduced their sensitivity to radiation 
increases dramatically making them more vulnerable 
to transient hard faults.   
 

Radiations like cosmic rays and other 
electromagnetic disturbances can easily alter the 
voltage levels that represent data values in 
microprocessor chips, currently the frequency of such 
transient faults are low, typically less than one fault 
per thousand computers making fault tolerant 
attractive only for mission-critical applications, 
however future microprocessors will be more prone to 
transient faults due to their reduced voltage levels, 
higher transistor counts and small feature size. An 
approach to prevent this kind of faults/failures due to 
cosmic rays is to place the system under a shield made 
of concrete of approximate thickness of six feet or 
more, unfortunately this thickness is significantly 
greater than normal computer room roofs/walls hence 
the hardware should be made fault tolerant.  

Most commercial fault-tolerant computers use lock 
stepped approach by fully replicating the hardware 
components to detect faults, however they are not 
suitable for ordinary desktop users due to increased 
cost, space and power consumption. Additionally a 
desktop user may not need fault-tolerant execution for 
all the running application except some data critical 
applications like encryption, decoding, etc. hence the 
fault tolerant method should be made flexible i.e. the 
user should have the full control over the enforcement 
of fault tolerance to a particular process.   
 
In this paper, we describe a fault tolerance method 
based on simultaneous redundant threading which is 
flexible in user’s perspective with less performance 
overhead and complexity. The rest of the paper is 
organized as follows: Section 2 presents the 
background on Redundant Threading and other related 
works. Section 3 explains the basic concept behind the 
proposed architecture. Section 4 describes the 
proposed architecture in detail.  The evaluation 
methodology and results are presented in Section 5. 
Section 6 concludes the paper.  
 
II. BACKGROUND AND RELATED WORKS  
 
Redundant Multi-Threading (RMT) is a redundant 
execution based fault-tolerance technique which 
utilizes the Simultaneous Multi-Threading (SMT) 
feature of modern processors to run identical copies of 
thread delayed by a time window sufficient to detect 
faults and recover from errors. The effect of radiations 
such as cosmic rays are short lived so any transient 
hard fault is also short lived and hence the occurrence 
of such faults can be detected by running a redundant 
thread separated in time provided there is enough time 
window between the threads. Simultaneous execution 
of both threads is facilitated by the availability of 
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multiple cores and multi-threading feature in modern 
processors.  
 
AR-SMT (Active- stream/ Redundant - stream 
Simultaneous Multi-Threading) [8], which is based on 

Redundant Multi-Threading, involves running two 
explicit copies of the program concurrently on the 
same processor resources and they are treated as 
completely independent process each  

 

 
 

having its own context. It utilizes Delay Buffer in 
which the A-Stream (Active-Stream) commits its 
results. The R-Stream (Redundant-Stream) uses the 
commit results of A-Stream to detect faults before the 
commit results propagate from the processor.  
 
The Simultaneous and Redundantly Threaded (SRT) 
[2] processor introduces the Sphere of replication 
which abstracts the physical redundancy of a 
lockstepped system. The method involves running two 
copies of a thread separated by a time-window, the 
input to the both thread is same and is replicated 
whereas the output from both threads is compared 
against each other to detect faults. It introduces Active 
Load Address Buffer (ALAB), Load Value Queue 
(LVQ), Slack fetch and Branch outcome queue.  
 
The Active Load Address Buffer (ALAB) allows 
corresponding cached loads from both threads to 
receive the same value in the presence of out-of-order 
and in-order execution of either thread. The Value 
Queue (LVQ) uses single cache access to satisfy both 
threads by forwarding the leading thread’s committed 
load address and values to the trailing thread. The 
Slack fetch and branch outcome queue increases the 
performance of SRT processor by allowing “warming 
up” of caches and branch predictors for the other 
thread using the calculated values from the first thread.  
 
The Chip-level Redundant Threading (CMP) [3] 
extends SRT [2] technique to a Chip-level 
Multi-Processor (CMP). The pipeline of the base 

processor is divided into IBOX (instruction fetch), 
PBOX (instruction rename), QBOX (instruction 
queue), RBOX (register read), EBOX & FBOX 
(integer and floating point functional units), and 
MBOX (memory system).  
 
III. BASIC CONCEPT  
 
The proposed processor architecture (Figure 2), which 
is a derivative based on SR-SMT [8], detects and 
overcomes faults by running redundant copies of a 
thread as individual hardware thread. The original 
copy (O-Thread) of the thread executes instructions 
fetched from the instruction stream speculatively and 
commits the result into the buffer memory which after 
verification with the commit results of the 
Redundant-Thread (R-Thread) will be committed into 
the actual memory locations. The R-Thread executes 
the instructions non-speculatively so that any error due 
to miss-speculation can be detected as well along with 
any faults.   
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When a conflict occurs between the commit results of 
the O-Thread and R-Thread, which can either be due 
to transient faults or speculation error, the architectural 
state of both the threads are restored back to the last 
successful commit which is the last instruction 
committed by the R-Thread.  
 
Overhead imposed by the R-Thread can be reduced by 
speeding up of the R-Thread through avoidance of – 
stalls using prediction values from the O-Thread, data 
dependencies and cache misses. Previous work 
(AR-SMT[8]) shows that such R-Thread (R-stream) 
imposed only 10% to 30% performance overhead. 
 
IV. DESCRIPTION OF THE ARCHITECTURE  
 
Figure 1(a) shows logical overview of working of the 
proposed architecture and Figure 1(b) shows the 
hardware view of the proposed architecture. The 
Original-Core (O-Core) executing the O-Thread 
executes the instruction stream speculatively allowing 
out-of-order execution. The results are written back to 
Buffer instead of committing them into the  Shared 
Cache.  
 
The data from O-Core’s Private-Cache is prevented 
from propagating into the Shared-Cache by disabling 
the write-back. The O-Thread also commits the 
Program Counter (PC) value along with the data. Any 
memory load by the O-Thread is dereferenced by first 
checking the Buffer for a hit as the location might 
already been modified by the O-Thread, upon miss the 
access is redirected to the Shared cache.  
 
The R-Thread executes the instructions in-order so 
that any error due to miss-speculation  can be 
identified. In-order execution of R-Thread might 
result in execution of instructions ahead of the 
O-Thread. To avoid this, PC values which were 
committed earlier by the O-Thread is used to check the 
availability of the instruction before execution. Upon 
commit the values are verified against the commit 
results of the O-Thread available in the Buffer 
memory. If both values are equal then the result is 
committed into the R-Core’s Private-Cache.   
 
If there is any conflict which might have been either 
due to miss-speculation or transient fault then the 
current architectural state of both O-Core and R-Core 
are discarded and the architectural state is restored to 
the last successful commit which is available in the 
Buffer  memory, then the buffer memory is flushed.  
 
The write-back of R-Core’s Private-Cache is enabled; 
hence the data in Shared-Cache is consistent with the 
architectural state of R-Core so any memory load by 
R-Core is served by the Shared-Cache without 
accessing the Buffer memory.  

A.  Buffer Memory  
The Buffer memory can be viewed as a hardware 

pipe between the O-Core and R-Core aiding in both 
synchronization and fault tolerant execution. Since 
only the O-Thread commits data into the Buffer and 
reuses the data later, only the O-Core has exclusive 
access to the Buffer. The Buffer memory is 
dynamically configurable depending upon the type of 
the core (O-Core/R-Core). In outer perspective the 
Buffer memory can be viewed as a Shared-Cache with 
ability to configure the access rights dynamically., 
hence it can also be configured as Shared-Cache in 
scenarios where the user does not want to enforce fault 
tolerant execution for any of his process. 
Implementation of Buffer memory can be made 
separately in hardware or the existing Shared-Cache 
can be dynamically partitioned to include buffer 
memory. The former method introduces architectural 
complexity when the Buffer memory is configured as 
Shared-Cache, the later method however requires a 
way to differentiate between the Shared-Cache and 
Buffer memory. For experimental analysis we 
configured  Buffer  memory as a separate memory 
irrespective of the Shared-cache.  
 
Figure 3 shows the structure of  Buffer  memory as a 
single linked circular queue in which O-Core commits 
at one end and R-Core flushes an entry at farther end 
after verification. Since O-Core access Buffer memory 
for data loads the search will use Memory Address as 
the search parameter whereas the R-Core access the 
memory only for verification of the commit results of 
an instruction, hence its search parameter is  Program  
Counter value corresponding to the instruction. 
 

 
 
The request from the R-Core will always produce a hit 
whereas for O-Core it depends whether the memory is 
written prior and is still not verified by the R-Core.   
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To avoid the miss during O-Core access we introduce 
Memory Availability List (MAL) (Table 1) which 
maintains a list of memory locations available in the 
Buffer memory and their respective count. The MAL 
is accessible by both O-Core and R-Core. Whenever 
O-Core commits, it creates an entry in MAL and sets 
the count to ‘one’, any future commit to the same 
memory location will increment the count by ‘one’. 
Whenever the R-Core commits any instruction 
corresponding to a memory location in MAL it will 
decrement the count by ‘one’, once the count reaches 
‘zero’ the entry corresponding to the memory location 
will be removed from MAL. Whenever the O-Core 
searches for a memory location in Buffer it will use the 
MAL to know its availability thus eradicating the miss 
latency in Buffer memory access. Table 2 shows the 
structure of data committed into the Buffer. The search 
parameters, PC Value and Memory Address, are 
indexed using their higher order 32bits and tagged 
using their lower order 32bits (incase of 64bit 
processor). The field ‘Dirty’ for each entry denotes 
whether the entry is invalid due to the R-Core’s 
verification. The entries with Dirty set are over-written 
by the O-Core except the last entry for which Dirty is 
set since it denotes the last successful commit which is 
used to restore the architectural state of Cores upon 
fault. To avoid stalls due to branch miss-prediction we 
introduce Branch Outcome Queue  (BOQ) (Table 3). 
Since the context during the execution of a branch in 
both cores is same, we can use the branch out-come 
from O-Thread in the R-Thread thus eradicating the 
stalls due to branch miss-prediction. Since the fetch 
unit of R-Core feed directly on the BOQ we can safely 
disable the branch predictor unit of R-Core thus saving 
power. An entry in BOQ is created by the O-Core 
whenever it encounters branch instructions. 

 
 

 

 
 
The result of R-Core is committed only after 
verification in Commit Unit, hence the performance of 
R-Thread is affected by the latency of Commit Unit.  
The latency of commit unit in turn is directly 
influenced by the fetch latency of O-Core’s commit 
results from the Buffer memory.  To remove this 
latency we introduce Pre-fetch Buffer Queue (PBQ) 
(Figure 4) which pre-fetches data from Buffer memory 
for faster access. When the fetch unit of R-Core 
pre-fetches the instruction in order it also updates the 
PBQ with commit results from the Buffer memory. 
The results from the Private-Cache of R-Core is 
propagated to Shared-Cache only after write-back 
operation, hence disabling the write-back bit 
corresponding to the memory location will improve 
performance enabling the verification process in 
background.  
 
V.  EVALUATION METHODOLOGY  

 
A.  Simulation Environment  

The detailed out-of-order execution-driven processor 
of SimpleScalar toolset [11] is modified to implement 
the proposed fault tolerant architecture. The platform 
uses SimpleScalar’s Portable Instruction Set 
Architecture (PISA) which is a MIPS-like instruction 
set and a modified gcc compiler to create binaries for 
PISA platform. The default SimpleScalar toolset does 
not offer a Multi-Core CPU implementation so we 
ported the out-of-order CPU implementation source 
code into C++ to create a Multi-Core CPU. The 
simulator evaluates the performance of proposed 
micro-architecture under fault-tolerant execution. 
Real-time transient fault induction and coverage is not 
evaluated since it is beyond the scope to characterize 
and model the transient faults.  

 
B.  Results  

Compress benchmark of SPEC95 Integer benchmark 
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was used for analysis. Table 4 shows the statistics of 
execution in fault tolerant platform. 
 

 
 
Around 14% of total instructions executed in O-Core 
commits its data into Buffer memory, along with 
~17% of branch instructions the total commit into 
Buffer is ~31%. In the worst case, ignoring the delay 
between threads and stalls due to in-order execution, a 
maximum of 31% over head (in memory access) is 
imposed during fault tolerant execution.  However due 
to introduced MAL & PBQ the read and write latency 
of  Buffer  is suppressed thus reducing the overhead.  
 
CONCLUSION  
 
The proposed microarchitecture based fault tolerant 
solution can be summarized as follows.  

•  The fault tolerant enforcement is flexible, i.e. the 
processor can be reconfigured dynamically to disable 
fault tolerance and execute in normal mode.  

•  In-order execution in R-Core will detect 
speculation errors as well along with any transient 
faults.  

•  The performance overhead due to redundant 
threading is reduced through introduction of BOQ 
which removes the stalls due to branch 
miss-prediction.  

•  The miss latency of  Buffer  memory access is 
entirely avoided through MAL which maintains a list 
of memory locations available in the Buffer memory.  

•  Use of PBQ enables the pre-fetch of the commit 
results before issuing the instruction to R-Core’s 
functional unit.  

•  The fault-tolerant execution introduces only a 
maximum of 31% overhead compared to single thread 
performance, however due to MAL, PBQ the 

overhead is further reduced The following future 
works will further improve the proposed 
microarchitecture - introducing a mechanism to 
maintain a separate register file to be used for 
architectural reset, implementation of  Buffer  memory 
as a part of Shared-Cache, coverage of permanent 
faults by maintaining a list of instruction types which 
repeatedly failed.  
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