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Abstract - Big data analytics is playing an important role in healthcare practices and research. It has been successfully 

adopted for disease exploration and care delivery. Structured and unstructured data produced by healthcare systems have 

been stored, processed and analyzed efficiently using big data tools. Cost based query optimizer helps in querying data from 

different data sources. In this paper we modify and improve cost based query optimizer to query data from disparate data 

sources for big data analytics. 
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I. INTRODUCTION 

 

Big data analytics enables healthcare organizations to 

analyze data which is immense in volume, variety 

and velocity for decision making and take appropriate 

actions. Big data analytics helps in clinically relevant 

and cost effective way to treat patients, build 

predictive modelling to produce drugs and devices, 

statistical tools and algorithms to improve clinical 

trial designs, analyze patterns of the disease 

outbreaks, development of the vaccines, perform gene 

sequencing more efficiently, analyze real-time data 

for monitoring and event prediction [1]. 

 

Advancement in machine virtualizations and cloud 

computing has provided a platform for storage and 

management of data. Volume, velocity and variety of 

data presents new challenges for analyzing, 

comparison and decision making process. Handling 

real-time data helps in taking appropriate actions for 

infections, trauma and outbreaks. Big data analytics 

has revolutionized healthcare in analyzing data in 

motion and across all specialties. Structured data can 

be stored and queried easily. Unstructured data 

includes medical device readings, doctor notes, 

prescriptions, medical images, genetics anddigital 

scans [1]. 

 

Capturing, storing and analyzing useful information 

from the data sources is challenging. Healthcare 

applications in particular need better and efficient 

ways to combine and convert data from unstructured 

to structured format and run analytical queries. 

Structured data such as patient’s name, address and 

other information can be easily recorded in relational 

databases. The data generated from medical devices 

andthe prescription notes can be stored in NoSQL and 

NewSQL data stores for scalability and retrieval. 

 

Potential of big data in healthcare lies in combining 

and analyzing data from sources which helps in 

research and discovery. For instance, if 

pharmaceutical developers facilitate integration of 

clinical and genome data, it helps in producing drugs 

quickly which requires analyzing data from different 

sources rapidly [2]. 

 

The big data analytics tools and architecture in 

healthcare is executed on parallel and distributed 

server. Data mining, statistics, visualizations and 

algorithms need to be performed on the databases 

efficiently. Traditionally ETL process is been used to 

collect, transform and store data in databases. 

Improving coordination of care, reducing the cost and 

decision making depends on the retrieval and 

analyzing of data. 

 

Most of the data required to perform analytics resides 

in the different and non-integrated systems. In order 

to have a holistic view of the data ETL process needs 

to be performed. Bringing data together from 

different data sources through ETL brings unseen 

challenges. One of them is difficulty in accessing the 

data from different systems and executing the desired 

analytical queries faster. 

 

Database administrators have to define materialized 

views and indexes on different databases and then 

need to communicate these changes to the end users 

for query execution which is a tedious process. In this 

paper we modify and improve a cost based query 

optimizer which automatically makes use of the 

external materialized views registered in a columnar 

database and reduce analytical query execution time 

by rewriting the query plan to make use of the 

externally registered materialized view in the 

relational expression tree. The materialized views of 

all the different databases are stored as optimized 

copy in a separate columnar database for faster reads. 

The cost based query optimizer would determine 

whether cost of the query plan can be reduced by 

substituting external materialized views with the 

incoming query and later execute it against the 

optimized copy instead of the actual table. This 

modification to the query optimizer reduced the query 

execution time as shown in the evaluation results 
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column and also improved the performance as 

compared to executing the query against the native 

database. 

 

II. BACKGROUND 

 

Healthcare organizations success depends on the 

quality of their decision making and data driven 

decision making helps in the cause. Data driven 

decision making requires collection and analysis of 

data.Data integration is an essential traditional step 

where data is moved from the origin sources to 

specialized data stores after data is cleansed, 

transformed and loaded. This process is known as 

Extract-Transform-Load. 

 

Clinical data such as electronic health records (EHR) 

have become key data sources for research. Data 

from multiple EHR systems needs to be transformed 

in to common data model. Data harmonization 

processes consume significant time and resources. 

Common technical challenges with ETL process is 

the compatibility of source and target data, quality of 

data and scalability. Local HER systems often have 

different data models which needs to be transformed 

and stored in appropriate databases for analysis and 

scalability. ETL is a series of operations that allows 

source and target to be syntactically and semantically 

harmonized [3]. 

 

ETL process can be supported using data integration 

tools and technologies such as Talend, NoSQL data 

stores, Map/Reduce and Pentaho. But querying data 

stored in different data stores is a challenge because 

of their formats and query language. Database 

administrators often have to create optimized copy 

and indexes for faster query analysis which is a 

tedious process. Hence a query optimizer which 

automatically detects and substitutes these optimized 

copies in query plan is required [4]. 

 

Healthcare organizations use different data 

management systems with different data models to 

store data: Columnar databases which are designed 

for read heavy analytical queries and often optimized 

copies are stored in them for faster reads; Relational 

databases for transactions; NoSQL data stores for 

horizontal scaling; HTAP system for both 

transactional and analytical capabilities; 

 

III. METHOD 

 

Apache calcite framework uses relational algebra for 

query processing. It supports various data 

manipulation operators like join, scan, project and 

aggregation. It uses traits to describe the physical 

properties of the operators which is used for 

execution against the backend databases. It helps in 

evaluating the cost of different plans for a given 

query. Relational operators can convert traits in to 

respective backend database operators using 

converter interfaces. Query optimizer finds plans to 

prevent unnecessary operations to be performed 

during actual query execution. Adding traits allows 

optimizer for executing queries that might reach 

different database engines. Calcite defines models 

which consists of the physical properties of the 

database being accessed. Schema which contains 

details of the data formats present in the model. 

Schema factory collects metadata information from 

the model and creates a schema. 

 

When a query is executed it is parsed and converted 

into a relational expression, an operator is created 

which represents scan on the table and is later used by 

optimizer to perform client side operations such as 

sorting and filtering against the tables in the database. 

Enumerable calling conventions are also used which 

operates over the rows of the table using iterator 

interface.Analytical queries which requires scan of 

small subset of rows require cost based optimizer 

which can be used to reduce cost associated with the 

query. It pushes down all possible logic to the back 

end database and then performs aggregations on the 

resulting data [5]. 

 

IV. QUERY OPTIMIZER 

 

The query optimizer repeatedly applies the planer 

rules to the relational node which is parsed from the 

input query. Optimizer tries to generate an alternative 

relational expression which has same semantics as the 

original node but with a reduced cost. Optimizer 

includes a set of rules to transform relational 

expressions in a tree. When a rule matches a given 

pattern, transformation is executed which does the 

substitution of the sub tree and preserves the 

semantics of the expression. There are several rules 

specific to each database to perform transformations 

 

Optimizer relies on metadata for guidance on 

reducing the cost of overall query plan and also 

provide information to the rules when necessary. 

Metadata provider functions help in determining the 

overall cost of execution of the expression, data size 

in the tables, degree of parallelism that can be 

obtained, filter conditions that can be applied to the 

query plan. 

 

The optimizer uses cost-based planner engine which 

initiates rules in order to reduce the cost of the 

relational node. It uses dynamic programming 

algorithm to create alternative plans by firing rules. 

Each expression is been registered initially with the 

planner. When a rule is fired on an expression E1 it 

produces a new expression E2. The planner would 

then add E2 to the set of equivalence expressions S1 

that E1 belongs to. Planner then compares the new 

expression E2 with previously registered expressions. 

If it finds a duplicate expression E3 which belongs to 
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equivalence set S3 then planner would merge S1 and 

S3 in to a new set of equivalence. This process 

continues until the cost plan has not improved by 

more than a threshold in the planner iterations. The 

default cost function takes in to consideration 

memory, CPU cycles and IO resource utilization by 

the expression. 

One of the techniques which is used to improve query 

processing is materialized views in big data analytics. 

The optimizer has the ability to make use of these 

materialized views to rewrite the incoming queries to 

make use of these views. Optimizer does this by 

substituting part of the relational expression tree with 

materialized view which it uses. Later materialized 

view plan is been registered with the planner and 

transformation rules are fired [5]. 

 

 
 

Figure 1 shows the components of the query parser 

where the in the coming query is been parsed and 

converted in to relational node expression. Each node 

has a trait associated to it. Rules are added to the 

queue when fired transforms part or whole sub graph 

in the relational tree with same semantic meaning. 

These rules would be applied until the cost of the 

relational expression doesn’t change. Cost model 

provides the cumulative cost of the expression and 

metadata provider gives information for the schema 

generation. 

 

Algorithm 

Relational expression R optimization: 

1. Register relational expression R. 

1a. Check if appropriate optimized copy(materialized 

view) exists which can be used to substitute relational 

expression R in part or whole 

1b. If exists, then register the new relational 

expression R1 been substituted with optimized copy 

(materialized view) 

1c. Trigger transformation rules on R1 for cost 

optimization 

1d. Find the best relational node when cost factor 

does not improve further and execute against the 

database 

2. If relational expression R cannot be substituted 

with optimized copy (materialized view) 

2a. Apply transformation rules on relational 

expression R 

2b. Find the best relational node when cost factor 

does not improve further and execute against the 

database 

 

Optimizer triggers rules on operands to optimize 

query and reduce the cost. Below is an example of 

Push Filter project rule and Combine Project rule 

which are performed on Filter and Project operands 

of Patients table obtained from MIMIC II dataset. 

 

Project (subject_id) 

[E1] 

Filter (gender='F') 

[E2] 

Project (subject_id, gender,dob) 

[E3] 

Project (subject_id, gender,dob,expire_flag) [E4] 

TableScan (patients) 

[E0] 

 

Apply PushFilterThroughProjectRule to [E2, E3]: 

 

Project (subject_id) 

[E1] 

Project (subject_id, gender,dob) 

[E5] 

Filter (gender='F') 
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[E6] 

Project (subject_id, gender,dob,expire_flag)[E4] 

TableScan (patients) 

[E0] 

 

When E5 is registered it triggers 

CombineProjectsRule[E1,E5] resulting in 

 

Project (subject_id) 

[E7] 

Filter (gender='F') 

[E6] 

Project (subject_id, gender,dob,expire_flag) [E4] 

TableScan (patients) 

[E0] 

 
Figure 2 shows the overall architecture of the SQL 

query framework with cost based query optimizer 

which parses the incoming query in to relational 

expression and substitutes them with optimized copy 

when applicable and executes the query against the 

optimized copy stored in columnar database. If 

optimized copy is not found the query is executed 

against the native databases. 

 

V. EVALUATION 

 

Below experimentation setup was made to benchmark 

the query optimizer to find the optimized copy 

(materialized view) of the data and substitute it in the 

query plan during optimization and later execute it 

against  the optimized copy(materialized view) found 

in the designated external database by rewriting the 

query. Generally the optimized copy would be stored 

in columnar database for faster reads of analytical 

queries.The tables and data used for the query 

evaluation was obtained from healthcare MIMIC II 

dataset [6].Data was stored in Postgres [7], Splice 

Machine [8]and optimized copy(materialized view) 

was stored in Vertica database [9]. 

 

Performance number were obtained based on the 

following setup 

a.) Tables have rows ranging from  ~50,000 to 

~4,000,000 

b.) Postgres, Splice Machine and Vertica database 

were running on single node instance with 2X 

Intel Quad Core Xeon 3.33GHz, 24GB RAM and 

2TB HDD. 

c.) Data been stored in respective database formats 

and HDFS [10]. 

d.) Optimized copy(materialized view) data was 

precomputed from tables from Postgres and 

Splice Machine and stored in Vertica database. 

e.) SQL query optimizer was implemented to 

include the metadata on all the registered 

databases and cost based dynamic algorithm was 

used to substitute optimized copy (materialized 

views) in the query plan when found. 

f.) The SQL query would be executed against the 

native database when optimized copy isnot 

found. 

 

As shown in the below graph the analytical queries 

listed in the appendix were executed. The two bar 

graphs show the query been executed when optimized 

copy been substituted in the query and when executed 

against the native without substitution. We can 

observe that the response time was improved 

considerably. 

 

VI. CONCLUSION 
 

This research helps in obtaining lower query 

responses for analytical queries by modifying and 

improving the cost based query optimizer by 

substituting optimized copy of data in the query plan. 

In future we are planning to execute this query 

optimizer for cloud databases. 

 

APPENDIX 

 
Query to getpatient number 

q1.)SELECT COUNT(*) FROM patients; 

 

Query to get gender of the patients 

q2.)SELECT DISTINCT(gender) FROM patients; 

 

Query to get number of male and female patients 

q3.)SELECT gender, COUNT(*) FROM patients 

GROUP BY gender; 

 

Query to get mortality and admissions 
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q4.)SELECT expire_flag, COUNT(*) 

FROM patients GROUP BY expire_flag; 

 

Query to get patient age and mortality 

q5.)SELECT p.subject_id, p.dob, a.hadm_id, 

a.admittime, p.expire_flag FROM admissions a 

INNER JOIN patients p ON p.subject_id = 

a.subject_id; 
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