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Abstract - This paper presents a comparative study on prediction models for flight delays in airports. Flight delay prediction 
is important to alleviate the cost occurred due to the same. The flight dataset has been collected from Kaggle for the O’Hare 
International Airport at Chicago for the year 2015.The prediction models explored in this paper include variations of 
gradient boosting machines, an important ensemble method for prediction analysis. The different boosters included are Tree, 
Linear and Dart. Each model is trained using the Caret Package in R to obtain results. Important parameters and the effect of 
tuning these parameters on the model prediction result are also discussed. xgbTree shows the best prediction results. 
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I. INTRODUCTION 
 
Airport delay prediction is relevant to airlines, 
passengers and airports as the prediction can impact 
all players of commercial aviation. The Federal 
Aviation Administration defines a delayed flight as 
one which has an actual arrival/departure time 15 
minutes later than its scheduled time. Here, the main 
problem statement is to compare prediction models 
for flight delays in airports by measuring three 
parameters: congestion, weather conditions and late 
arrival of flights, and to ultimately determine which 
model performs best. Flight delays have a large scale 
impact on all airports especially in terms of cost and 
inconveniences. This cost can be in terms of 
passenger expenditure, operational costs like crew 
and aircraft retention, customer loss due to reduction 
in customer loyalty based on unreliable flights, et 
cetera. Environmental impacts of flight delays 
include an increase in fuel consumption. This survey 
compares various gradient boosting models. Gradient 
boosting[5] is a very powerful method for building 
predictive models. The idea behind boosting is to 
convert a weak learner into a strong learner. Boosting 
trains weak learners sequentially and improves model 
prediction by correcting the predecessor. It is an 
ensemble method used for reducing bias. XGBoost[3] 
provides a framework for gradient boosting. 
XGBoost makes use boosters like Dart, Linear and 
Tree to perform the prediction. The Caret package[6] 
offered by R permits the usage of XGBoost by 
providing boosting methods like xgbDART, 
xgbLinear and xgbTree, and allowing the user to tune 
parameter grids and determine the effect it has on the 
performance of the prediction model. 
 
II. LITERATURE SURVEY 
 
To thoroughly understand the importance of flight 
delays in airports and the various prediction 

modelling techniques that can be used, four papers 
have been studied to analyse and compare results. 
“Prescriptive analytics in airline operations: 
Arrival time prediction and cost index optimization 
for short haul flights”, written by Anna Achenbach 
and Stefan Spinler explain the importance of 
minimizing cost while ensuring on time arrival of 
flights. They introduce a concept of Cost Index[1], 
which is a trade-off between flight time and fuel. The 
methodology described in this literature introduces a 
step by step process of linear regression, gradient 
boosting machine, gradient boosting machine with 
weather conditions and finally, gradient boosting 
machine with traffic. The study also proves that a 
reduction in Cost Index does not harm the flight 
schedule for short haul flights. 
“A Tree based ensemble method for the Prediction 
and Uncertainty Quantification of Aircraft 
Landing Times”, written by Yan Glina, Richard 
Jordan and Mariya Ishutkina discusses a Quantile 
Regression Forest[2] approach to estimate landing 
time of flights. The proposed methodology uses the 
strategy of CART to partition the sample of data 
using binary rules into parent and child nodes. 
However, this study does not include weather 
conditions. 
“Xgboost: A scalable tree boosting system”, written 
by Tianqi Chen, Carlos Guestrin belonging to the 
University of Washington provide an in-depth study 
on the open-source software that provides a 
framework for gradient boosting. Xgboost[3] presents 
a novel tree learning algorithm for sparse data. It 
enforces a parallel and distributed computing while 
exploiting out-of-core computation. Although 
gradient boosting is prone to overfitting, Xgboost 
helps prevent overfitting by tuning parameters like 
learning rate, number of rounds, depth of tree, et 
cetera. 
“ranger: A fast implementation of Random Forests 
for High Dimensional Data in C++ and R”, written by 
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Marvin N. Wright, Andreas Ziegler is a comparative 
study on ranger[4], randomForest, bigrf, 
RandomJungle, and Rborist in terms of memory 
consumption and computation time while varying 
parameters like sample size, number of trees, number 
of features tried for splitting (mtry), number of 
features, et cetera. The result of this study is that the 
ranger implementation scaled best for the number of 
feature, samples, trees and mtry value. There is no 
faster random forest implementation that is known for 
high dimensional data with many features. Some 
disadvantages of this implementation are that it is 
outperformed by Rborist for continuous features in 
runtime and it is outperformed by Rborist and 
RandomJungle in memory usage during consumption. 
 
III. ANALYSIS OF DATASETS USED 
 
An important parameter considered for flight delays 
includes weather, which describes the weather at the 
airport during the flight take-off/landing. Weather is 
measured using temperature, relative pressure, 
humidity, horizontal visibility of clouds, et cetera. 
The dataset regarding the airport includes scheduled 
departure and arrival, actual departure and arrival, 
flight number, destination and origin airport, total 
distance travelled, taxi in and out time, wheels on and 
off time, et cetera. 
However, to perform the prediction of flight delays 
we must introduce more parameters that can affect 
the delay. The pie chart below describes the 
contribution of each kind of delay that may cause late 
departure or arrival of an aircraft. 

 
Figure 1: Contribution of various delay types to departure and 

arrival delay of flights 
 
As we can see, security delay is minimal and late 
aircraft delay is maximal. This means that aircrafts 
arriving late create a domino effect of delays in the 
schedule. For this reason, the “previous arrival time” 
of an aircraft is of importance and has been calculated 
and added to the data set. From this, we can get the 
difference between the scheduled departure or actual 
departure time and the previous arrival time of all the 
aircrafts. If the difference is high, the aircraft’s next 
flight is more likely to be delayed. 

 
Figure 2: Linear relationship of “Scheduled departure – 

Previous Arrival Time (min)” VS “Average Departure Delay 
(min)” 

 
The inclusion of this difference as a parameter in the 
training dataset is required to ameliorate the error in 
prediction. 
 
IV. COMPARATIVE STUDY OF PREDICTION 
MODELS 
 
The models compared in this study include 
xgbDART, xgbLinear, xgbTree and gbm, all of which 
are offered by the Caret package in R. Each model 
has a unique parameter grid that can be tuned to 
obtain the required result. 
The first comparative study is performed by varying 
the parameters within the same model and 
determining which set of parameter grid values 
performs best. 
xgbLinear has two important parameters that are 
useful in preventing under-fitting or over-fitting of 
the model, lambda and alpha. Alpha is L1 
regularization and lambda is L2 regularization. Large 
values of lambda or alpha will under-fit the model. 
Additionally, alpha can be used for feature selection 
as it shrinks the less important features’ coefficient to 
zero. The optimal values of lamba and alpha are 1 
and 800 respectively. 

 

 
Figure 3: Variation of MAE with lambda and alpha for 

xgbLinear 
 
To study the relation between number of iteration 
rounds in training the model, parameters nrounds and 
learning rate are varied for xgbLinear. As we can 
see, the learning rate has no effect on the number of 
rounds of iteration to improve the accuracy of 
prediction. 
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Figure 4: Variation of MAE with nrounds and eta for 

xgbLinear 
 
For xgbTree, the relationship between learning rate 
eta and number of iterations nrounds is different than 
that of xgbLinear. As eta decreases, nrounds must 
increase for the MAE to reduce and hence they must 
be inversely proportionate for optimal model training. 
 

 
Figure 5: Variation of MAE with nrounds and eta for xgbTree 

 
xgbDART includes parameters like min_child_weight 
and col_sample_bytree.min_child_weight is used to 
control over-fitting and describes the minimum sum 
of all observations required in a child. Values that are 
too high may result in under-fitting. 
col_sample_bytree denotes the fraction of columns 
that are to sampled randomly for each tree. After 
varying these parameters, we find the optimal values 
of min_child_weight and col_sample_bytree are both 
1, with a learning rate of 0.2. From the values of 
MAE, it is evident that neither of the parameters have 
a significant effect on increasing or decreasing the 
error of the prediction. 
 
min_child_weight colsample_bytree MAE 

0.5 0.7 12.74131 
1 0.7 12.73811 

1.5 0.7 12.74356 
0.5 1 12.72176 
1 1 12.73642 

1.5 1 12.76157 
Table1: Variation of MAE with min_child_weight, eta and 
col_sample_bytreewith eta=-.3, nrounds=300 for xgbDART 

 
The gbm model includes interaction_depth as a 
parameter which describes the number of splits that 
are to be performed on a tree, starting from a single 
node. When growing decision trees during the gbm 
algorithm, it is important to know when to stop. 

n.minobsinnode = 1 corresponds to stopping until 
there is only 1 observation in each terminal node. 
Shrinkage is the learning rate of the model and is 
useful by reducing the size of incremental steps. The 
results show that as ntrees and 
interaction.depthincrease together, the error is 
reduced. 
 

interaction.depth n.trees MAE 
1 100 15.04259 
2 100 13.84237 
1 200 14.30501 
2 200 13.4574 
1 300 14.00511 
2 300 13.34473 
1 400 13.87337 
2 400 13.28527 

Table2: Variation of MAE with interaction.depth and n.trees 
with shrinkage=0.1for gbm 

 
V. RESULTS AND CONCLUSION 
 
The second comparative study determines which 
model among these four has performed the best in 
terms of predicting departure delay. 
The best prediction is by xgbTree with a MAE of 
12.46295 minutes with eta=0.1 and nrounds=500. 
Following this is xgbLinear with a MAE of 12.47422 
with nrounds=200, lambda=1, alpha=2000 and 
eta=0.1. The xgbDART and gbm models have errors 
higher than 12.5 and 13 minutes respectively and are 
not optimal. 
From this study, xgbTree has proved to have the best 
results in predicting the departure delay.  It also 
becomes evident that the same parameters like 
nrounds and eta have different relationships in 
different models. Comparative studies such as these 
are important to understand how each parameter 
effects the prediction differently among different 
parameters. 
From all the parameters compared, the learning rate 
and number of rounds of iteration during the training 
have a profound effect on the mean absolute error. To 
prevent over-fitting and under-fitting, lambda and 
alpha must be tuned carefully. 
 
LIMITATIONS AND FUTURE 
ENHANCEMENTS 
 
This study is limited in predicting only the departure 
delay of flights and not the arrival delay. As arrival 
delays also cause severe inconvenience to all 
passengers, airlines and airport crew and staff 
members, it is important to predict arrival delay to 
mitigate the harmful effects. 
 
This study is also limited to just one airport, namely, 
the O’Hare International Airport in Chicago. A good 
future enhancement would be to include data from 
multiple airports and widen the scope of this study. 
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To reduce the mean absolute error to below 10 
minutes, more parameters outside of the flight and 
weather conditions can be considered. This study 
primarily focuses on delays arising from late aircraft 
delays. As airline delays and air system delays are 
also heavy contributors to overall delays in airports, 
they can also be considered in the study to reduce the 
error in prediction. 
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