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Abstract— Many networking devices manufactured today are equipped with multiple communication interfaces. However, 

the legacy versions of the TCP protocol governing the majority of data exchange between applications are not designed with 
redundancy in mind. Thus, the applications do not take advantage of multi-interface environments. Recently, a new, 
multipath, version of TCP – MPTCP – has been designed. MPTCP uses previously developed TCP algorithms to control the 
particular paths of data transfer. Even if there are multiple versions of TCP installed, due to operating system restrictions, 
only one is selected to control the data streams. Such an approach may lead to non-optimal transfer properties. In this work, 
the impact of different TCP congestion control algorithms operating in sub paths on the efficiency of MPTCP stream is 
examined. The asymmetric, heterogeneous public networks have been used to evaluate the modified MPTCP stack 
properties. Using the measurements performed for various network loads, recommendations about efficient TCP congestion 

control algorithm selection have been formulated.  
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I. INTRODUCTION 

 

95% of the data exchanged in the today Internet is 

transmitted using the TCP protocol [1]. However, this 

popular protocol still evolves to meet the expectations 

of modern software systems. One of the most serious 

and fundamental disadvantages of TCP design is the 

premise of using a single pair of interfaces to 

maintain the transmission. The routers, switches, 

firewalls, telecommunication devices and underlying 
protocols have been constructed to avoid a single 

point of failure. If a link or an appliance fails, then 

the traffic is shifted to other paths without bothering 

the communicating peers. Unfortunately, this rule 

does not concern the end-user computers or 

smartphones. Even if the end-point terminals employ 

TCP and they are equipped with a few network 

interfaces, only one of them can be actively used for 

data exchange. If the working interface fails (e.g., the 

corresponding device shifts outside a current WiFi 

coverage area), then the ongoing connection is 

interrupted and it needs to be restored on another 
interface. It takes time, and requires data 

retransmission. What is worse, if the data traversing 

the active path encounter the congestion, the stream 

cannot be moved to another path even it promises 

significantly better throughput.  

The discussed deficiency has been relaxed, recently. 

The multipath version of the TCP protocol (MPTCP) 

has been developed [2]. Most likely, it will be the 

leading protocol in the future networking since it 

allows for seamless redundancy, load balancing, and 

it is transparent for lower (e.g., routers, firewalls) and 
upper (applications) network layers. The application 

of MPTCP does not increase noticeably the number 

of CPU cycles needed to transfer the data. The only 

disadvantage of this new protocol, at the current stage 

of development, are bigger requirements for buffer 

space than in the case of legacy variants of TCP and 

unnecessary consumption of resources when very 

short streams are transmitted.  

The reference implementation of MPTCP [3] covers 

the general aspects of the protocol behavior, only. 

The authors continuously improve the protocol 

stability and efficiency, yet leaving space for further 

system improvements. The embedded possibility of 

simultaneous transfer over multiple paths has opened 

new scientific research areas. They are concentrated 
around the optimization of transfer speed, more 

conservative memory usage, better energy efficiency, 

etc. In the research report presented here, the impact 

of the congestion control (CC) protocols operating at 

the individual paths on the overall transmission 

properties is examined. These properties are 

evaluated experimentally using the public Internet, 

not in a closed-environment simulation. The analysis 

of the measurement results is used as a basis for 

formulating guidelines for proper CC selection in 

various networking conditions. In order to extend the 

outcome generalization, the remaining system 
modules, e.g., the scheduler, or buffer management 

unit, are left intact.  

 

II. PROBLEM STATEMENT 

 

The general architecture of the MPTCP protocol is 

depicted in Fig 1. When an application invokes the 

connect or accept method, and both peers are MPTCP 

capable, the hosts try to establish additional 

connections. The module path manager governs the 

details of this process. The default version of path 
manager (in fullmesh mode) attempts to use all the n 

× m potential paths, where n and m are the number of 

logical addresses at the source and destination hosts, 

respectively, between the involved hosts. After at 

least one path is established (the number of paths may 
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change during the transmission), the application can 

proceed with data transfer. This process is managed 
using two kinds of controllers. One of them governs a 

single path. It is called here Single-Path TCP 

(SPTCP). On the top of a set of the independent 

SPTCP controllers operates a master one. Between 

those two traffic controllers, there is placed the 

scheduler module [4–7], which decides about 

splitting the application stream over the created 

subpaths. The SPTCP controllers manage the 

transmission paths exactly in the same way as the 

legacy TCP. In the reference solution [3], the master 

controller either replicates the SPTCP goals, or 

focuses on the fairness issues (i.e., it prevents the 
MPTCP streams from monopolizing the links), but in 

general this part of the system may be optimized to 

satisfy other goals like energy conservation [6–7] or 

minimization of delays [8–9], and others [10–11]. 

Although all these aforementioned modules are 

designed separately, they closely cooperate and  
 

 
Fig. 1. General MPTCP architecture. 

 

influence each other. Hence, it is not obvious if all the 

combinations of MPTCP components are equally 

good. The popular smartphones, laptops, tablets, 

many IoT devices are equipped with two or more 

different interfaces, e.g., Ethernet, WiFi, or LTE. 

Even the high-end servers have a few interfaces 

installed, e.g., to connect to various Internet Service 

Providers. The alternative technologies, or paths of 

transmission, may require adequate tuning of the 

MPTCP components to reflect significantly different 

path features like throughput, error rate, congestion, 
wireless network coverage, etc. Especially, it is 

possible that some TCP versions can behave better 

than others when the corresponding data traverse 

different networks. This aspect of the MPTCP 
protocol design has not been considered so far. Thus, 

in this paper, it is assumed that every MPTCP 

subpath requires an alternative CC algorithm due to 

the variable properties of corresponding links. Next, 

the impact of SPTCP assignments on the MPTCP 

stream throughput is assessed. The other MPTCP 

components (Fig. 1) are left to their defaults to avoid 

misinterpretation of the gathered data. In the 

reference implementation [3], the Linux kernel limits 

the usage of CC algorithm to one per socket. This 

setting is internally propagated to the all the subflows 

belonging to a given MPTCP connection. To 
overcome this limitation, the kernel has been 

modified in the way discussed in Section III. 

 

III. CONGESTION CONTROL ALGORITHMS 

 

Contrary to the popular belief, there is no single TCP 

algorithm. During the decades of its evolution, many 

versions of the TCP protocol have been designed. 

The main differences between them concern the way 

the congestion is detected and reacted to. Some 

versions examine the information about losses, others 
use time indications to infer the current networking 

conditions. They also differ in the responsiveness 

intensity to the congestion (or incipient congestion). 

There is no ‗best‘ version of TCP. Therefore, they are 

selected to most closely reflect the particular 

demands in a given environment and for a given type 

of traffic [12]. During the development of the Linux 

kernel, the default CC algorithm has been changed 

many times. Similar evolution has been experienced 

in commercial systems [12]. Currently, the kernel of 

Linux operating system encompasses 17 versions of 

the TCP protocol, including those designed for the 
single-path transmission (in alphabetic order: BBR, 

BIC, CDG, CUBIC, DCTCP, HS-TCP, H_TCP, 

Hybla, Illinois, LP, NV, Reno, Scalable, Vegas, 

Veno, Westwood+, YeAH) and 4 destined 

exclusively for MPTCP [13], i.e., BaLIA, LIA, 

OLIA, wVegas.  

MPTCP inherits the all advantages of SPTCP 

protocol, like reliability, or in-order delivery. 

However, for MPTCP, the problem of CC selection is 

more complex. While the congestion may be 

experienced on one path, the traffic can be seamlessly 
shifted to the others and the application stream does 

not throttle. On the other hand, such behavior favors 

the MPTCP streams over legacy SPTCP ones at the 

bottleneck link.  

As a result, the Coupled Congestion Control (CCC) 

algorithms have been implemented to meet the goals 

of congestion control in the multipath environment: 

a) Improve Throughput, b) Do no harm and c) 

Balance Congestion [14]. These algorithms [13] 

(LIA, OLIA, BaLIA, wVegas) are destined to be 

executed at the master level. At this level, there are 

no segment drops (except of disasters, since 
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retransmissions are handled at the SPTCP level) so 

CCCs can be considered as specialized versions of 
other algorithms. The MPTCP actively uses the 

underlying SPTCP streams. One may mistakenly 

perceive the SPTCP streams as unrelated, i.e., the 

phenomena observed at one path do not impact the 

data traversed through any other. Such reasoning is 

invalid due to the not obvious internal feedbacks at 

the buffering, scheduler, and master control layer 

(Fig. 1). 

 
Fig. 2. The test setup. The lines represent data flow. 

 

The modified components are marked in grey. The 

master TCP controller and the primary SPTCP one 

are the same, whereas the secondary controller may 

be of a different type. 

In the original MPTCP protocol stack [3] both the 

master TCP controller and all the SPTCP ones 

operate in a common framework. In the research 

work presented here, the Linux kernel has been 

modified in such a way that the master controller and 
the SPTCP one selected for the primary path (the path 

used to initiate the connection) are identical, but for 

secondary paths the CC can be assigned differently. 

All the 21×21 combinations of controllers have been 

examined. The scheduler, path manager and buffer 

management unit (Fig. 1) are left intact as compared 

to the reference implementation. It allows one to 

avoid the measurement bias hindering outcome 

interpretation.  

 

IV. EVALUATION 
 

In order to verify the MPTCP protocol behavior the 

test setup illustrated in Fig. 2 has been assembled. 

The client machine is equipped with two interfaces: 

Fiber Optics (FO) and a cellular one. Both channels 

are served by the largest Internet Service Providers in 

Poland (Orange and Plus). The fast FO interface has 

bandwidth around 100 Mbps at the first mile and 

Smoothed Round Trip Time (SRTT) in the range 30–

300 ms. The cellular interface can be software 

selected to LTE with throughput in the range 1.70–
14.8 Mbps at the first mile, and GPRS typical for 

rural areas with throughput below 400 kbps. The 

SRTT observed during the tests fluctuates in the 

range 60–420 ms (LTE) and 100–560 ms (GPRS). 

The server machine is reachable through ADSL2+ 

with bandwidth 6 MBps. This last mile link is 

common for both paths. It is most likely the 

bottleneck for the MPTCP stream. Both the client and 
the server are launched on dedicated, high-end PCs 

with Linux kernel 4.9 installed. Hence, the server 

activities do not limit the stream performance.  

The measurements have been performed three times 

each day: 

 

 3 a.m. – 5 a.m. during low network load (wee 

hours),  

 12 a.m. – 2 p.m. during average network load,  

 7 p.m. – 9 p.m. during heavy network load (rush 

hours).  
 

The data acquisition for each of these measurement 

series has been conducted in the LTE or GPRS 

networks in the secondary path, separately. Such 

approach allows for making the measurements more 

independent with respect to temporary conditions in 

the cellular path. In all the scenarios, 

the algorithm acting on the primary interface is 

combined with every other algorithm on the 

secondary interface. Hence, the tests cover 21×21 = 

441 pairs. Taking into account the two versions of the 

cellular interface there have been 882 pairs 
investigated. In order to verify the connection 

capabilities, the combination of iperf3 and ss tools 

has been applied. The single test lasts 10 s. The 

sockets statistics are collected every 0.2 s. Data are 

logged and analyzed off-line. To avoid artifacts, the 

measurements have been repeated in subsequent 

days.  

 

V. RESULT ANALYSIS 

 

The results of conducted experiments are presented in 
Figs 3–8. The X_Y convention is used to illustrate the 

subject of measurements, where X describes the CC 

algorithm installed on both the master controller and 

primary path, and Y – the CC algorithm governing 

the secondary 

 
Table I. Best Algorithm Combinations Selected From All Test 

Series. 
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path (Fig. 2). Two most important quantities are 

displayed simultaneously: the amount of data 
exchanged during the test and the number of lost 

segments on each path, separately. Since the tests 

were conducted in similar conditions, the sum of 

bytes exchanged on both subchannels should be close 

to each other. It turns out that this premise is invalid 

and the discrepancy is significant. 

In Figs 3–8, the bars illustrate the amount of data 

exchanged via primary (light) and secondary interface 

(dark). The diamonds and circles correspond to the 

number of retransmissions on the primary and 

secondary SPTCP path, respectively. The left-side bar 

in the group depicts the situation when LTE is 
enabled on the secondary interface, whereas the right-

side bar – GPRS technology.  

Pairs CDG_OLIA and OLIA_CDG always crash the 

Linux kernel. Certain pairs of the algorithms 

cooperate unsatisfactorily, especially the CCC 

algorithms combined with LP (Low Priority) one 

executed on either primary or secondary subpath. 

They perform even worse than the LP algorithm set 

on both interfaces. The LP algorithm forms an 

excellent reference point since it has been designed to 

transfer low important traffic on the best-effort basis 
[15]. On the other hand, some of the algorithm pairs 

with the LP algorithm included have been observed to 

combine particularly well. In general terms, the 

presented measurements show that the use of the 

MPTCP protocol with incorrectly selected SPTCP 

algorithms has negative impact on the overall 

transmission and should be avoided.  

The top results for GPRS selected for the secondary 

path are obtained by setting CCC TCP versions on 

this interface. Contrary, the leading CC algorithms 

for LTE in a sibling situation are regular SPTCP 

variants. During the evaluation, the FO interface has 
been better handled by DCTCP, Highspeed, Illinois, 

YeAH and Westwood+ algorithms. The suitable 

selection of CC algorithms for the cellular network 

interface depends on the path parameters. 

The volume of transferred data depends substantially 

on the running algorithms, variant of cellular network 

(GPRS or LTE), network traffic, etc. However, there 

are pairs of algorithms which deliver high amount of 

data despite of the aforementioned factors. They have 

been chosen from best results from each series of 

tests with the retransmission ratio below 2%. Table 1 
presents the most reliable pairs observed in all the 

measurements in a descending order.  

 

The measurements reflect the throughput and drop 

ratio, only. The transmission, however, may be 

influenced by other, non-technical, factors as well. 

Therefore, three pairs are selected from Table 1, for 

further tests with additional restrictions: 

 

 The fraction of data sent by mobile packet network 

should not be greater than 10% because of higher 
fees to be paid for data transfer. The pairs not 

matching well are: Reno_Scalable, Reno_Veno, 

DCTCP_wVegas.  

 The fraction of data sent by mobile packet network 

should be similar regardless of the test time and 

related congestion both for LTE and GPRS. The 

pairs not matching well are: Westwood+_CDG, 

DCTCP_LP, DCTCP_CDG, DCTCP_wVegas.  

 The pairs with the LP algorithm set on at least one 

subpath are excluded because of insignificant 

amount of data sent by this algorithm by 

assumption. For example, after losing the subpath 

with a high-speed CC algorithm operating on it, the 

data would be transferred through a subpath with 

low throughput.  
 

Considering the constraints listed above, the 

following pairs are recommended for use when a 

high-speed link is combined with a mobile packet 

network:  

 

1. DCTCP_LIA,  

2. Westwood+_wVegas,  

3. DCTCP_Vegas.  

 

Some of the problems of cooperation of the SPTCP 
algorithms have their origin in the phenomenon 

commonly known as the Head-of-Line blocking [14], 

i.e., coupling of substreams via MPTCP buffer. They 

can be solved by augmenting the main buffer 

capacity. However, not all the observations can be 

explained in this way.  

It deserves attention that application of the BIC 

algorithm often results in high retransmission ratio, 

therefore, its application in the MPTCP stack is 

questionable. Sometimes, the application of the same 

CC algorithm involving GPRS network results in 
noticeable better results than the same algorithms 

operating over the much promising – LTE ones. This 

phenomenon cannot be easily explained, although the 

results are repeatable.  

Surprisingly, neither BBR nor CUBIC (the most 

popular Linux CC algorithm) serve the substreams 

directed through both interfaces in the most efficient 

way. Similarly, while not at the highest position in 

the ranking, in each measurement, the Westwood+ 

algorithm appears at the top of the list of most 

effective combinations. The use of this protocol also 

benefits from a small number of drops.  
Based on the obtained measurements, one may 

recommend the classical, drop-based CC algorithms 

on the fast wire path, but less aggressive, delay-based 

CC versions on the LTE paths. 

 

CONCLUSION 

 

MPTCP promises increased reliability and stability of 

connection by providing the opportunity of scattering 

the original data flow over a number of subflows in a 

dynamic way. Both robustness and connection 
throughput can be enhanced. These advantages, 
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however, are not always observable. The 

measurements performed in the open, public network 
show that the favorable properties depend on the 

selection of CC algorithms governing the flow of data 

on particular paths. Certain combinations of SPTCP 

congestion control algorithms provide excellent 

performance with efficient use of bandwidth. Others 

negatively influence each other. An inopportune 

selection results in tiny amount of successfully 

transferred data, large number of retransmissions, and 

ineffective use of bandwidth. None of the pairs with 

the same CC algorithm set on all subpaths (the 

default setting) gives as good results as the pairs with 

different algorithms set on each interface in the 
considered typical networking environment where the 

path properties are significantly different. Based on 

the measurements, the most promising and resistant 

to perturbations pairs of CC algorithms have been 

indicated.  

The results of conducted experiments convince that it 

is desirable to develop master congestion control 

algorithms, which would not only handle the fairness 

issues, but also address the path diversity problems. 
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