
International Journal of Advanced Computational Engineering and Networking, ISSN(p): 2320-2106, ISSN(e): 2321-2063 
Volume-6, Issue-10, Oct.-2018, http://iraj.in 

An FPGA based Hardware Accelerator with Binary Weights for Deep Neural Networks 
 

32 

AN FPGA BASED HARDWARE ACCELERATOR WITH BINARY 
WEIGHTS FOR DEEP NEURAL NETWORKS 

 
1SREEHARI R., 2DEEPU VIJAYASENAN, 3ARULALAN RAJAN 

 
1,2,3Dept. of Electronics & Communication Engg., National Institute of Technology Karnataka, Surathkal 

E-mail: 1sreehari234@gmail.com, 2deepu.senan@gmail.com, 3perarulalan@gmail.com 
 
 
Abstract - The paper describes the implementation of systolic array based hardware accelerator for multilayer perceptrons 
(MLP) on FPGA. Full precision hardware implementation of neural network increases resource utilization. Therefore, it is 
difficult to fit large neural networks on FPGA. Moreover, these implementations have high power consumption. 
Neural networks are implemented with numerous Multiply and Accumulate (MAC) units. The multipliers in these MAC 
units are expensive in terms of power. Algorithms have been proposed which quantize the weights and eliminate the need of 
multipliers in a neural network without compromising much on classification accuracy. The algorithms replace MAC units 
with simple accumulators. Quantized weights minimize the weight storage requirements. 
A systolic array based architecture of neural network has been implemented on FPGA. The architecture has been modified 
according to Binary Connect algorithm which quantizes the weights into two levels. All the implementations have been 
verified with MNIST dataset. Classification accuracy of hardware implementations has been found comparable with its 
software counterparts. 
The designed hardware accelerator has achieved reduction in resource utilization by 12.6 times compared to the basic 
hardware implementation of neural network with high precision weights, inputs and normal MAC units. The power 
consumption also has got reduced by half and the delay of critical path decreased by 2.4 times. Thus, larger neural networks 
can be implemented on FPGA that can run at high frequencies with less power. 
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I. INTRODUCTION 
 
Deep neural networks have been achieving state-of-
the-art performance in various tasks such as image 
recognition, object recognition, speech recognition, 
etc. Researchers have been designing new deep 
learning algorithms to fully exploit deep neural 
networks. They have been limited by the 
computational capability of general purpose systems. 
The demand for faster computation has led to the 
design of specialized hardware implementations of 
neural networks. 
 
Researchers have come up with several FPGA 
implemen-tations which provides high computational 
performance. But, numerous MAC units in neural 
network and weight storage requirements impose a 
limit on the size of the neural network that can be 
implemented on FPGA. Computationally intensive 
deep neural networks have high power requirements. 
This makes them less feasible for power constrained 
applications. To make them more viable for 
commercial applications, de-signers had developed 
algorithms which eliminate multipliers from neural 
networks without affecting classification accu-racy. 
Removing multipliers which are the most power 
hungry components in neural networks improves 
power efficiency of hardware implementations. The 
algorithms use quantized weights which reduces 
weight storage requirements. Hardware 
implementation of neural network based on systolic 
array has been implemented on FPGA. Another 
variant of the architecture based on Binary connect 

[1] algorithm has also been tested on FPGA. Binary 
connect algorithm constraints weights to +1 and -1. 
 
The paper is organised as follows: Section II 
discusses related literature in this field, Section III 
gives a detailed de-scription about the architecture of 
the hardware accelerator and algorithm used to 
simplify the arithmetic, Section IV explains how the 
algorithm has been integrated into the architecture, 
Section V analyses the results and Section VI 
contains the conclusions. 
 
II. RELATED WORK 
 
Recent developments in VLSI technology have made 
re-searchers look for both FPGA based and ASIC 
implementa-tions of hardware accelerators for neural 
networks. Out of the published literature on FPGA 
implementations, a popular architecture is the one 
that began as CNP [2] . It was then improved and 
renamed as NeuFlow [3]. Later on, with further 
improvements it was introduced as nn-X [4]. The 
architecture of CNP mainly contains a 32-bit soft 
processor and a vector arithmetic and logic unit 
(VALU). The VALU contains all the necessary 
operations for ConvNet layers. All the operations 
have been hardwired. The sequencing of operations 
has been done by the soft processor. It has been 
implemented on Spartan 3A DSP 3400 FPGA. 18-bit 
fixed point arithmetic has been used for 
multiplications. It has achieved a throughput of 12 
GOp=s at 15 W . NeuFlow is a scaled up version of 
CNP. It consists of multiple CNP processing tiles. 
Each processing tile has been congurable. The data 
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flow between the processing tiles has been routable at 
runtime. It has featured Virtex 6 VLX240T FPGA. 
16-bit fixed point arithmetic has been used. It has 
given a throughput of 147 GOp=s at 11 W . NeuFlow 
has been ported to Zynq XC7Z045 to make use of the 
hardwired ARM processors and renamed as nn-X. 
The ARM processor acts as the host pro-cessor. Input 
data and conguration data have been transferred to the 
coprocessor, nn-X by the ARM processor. The co-
processor has been implemented in the programmable 
logic. It contains several processing blocks known as 
collections. Each collection comprises of a 
convolution engine, a pooling module, a non-linear 
operator and a local memory router. It has achieved a 
throughput of 200 GOp=s at 4 W (FPGA, host and 
memory). Power efficiency of FPGA 
implementations has been low. 
Recently developed ASIC hardware accelerator is 
Origami [5] which does not use very large on-chip 
memories, thereby reducing the memory bandwidth. 
Image window SRAM al-ways keeps a fixed portion 
of image in it. Image values are cached in such a way 
that they can be reused when moving to the next tile. 
Therefore, only one pixel value per clock cycle has to 
be loaded off-chip. It has obtained a through-put of 
197 GOp=s and power efficiency of 803 GOp=s=W . 
YodaNN [6] is an efficiency improved version of 
Origami. It has employed BinaryConnect approach 
which constrains real valued weights to +1 and -1. It 
has achieved a throughput of 1510 GOp=s and power 
efficiency of 61:2 T Op=s=W . 
 
III. SYSTEM MODEL 
 
A pipelined hardware accelerator for deep neural 
networks is designed. Various approaches available 
to simplify the arithmetic involved are examined. 
 
A. Architecture 
The design is targeted for particular class of neural 
network called multilayer perceptron (MLP). 
Alternating orthogonal systolic array architecture 
[7][8] is adopted for implementing MLPs. 
 
1) Alternating Orthogonal Systolic Array:  

 
Fig. 1. Alternating Orthogonal Systolic Array Implementation 

of Neural Network 
Alternating orthogonal systolic array is a pipeline 
plus systolic architecture. Two mapping schemes of 
systolic array are used in this architecture. In the first 
one, inputs are fed serially and outputs are produced 
parallely. In the other scheme, inputs are taken 

parallely and outputs are produced serially. These 
schemes are applied to alternate layers of the neural 
network. This allows the smooth interfacing of 
outputs of one layer with inputs of adjacent layer. 
This also has enabled pipelining. Fig. 1 shows the 
alternating orthogonal systolic array implemen-tation 
of a neural network. A hidden neuron is implemented 
by the portion inside the dotted rectangle. A neural 
network implementation has as many such sections as 
the number of hidden neurons. The first MAC unit of 
the section is called as serial-in parallel-out (SIPO) 
unit and the second as parallel-in serial-out (PISO) 
unit. The weights of all the incoming connections to 
the hidden node are stored in SIPO unit. Weights of 
all outgoing connections from the hidden node are 
stacked in PISO unit. Activation function is 
implemented in the block between MAC units. The 
input vector is passed to the first systolic array 
serially. Accumulated value at each hidden node is 
calculated by the first MAC unit of each section. The 
accumulated values are fed to the second systolic 
array through activation function blocks. As soon as 
the computation of a SIPO unit is completed, the 
corresponding PISO unit is started. This has enabled 
the computation of second layer before the 
completion of first layer. The sum of number of input 
nodes and hidden nodes gives the number of clock 
cycles taken by the last input to reach the SIPO unit 
of the last section. By the time, computations of PISO 
unit of the preceding section is started. The 
accumulated values at the output nodes are streamed 
out serially by the PISO unit of the last section. It is 
passed through an activation function block to get the 
final results. Any N-layer neural network can be 
implemented by cascading several such set of arrays. 
 
2) Basic Module of the Architecture: The basic 
building block of the architecture is formed by a 
combination of serial-in parallel-out (SIPO) unit and 
parallel-in serial-out (PISO) unit. Fig. 2 shows the 
architecture of basic module. 
 

 
Fig. 2.  Block Diagram of Basic Module 

 
Weights of all the connections from layer l-1 to a 
node in layer l are stored in the SIPO unit 
representing the same node. The weights of all the 
connections from the same node to layer l+1 are 
contained in the PISO unit of the corresponding basic 
module. Accumulated value of the weighted inputs at 
the corresponding node is calculated by the SIPO 
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unit. The accumulated result is fed to PISO unit 
through an activation function. The activation 
function used is Rectied Linear Unit (ReLU). It is 
implemented using a multiplexer. The MSB of SIPO 
output is used as the select line of the multiplexer. 
The value itself is passed if the SIPO output is 
positive otherwise a zero. Various weighted values of 
its input are generated by PISO unit. Each weighted 
value contributes to the accumulated result of the 
corresponding nodes at layer l+1. Weighted values 
generated by a PISO are added with corresponding 
weighted values from the preceding PISO unit. 
 

 
Fig. 3.  Architecture of SIPO unit 

 
The architecture of SIPO unit is shown in Fig. 3. 
Weights are stored in shift register. Incoming inputs 
are multiplied with its corresponding weights. Upon 
accumulating weighted inputs, the result is added 
with the bias value stored separately. The architecture 
of PISO unit is shown in Fig. 4. Shift register is 
loaded with weights of PISO unit. The weighted 
inputs from the preceding PISO unit are added with 
corresponding weighted values of its input. The new 
results are passed to the next PISO unit. Weights of 
both SIPO unit and PISO unit are fed through Data-In 
port. Address decoder selects either of the units for 
weight loading, depending on the address it receives. 
Data inputs are passed to next SIPO unit through 
Data-Out port. Second multiplexer chooses between 
weights and input to the PISO unit. PISO unit begins 
its computation when it receives the start signal from 
SIPO unit. SIPO unit sends the start signal to PISO 
unit upon the completion of its accumulation. Any 
MLP can be implemented by replicating this basic 
block. 
 

 
Fig. 4.  Architecture of PISO unit 

 
3) Neural Network Implementation: An MLP 
shown in Fig. 1 is the basic section of the 
architecture. It is implemented by cascading several 

basic modules. An example is shown in Fig. 5. The 
number of basic modules required is equal to the 
number of neurons in layer l. Data-Out and Acc-out 
ports of every module are connected to the Data-In 
and Acc-In ports of next module respectively. Acc-In 
of first module is tied to ground. Weights and inputs 
are fed to the network through Data-In port of first 
module. Address decoder enables modules for 
loading weights into it depending on the address 
received. Every SIPO unit starts its operation upon 
the ready signal from the previous SIPO unit. A SIPO 
unit sends the ready signal to next SIPO unit when it 
starts passing inputs to it. The first SIPO unit gets its 
ready signal from outside the network i.e user. 
Outputs are available serially at the Acc-Out port of 
the last module. The bias module contains the bias 
values of layer l+1. Outputs from last module are 
added with corresponding bias values. The results are 
then passed through ReLU activation function 
implemented using a multiplexer. 
 

 
Fig. 5.  Neural network implementation by cascading basic 

modules 
 
Neural network with any number of layers can be 
imple-mented by cascading several basic sections. 
Out port of each section is connected to In port of 
next section. PISO unit of last module of every 
section generates the ready signal for the next section. 
 
4) System Integration: The block diagram of the 
whole system is shown in Fig. 6. Weights memory 
holds the entire weights of the neural network. Upon 
a load signal from user, the control unit transfers all 
the weights to appropriate loca-tions in the hardware 
implementation of neural network using address 
generator. Then the system waits for the start signal 
to begin the computations. The inputs are fed serially 
to the neural network from inputs memory. The 
weights and inputs are transferred through the same 
bus using a multiplexer. Final results are loaded into 
outputs memory. The control unit ensures proper 
dataflow between various modules. 

 
Fig. 6.  Block Diagram of the System 
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B. Algorithm Optimization 
MAC is the critical operation in neural network 
computa-tions. The method to remove multipliers 
from the hardware implementation of neural network 
is discussed below. 
 
1) BinaryConnect: Quantizing the weights to +1 and 
-1 will replace multiply accumulate operations by 
simple accumulations. 
 
Deterministic Binarization 
The weights can be binarized using the sign function. 
 

 
 
where w is the binarized weight and W is the real-
valued weight. 
 
Stochastic Binarization 
Another way is to binarize weights stochastically 
 

 
 
where w is the binarized weight and W is the real-
valued weight and 
 

 
 
Using binary weights, the multiplication between 
inputs and weights is reduced to sign change in 
inputs. Multiplier in the hardware is replaced by a 
multiplexer which selects between the input and its 
negated value based on the weight. For a weight 
value of +1, the input itself is selected otherwise its 
negated value. 
 
IV. EXPERIMENTS 
 
A neural network with 784 input neurons, 32 hidden 
neurons and 10 output neurons is taken as the test 
case. ReLU is used as the activation function for 
hidden neurons and softmax for output neurons. It is 
trained with MNIST dataset on Tensorflow 
framework using Keras neural network library. 
Trained weights are quantized according to the 
adopted al-gorithms. Kintex-7(xc7k480tffv1156-1) is 
the targeted FPGA. The functionality and 
performance of the design in FPGA is evaluated with 
the trained weights from the software. In software, 
classification accuracy is calculated for both real 
valued weights and quantized weights. The design is 
ported to Zynq(xc7z020clg484-1) SoC in zedboard to 
check classi-fication accuracy in hardware. The 

classification accuracy of both architectures is shown 
in Fig. 7. 

 
Fig. 7.  Classification Accuracy of Both Architectures 

 
Second architecture is designed based on Binary 
Connect algorithm. Neural network was trained in the 
software with weights constrained between +1 and -1. 
Deterministic bina-rization was used. Trained weights 
with values greater than or equal to zero were 
quantized to +1 and others to -1. 1 bit is used to 
represent binarized weights in hardware. Inputs and 
biases were 16 bits following the Q3.13 format. For 
MNIST dataset, classification accuracy of software 
for real valued weights was 93.01% and binarized 
weights was 74.68%. Classification accuracy of 
modified hardware for binarized weights was 
74.51%. 
 
V. RESULTS 

 

 
TABLE I: RESOURCES UTILIZATION OF BOTH 

ARCHITECTURES 

 
TABLE II: DELAY OF CRITICAL PATH OF BOTH 

ARCHITECTURES 

 
TABLE III: POWER CONSUMPTION OF BOTH 

ARCHITECTURES 
 

The basic architecture of neural network is 
implemented for high precision weights and inputs. 
The inputs and weights are of 16 bits. Q3.13 format is 
used, with 3 bits representing the integer and 13 bits 
the fractional part. Classification accuracy, for 
MNIST dataset, of 96.31% was obtained, which was 
almost equal to that of software 
implementation(96.56%). The difference in 
classification accuracy is due to the difference in 
representation of numbers. Software has followed 
floating point representation while hardware has used 
fixed point. 
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The performance metrics of various implementations 
are shown in Table I, Table II and Table III have been 
obtained for an implementation on kintex-
7(xc7k480tffv1156-1) FPGA. 
The resource utilization of both designs is shown in 
Table I. Multipliers in the basic design use DSP 
slices, at the rate of one per multiplier. Binary 
connect algorithm eliminates the need of multipliers. 
Therefore, the design requires no DSP slices. 
Quantizing the weights has reduced the overhead of 
weight storage. As weights are stored in shift 
registers, the utilization of flip flops has reduced. Flip 
flop utilization of binary connect architecture which 
uses 1 bit weights is reduced by 12.6 times compared 
to the high precision architecture. 32 bit adder of high 
precision architecture has reduced to 23 bit adder (16 
data bits + 7 guard bits) in Binary connect 
architecture. This has decreased the LUT utilization 
by 1.2 times. Before loading into the neural network, 
weights are received in block RAM. The size of 
BRAM has reduced according to the bit 
representation of weights for modified design. 
Critical path of the design comprises of multi-
plier(combinational) and adder. The delay of critical 
path of both architectures is shown in Table II. 
Multipliers are replaced by simple combinational 
logic in the architecture which has adopted Binary 
connect algorithm. Therefore, the critical path delay 
is reduced by 59% for second architecture. 
Table III gives the details of power consumption in 
both architectures. Power is calculated for a clock 
period of 10ns. Removal of multipliers and reduction 
in other resources have considerably reduced the 
power consumption in the Binary connect algorithm 
based architecture. Power requirement of the 
modified architecture is reduced to half compared to 
basic architecture. Static power has been constant 
across all architectures. It is related to the targeted 
FPGA. Dynamic power which depends on the design 
is found to be reduced by 2.4 times for the final 
architecture. 
 
CONCLUSION 
 
The hardware accelerator for deep neural networks is 
de-signed with quantized weights. Binary connect 

algorithm is employed in the accelerator. It has 
eliminated multipliers. 1 bit quantized weights have 
reduced the overhead of weight storage. Usage of 
Binary connect algorithm has simplified the adder. 
The accelerator has achieved a reduction of 92% in 
the flip flop usage and 16% in LUT usage compared 
to high precision implementation of neural network. 
Power consumption of the hardware accelerator has 
become one fifth of the hardware implementation of 
neural network with high precision weights. The 
delay of the critical path of the accelerator has 
reduced by 79%. 
 
REFERENCES 
 
[1] Courbariaux, Matthieu, YoshuaBengio, and Jean-Pierre 

David. ”Bina-ryconnect: Training deep neural networks with 
binary weights during propagations.” In Advances in neural 
information processing systems, pp. 3123-3131. 2015. 

[2] Farabet, Clment, Cyril Poulet, Jefferson Y. Han, and Yann 
LeCun. ”Cnp: An fpga-based processor for convolutional 
networks.” In Field Programmable Logic and Applications, 
2009. FPL 2009. International Conference on, pp. 32-37. 
IEEE, 2009. 

[3] Farabet, Clment, Berin Martini, Benoit Corda, Polina 
Akselrod, Euge-nio Culurciello, and Yann LeCun. ”Neuflow: 
A runtime reconfigurable dataflow processor for vision.” In 
Computer Vision and Pattern Recogni-tion Workshops 
(CVPRW), 2011 IEEE Computer Society Conference on, pp. 
109-116. IEEE, 2011. 

[4] Gokhale, Vinayak, Jonghoon Jin, Aysegul Dundar, Berin 
Martini, and Eugenio Culurciello. ”A 240 g-ops/s mobile 
coprocessor for deep neural networks.” In Proceedings of the 
IEEE Conference on Computer Vision and Pattern 
Recognition Workshops, pp. 682-687. 2014. 

[5] Cavigelli, Lukas, and Luca Benini. ”Origami: A 803-gop/s/w 
convolu-tional network accelerator.” IEEE Transactions on 
Circuits and Systems for Video Technology 27, no. 11 
(2017): 2461-2475. 

[6] Andri, Renzo, Lukas Cavigelli, Davide Rossi, and Luca 
Benini. ”Yo-daNN: An ultra-low power convolutional neural 
network accelerator based on binary weights.” In VLSI 
(ISVLSI), 2016 IEEE Computer Society Annual Symposium 
on, pp. 236-241. IEEE, 2016. 

[7] Murtagh, P., A. C. Tsoi, and N. Bergmann. ”Bit-serial 
systolic array im-plementation of a multilayer perceptron.” 
IEE Proceedings E (Computers and Digital Techniques) 140, 
no. 5 (1993): 277-288. 

[8] Gadea, Rafael, Joaqun Cerd, Franciso Ballester, and Antonio 
Mochol. ”Artificial neural network implementation on a 
single FPGA of a pipelined on-line backpropagation.” In 
Proceedings of the 13th inter-national symposium on System 
synthesis, pp. 225-230. IEEE Computer Society, 2000. 

 
 
 
 
 
 
 
 
 
 

 


