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Abstract- We are going to cover the theoretical underpinnings of the problem, and how/why having a truly, massive number 
of cores available to a programmer, coupled with the right programming model, solves the problem of parallel programing. 
Perhaps not in all cases, but we hope to show you that enough problems become tractable to this approach that we can 
arguably say that the problem is solved. And most importantly, we will give an example of parallelizing a “serial program” 
that has defied parallelization for over 30 years, to illustrate the point, using the deterministic Compute-Communicate 
Continuum (CCC) Programming Model. This would be the GZIP decompression algorithm - to our knowledge, this would 
be the first time anyone has managed to parallelize this algorithm. 
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I. INTRODUCTION 
 
Former fellow co-worker of one of the authors, Dr. 
Fred Furtekinventor of the FPGAs has a saying that 
summaries the maddening nature of the problem – 
 
“In every field of human endeavor, humans have 

no problem in dealing with concurrency, except in 
one field – Computer Science” 

 
In, perhaps, one of the most underappreciated 
papers of all of computer science, written by 
Professor Edward Lee from UC Berkeley titled 
“The Problem with Threads”1 in 2006, the 
realnature of the problem is laid out. (There really 
should be a Turing Award for him for this.) To my 
knowledge this is the first time the nature of 
problem with parallel programing was boiled down 
to simple mathematics. With my apologies in 
advance to Professor Lee, we will mangle his 
mathematics in order to illustrate. (We encourage 
you to read the paper, it is remarkably very 
readable) 
The insight Professor Lee had was that the parallel 
programming problem boils down to one key issue, 
that of complexity. This is the complexity that the 
current programming models leave “up” to the 
human in the middle of this equation. Let’s illustrate 
this point with a simple thought model. Imagine a 
sequential program consisting of 1000 lines of code, 
every line of this code is composed of deterministic 
operators (pick your favorite programming 
language), that when run in sequence, produces 
deterministic results every time. The key idea here is 
that of deterministic behavior. The program, once 
debugged, works, and it works every time. We can 
assign a “complexity measurement” to this code, for 
the purposes of this example we can say that the 
complexity of a sequential program is proportional to 
the lines of code. Call it 1000. 
Now let us break up this problem to run concurrently 
on 10 different processor cores, call it 100 lines of 

code per each core. Let us also assume, that this is 
not an “embarrassing parallel problem” but rather an 
average one, one that requires “inter-core” 
communication among its now 10 different 
components. Let us also assume that each 
component only requires 1 different interconnection 
communications mechanisms between each of the 10 
components. The exact exiting type of inter-core 
mechanism does not matter, it could be a message, a 
signal, a memory barrier, a semaphore, etc… - we 
actually counted all the different API’s that 
Windows has to perform inter-core communication, I 
stopped counting at 200. In reference to Professors 
Lee’s paper, what is important is that each of these 
mechanisms are inherently non-deterministic. What 
is the effect of using non-deterministic control 
mechanisms to manage 10 processor cores? The 
“complexity” of this parallel program now becomes 
exponential. It is, 100 x 1 x 100 x 1 x 100 x 1 x 100 
x 1 x 100 x 1 x 100 x 1 x 100 x 1 x 100 x 1 x 100 x 1 
x 100 x 1 or 100^10. Another way of putting this, is 
that I have 10 processor cores, each one can be in 1 
of 100 possible states (corresponding to a specific 
line of code), and for each one of these cores the 
interconnection mechanism can occur at “any” 
possible time. For the program, on any single core to 
be correct, the programmer must guarantee that the 
program behaves correctly if each of the 1 inter-core 
communication mechanism occurs in any of 1 of 100 
possible states. For this entire program to “be 
correct” that means the programmer must guarantee 
that all 100^10 possible states of this program are 
correct, using a human brain that can on average 
keep 5 +/- 2 set in mind at any one point in time. 
Ouch! 
 
So how do we solve this problem. We solve it by 
using “deterministic” inter-core communication 
mechanisms. Deterministic communications 
mechanisms among the different processor cores 
pushes the complexity back down to a tractable 
level. In terms of our thought experiment, rather than 
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having the inter-core communication mechanism’s 
occurring at any possible state of the individual cores 
program (100 possible states), it can only occur in 1 
state. The exponential explosion in complexity is 
eliminated, the problem comes back to a complexity 
measurement equivalent to that of the sequential 
code. 
 
The question to ask, is there a real-world example 
that illustrates this complexity effect from non-
deterministic mechanisms to deterministic 
mechanisms? Turns out there is – analog hardware 
design vs. digital hardware design. Turns out that 
designing analog circuitry is very, very complicated. 
Complicated to get right, even harder to debug, and 
the very best human designers are limited on the 
number of transistors they can use (measured in 
100’s to 1000’s). Analog designers are responsible 
for the behavior (“state” in terms of the many 
transistor parameter values) of every single transistor 
across all of the time domain (“more state”) and 
every single “interconnection” or input that can 
change at any time across transistors (“more state”). 
Sound familiar? A digital designer on the other hand 
only deals with transistors that can only have 2 
states, “1” and “0”, and only cares about the 
behavior of the transistors, defined by a “1” or “0” 
input at only one specific time, the rising edge of a 
clock. Rather than a maximum design size measured 
in 1000’s of transistors, digital design techniques 
have produced die’s with over 20 Billion transistors 
and counting2. 
 
II. A REAL-LIFE PROBLEM 
 
The design example we will use is the well-known 
compression algorithm known as GZIP. This clever 
piece of coding was created in the early 1990’s and 
has worked its way into almost every device we 
have. It is a core component of every operating 
system from Linux to Android to Windows to BSD 
to IOS, it is used in every datacenter, and it is woven 

into the very web itself, its file format has been 
codified into RFC 1951 (http://www.rfc-
editor.org/rfc/rfc1951.txt) and it still provides the 
benchmark that every compression/decompression 
algorithm measures itself against. 
(https://en.wikipedia.org/wiki/Gzip). 
 
The core decompression algorithm, “inflate” (minus 
the CRC component) has proven to beresistant to 
parallel processing since its inception4(see slide 56). 
Parallel versions of the compression algorithms exist, 
but the decompression algorithm still only runs on a 
single processor core per compressed input 
stream/file5 (for an example of decompressing 
multiple files in parallel,1 file per core). But speeding 
up that single decompression stream via parallel 
processing techniques have failed. This in the age of 
multiple processor cores in almost every device 
weown. It is the definition of a serial bottleneck. 
 
The source code6 has been optimized for 
performance and is somewhat hard to read so for the 
source code examples in this article below we are 
using the tiny inflate library by Joergen Ibsen7 with 
all the processing we are interested in residing in a 
single file “tinflate.c”. Compressed data is stored in 
different types of data blocks (uncompressed blocks, 
blocks compressed suing a fixed Huffman tree, or 
blocks compressed with dynamic Huffman trees) 
and the beginning of a new block is only defined 
after all the bits of the previous block have been 
processed. The heart of the algorithm is shown in 
figure 1, broken out into its 3 major phases. Bits are 
read in from the file/stream, one bit at a time, and 
decoded into symbols (based on the block type). The 
algorithm looks/scans for the EOB (end of block) 
(i.e. the beginning of a new block) otherwise it looks 
to see if it can copy a single byte (literal - 
Decompress) or a run length of bytes that had 
occurred earlier in time (Run Length – Merge). 
 

 

 
Figure 1 - tinf_inflate_block_data subroutine from tinflate Copyright (c) 2003 by Joergen Ibsen / Jibz source: 

https://bitbucket.org/jibsen/tinf(some comments removed for readability). The 3 major portions of processing in this code 
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arehighlighted., End of Block (EOB) called scan, the literal copying called Decompress, and the Run Length decompression called 
Merge. 

 
Let us run this to get a baseline performance 
metric. Figure 2 shows the “time” utility output 
from decompressing 60 Megabytes of a stock gzip 
compressed Linux distro. This is running on an 
intel i7 with 4-real cores + 4 hyperthreaded cores, 

but since decompression is serial it only operates 
on 1 processor core. The file was decompressed in 
0.9 seconds. 
 

 

 
Figure 2 - baseline decompression time. GZIP decompression algorithm is single threaded and runs on 1 processor core. 

 
We will be using the Compute-Communicate 
Continuum-CCC8 Programming Model that was 
introduced in an earlier article of this series, the 
programming model begins with a description of 
the topology where each module runs concurrently. 
Figure 3 is the block diagram of the topology used. 
As indicated in Figure 2 we will be using a simple 
pipeline to perform the EOB which in reality is 
actually finding the beginning of block (called 
Scan), followed by the literal copying of data 
(called Decompression) followed by the Run 

Length, Copying and finally the CRC calculation. 
All the interconnections are performed as CCC 
pipelines– they are responsible for performing the 
buffering, deterministic synchronization, and 
scheduling. CCC pipelines themselves are lock-
less, the only locks in the system are the ones used 
by the operating system scheduler. As seen in the 
topology this is implemented as a simple pipeline 
with each module running on a separate processing 
core. 
 

 

 
Figure 3 – CCC Pipeline Topology for the Concurrent gzip algorithm designed as a 4-stage pipeline with each stage running on a 

separate processor core. Scan only finds the next block. Decompress only copies the literals. Merge performs the run length copying 
only. Finally, the CRC block calculates the check code to verify the data has been decompressed correctly.. 

 
So how fast does this run? Figure 4 shows the “time” 
utility output from decompressing 60 Megabytes of a 
stock gzip compressed Linux distro using the 
standard algorithm and then using the CCC 
Concurrent GZIP algorithm. This is running on an 
intel i7 with 4-real cores + 4 hyperthreaded cores. 
The concurrent version of GZIP now runs in 0.342 
sec vs the original 0.902 sec. A speedup of over 2.6x 
 

So why does this work? A pipeline, which can be 
visualized as an assembly line, works by breaking 
up a more complicated task into simpler repetitive  
 
tasks. Once the pipeline is full, or the assembly line 
starts producing items, then the pipeline will 
increase the throughput of the production vs just 
performing the complicated task. The scan portion 
of the code is very simple, it benefits from the 
hardware prefetching available in modern processor 



International Journal of Advanced Computational Engineering and Networking, ISSN(p): 2320-2106, ISSN(e): 2321-2063 
Volume-6, Issue-7, Jul.-2018, http://iraj.in 

Taming The Parallel Programming on Multi-Core 
 

99 

and is simple enough to fit in the primary cache of a 
processor core.  
 
The second pipeline stage is also very simple code 
that fits in the primary cache, it performs a single 
memory copy but may “stall” waiting the delivery 
of data from the data caches – thus it requires 2 
decompress modules to keep up with the output of 
the scan module. The tricky synchronization issues 
involve the Merge module. It is here that the run-
length copying is performed, but, this cannot occur 
until the correct decompress module finishes its 

work – order must be preserved. Fortunately, a 
CCC Pipelines, modeled as a FIFO from the 2 
decompress modules, guarantees order. Again, the 
simple code of Merge fits within the primary cache 
of the processor core. Finally, the CRC module can 
also be pipelined and run in its own core. And 
finally, the simple deterministic mechanisms of 
using a CCC Programming Model to perform not 
only the data movement, but the lock-less buffering, 
synchronization and scheduling of modules across 
multiple cores with very low overhead. 

 
 

 
Figure 4 - Standard sequential gzip algorithm vs concurrent CCC gzip algorithm. A speed up of over 2.6x 

 
III. FURTHER WORK 
 
There is a large scope for further work in this area, 
with recent Compute-Communicate Continuum 
Technology automation of parallelizing sequentially 
written code on cores built on FPGAs is possible. 
Also, with CCC Technology several such 
geographically distributed FPGAs can form a fabric 
of multi-core and do distributed parallel 
programming. Programming on several such 
distributed cores across time zones can lead to 
relativistic computing models to perform beyond 
Turing’s barrier.  
 
CONCLUSION 
 
The initial work to take this “serial problem”, which 
had resisted all attempts at parallelization for decades 
since its inception, from 1x single core performance 
to 2.6x multi-core performance was 3 man-weeks of 
effort. Using the CCC Programming Model, a 

concurrent, deterministic, lock-less, integrated 
buffering, scheduling & synchronization mechanism 
was key to this. We have continued to improve the 
concurrency and performance of this algorithm over 
time – but that is a topic of another article. 
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