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Abstract - Big Data Analytics has immense potential to change the way Server Health Monitoring is being done. Use of Big 
data analytics can help Network Administrators to become more proactive and well informed. This paper proposes a design 
for Big Data Platform based Server Health Monitoring system MAKS (Monitoring and Alerting system using Kafka and 
Spark). Big Data can not only provide high server availability and hence low down time, it can also help in achieving more 
secured cyber space. Hadoop is deployed for numerous real world problem, but since Hadoop has its own technical 
limitations in handling real-time streaming data, a much faster application is required to deal with requirements of fast event 
driven based approach of companies. Hadoop fulfills the requirement to store data in HDFS and to execute analysis, whereas 
Kafka is the one that delivers high speed in terms of transportation and data distribution to several locations. Spark streaming 
integrated with Kafka provides a very efficient solution to this problem. The motive of this paper is to propose a design 
model, using Spark and Kafka for Serve health Monitoring. 
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I.  INTRODUCTION 
 
In the today’s world data is ever growing from 
various sources like social media platform, IoT, 
sensing devices etc.  There is a massive input of 
structured and unstructured data termed as Big Data. 
Big data platform has huge potential in effectively 
churning out most relevant information for different 
type of consumers of the data in different business 
deployment. Any business depends heavily on the 
stability of their IT network and infrastructure and it 
is a fact the cost of downtime is becoming an 
increasingly growing concern.  Not only does 
downtime can cause a major loss of business 
productivity but it also affects the quality of service 
that is provided to the customer which further can 
cause severe damage to your business 
reputation. Server Monitoring MAKS can help to 
alleviate such issues. 
The basic motive of server monitoring is to make sure 
that all the servers in your infrastructure are 
functioning as they should be in the deployment. In 
other words server monitoring is the process of 
reviewing and analyzing a server for availability, 
operations, performance, security and other 
operations related processes. Numerous server 
monitoring tools are used to check for issues caused 
by burdened or crashed servers, network connections 
and other devices. They safeguard the health and 
security of companies IT environment, allowing the 
software and hardware to function with a reduced risk 
of problems. These tools not only deliver customers 
with an improved user experience but they can also 
save enormous sums of money for production 
networks of all sizes. 
By getting constant updates on the status of the 
network infrastructure, System Administrator can 
stay ahead of network problems and avoid downtime. 
Monitoring applications available at present in open 
source don’t have a high scalability and reliability. 

Besides they have very low degree of customization 
are per organizational requirement. And the solutions 
which exist in commercial world come with a high 
price and user is not aware of the code in background 
to check for any vulnerabilities. MAKS is an attempt 
to make a monitoring system from the scratch with 
Spark and Kafka as the platform. Developing this 
system also provides a chance to understand and 
work on Big Data Ecosystem, this knowledge can be 
used later for developing solutions to other problems 
in the large corporate network deployments. 
 
II. CHALLENGES IN REAL TIME 
PROCESSING 
 
A typical server deployment in any industry will have 
deal with millions of alerts being generated per 
second that needs to log for effective monitoring. 
This type of problem belongs to the category of real 
time streaming. The generation and continuous 
utilization of real time streaming information makes 
new challenges for information frameworks. For 
continuous information deployment of MapReduce-
style Big Data are no sufficiently adequate. Hadoop 
gives numerous extraordinary instruments (for 
instance, the circulated HDFS record framework, or 
Hive, to question HDFS with SQL queries), but 
handling applications like streaming and processing 
the same is not efficient in Hadoop deployment. 
Taking care of huge volumes of real-time ongoing 
information streams produced by frameworks like 
IoT or large network deployments has created 
essential difficulties for big companies. Prior 
innovations and devices were not prepared to handle 
the issues raised because of the scale and speed of 
these frameworks. But as per the recent trends in 
Internet applications, activity data is now an integral 
part of production data and is required for various 
analytics as per user need. This necessitated the steep 
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ascend to real-time analytics rather than traditional 
big data analytics. 
 
III. INTRODUCTION TO TECHNOLOGY 
 
A.   SPARK 
Apache Spark was developed to be a lightning-fast 
cluster computing technology, primarily meant for 
Big Data applications for combining batch, 
streaming, and interactive analytics on user data.The 
key feature of Spark is its in-memory cluster 
computing that dramatically increases the processing 
speed of any computation based application. Spark 
provides a great management benefit in terms of 
reducing the number of separate tools required to 
achieve the purpose.Some of the noteworthy features 
of Spark are faster processing, dynamicity, real-time 
stream processing, in-memory computation in Spark, 
re-usability. The machine in which spark application 
runs is referred to as a Driver node. Driver’s main 
role is to execute various parallel operations on 
worker nodes or cluster. Spark uses idea of a 
Resilient Distributed Dataset (RDD). Each RDD 
represents a read-only collection of objects 
partitioned across a set of machines that can be 
rebuilt if a partition is lost. 
 
B.   SPARK STREAMING 
Spark Streaming was developed as an extension of 
the core Spark API. Spark’s single execution engine 
and integrated programming model for batch and 
streaming lead to some exceptional benefits over 
other traditional streaming systems. The main 
objective was to enable highly scalable, high-
throughput, fault-tolerant stream processing for live 
data streams. Data can be consumed from many 
sources like Kafka, Flume or TCP sockets, and can be 
processed using multifaceted algorithms expressed 
with high-level functions like map, reduce and join. 
Data can then be finally processed and pushed out to 
filesystems, databases, and live dashboards. Besides 
machine learning and graph processing algorithms on 
data streams can also be applied in Spark. 
 

 
Figure 1 

 
C.   APACHE KAFKA 
Apache Kafka is a quick, versatile, durable, fault-
tolerant pub-sub data streaming platform and thus is 
invested to address a large number of these business 
issues. It is a distributed streaming platform which is 
capable of handling trillions of events a day. Initially 
perceived as a messaging queue, Kafka is based on a 
concept of a distributed commit log. Kafka has 
quickly evolved from messaging queue to a 
developed streaming platform. 

Apache Kafka deployed in role of a streaming 
platform provides low-latency, high-throughput, 
fault-tolerant publish and subscribe design and is able 
to process streams of events. Kafka is able to provide 
reliable, sub-second responses to support both 
customer-side applications and connecting 
downstream systems with real-time data. Producer, 
Consumer, Topic and Broker are main parts of a 
Kafka deployment and they are explained in 
subsequent paragraphs. 
Topic is a stream of particular type of message. A 
producer is an entity that can publish messages to a 
topic. The messages that are published by the 
producers are then stored at a collection of servers 
called brokers. A consumer is the entity that will be 
using the data and it can subscribe to one or more 
topics from the brokers. They can consume the 
subscribed messages by fetching data from the 
brokers. Consumers need to first create one or more 
message streams for the topic, to subscribe to a topic. 
The messages are then published to that topic will be 
evenly distributed into these sub-streams. An iterator 
interface over each message stream maintains the 
continual stream of messages being produced. The 
consumer iterates over every message in the stream 
and then the processing of the payload of the message 
is done. 
The architecture of Kafka is such that it supports both 
the point-to point delivery model in which multiple 
consumers jointly consume a sole copy of all 
messages in a topic, as well as the publish/subscribe 
model in which multiple consumers each fetch its 
own individual copy of a topic. The overall 
architecture of Kafka is shown in Figure 2. Since 
Kafka is distributed in nature, a typical Kafka cluster 
consists of multiple brokers. 
 

 
Figure 2 

 
D.   ZOOKEEPER 
Zookeeper helps in distributed co-ordination service 
and this design of publisher, broker, and subscriber. It 
provides a centralized service for maintaining 
configuration, providing name and for distributed 
synchronization. This way it helps in maintaining a 
synchronization across the cluster. ZooKeeper data is 
kept in-memory, which means ZooKeeper can 
achieve high throughput and low latency numbers. 
ZooKeeper is replicated. Like the distributed 
processes it coordinates, ZooKeeper itself is intended 
to be replicated over a sets of hosts called an 
ensemble. 
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E.  CASSANDRA 
Apache Cassandra is a Java based database, which 
makes it an easy to integrate with other JVM based 
applications like Apache Spark and Kafka. Another 
important characteristics of Cassandra is data 
replication which makes it highly available and fault-
tolerant. Replication means that each data is stored at 
more than one location. This is because, even if a 
node fails, the user should be able to recover the data 
with simplicity from another location. 
 
F.  SPRING-BOOT 
Spring is a widespread Java-based framework for 
making web and enterprise applications. In contrast to 
many other frameworks, which concentrate on solely 
on one area, Spring framework offers extensive 
variety of features addressing the solutions to 
problems of present day business. Spring framework 
offers elasticity to configure beans in numerous ways 
such as XML, Annotations, and JavaConfig. The 
Spring team formed Spring Boot to address the 
complication of configuration earlier present in 
Spring. 
In the proposed application design of MAKS Spring 
Boot is used for developing the dashboard 
application. Spring Boot runs spring data support for 
Cassandra database there by making it easy to 
develop data access class and entity class. 
 
IV. MAKS APPLICATION DESIGN 
 
Server Health monitoring application MAKS is 
developed by integrating Spark Streaming and Kafka 
coordinated by Zookeeper. This application processes 
real time server statistics data are sent by various 
production serversin form of Server Health 
Monitoring (SHM) data and use that data to monitor 
their health and predict the overall health of the 
Network. 
 
MAKS is developed into three modules: SHM Data 
Producer, SHM Data Processor and SHM Dashboard. 
These modules are standalone applications written in 
Java and can be built and run independently. 
 
SHM Data Producer: Servers deployed on the 
production network act as data producer for the 
Kafka. They generate SHM data which is sent to the 
message broker. In MAKS, server health messages 
are generated by a java program running in 
background of all the servers which are to be 
monitored. MAKS is an agent based model, where 
this java program is capturing the server health data 
like CPU utilization, Memory Usage, Free disk space 
on various Linux servers deployed on the network 
and forwarding them in form of SHM data to the 
broker. This data can be a churned out by a single 
Producer program or it may be coded in different 
programs as per the need and complexity of the 
system design. 

 
Figure 3 

 
SHM Data Processor: In MAKS the role of data 
processor is taken by a Spark Streaming application 
which consumes SHM data streams and processes 
them for analysis. SHM data processor provides the 
following metrics: 
 Find all the servers which are deployed on the 

network and their ping response. This will also 
help the Network Administrator to find out if any 
server is out of network at a given time. This data 
is stored in a Cassandra database. 

 Find various health parameters of the server like 
CPU Usage, Memory Consumption, I/O, 
Network, Disk Usage, Processes etc. for last 10 
secs and store them in the Cassandra database. 

 Generate an alarm message if any health 
parameters crosses a pre-defined value of the 
threshold, indicating a deterioration in server 
health. 

 Send an email to the System administrator 
alerting him about the Server Health. 

 
SHM Dashboard: A dashboard is important as it gets 
automated data feeds and provides a complete, easy 
to comprehend picture of the whole deployment. In 
MAKS dash board is designed on Spring 
Boot application. Cassandra is chosen as a database. 
Here springboot application fetches data from the 
Cassandra database and sends it to the web page. 
Server Health is displayed in form of graphical charts 
and tables. The architecture diagram for SHM Data 
monitoring Application is illustrated in Figure 3 
below. 
Dashboard deployment can also be achieved by using 
other freeware tools like JFREECHARTS. Database 
maintained at Cassandra can be further utilized for 
finding out hidden information from the data using 
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data analytics. Design of a good dashboard requires 
detailed input from user so that an efficient display 
can be provided. 
 
CONCLUSION 
 
MAKS can be used for maintaining high server 
availability via real time monitoring. The proposed 
design is capable of handling real time streaming 
server health data by using fast platforms like Kafka 
and Spark. Spark’s single execution engine and 
unified programming model for batch and streaming 
lead to some unique benefits over other traditional 
streaming systems. Kafka being a novel framework 
for preparing of substantial pieces of information is 
ideal for a fetch based utilization model where Kafka 
enables a purchaser to consume messages at its own 
speed. MAKScan achieve good results by providing 
effective and efficient monitoring. Further the data 
stored in Cassandra database can be stored for 

predictive data analysis using R language or similar 
platforms. 
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