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Abstract—   Gossip protocol is one of the most scalable and reliable protocol for message dissemination in a large network 
where nodes joins and leaves the network frequently. A node propagated a message by choosing a random subset of other 
nodes. The random choice of gossip target provides resilience to random failure and enables decentralized operation. The 
probabilistic gossip schemes assume that each group member has full knowledge of the global membership and chooses gossip 
targets uniformly at random. This global membership knowledge imposes huge memory and synchronization overhead that 
affects the ability of the protocol, so membership protocol us introduced that maintained a partial view instead of global view. 
In this paper we have compared two membership protocols i.e. SCAMP and CYCLON. The performance metrics are Average 
path length and Average cluster coefficient 
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I. INTRODUCTION 
 
A gossip protocol is a style of computer to computer 
communication that was initially inspired from 
sociology - by the observation of how gossips spreads 
in a community - and biology - by the observation of 
how diseases spreads over a population . This class of 
protocol is also known as “epidemics protocol. In a 
Gossip based Protocols messages are propagated as 
follows; when a node wishes to send a broadcast 
message, it selects certain random subset of other 
nodes as its gossip targets and sends the message to 
them. Whenever a node receives a message for the first 
time, a node selects certain node at random and 
broadcasts the message (the nodes selected as a gossip 
target is called fanout). 
If a node receives the same message twice - which is 
possible, as each node selects its gossip targets in an 
independent way (without being aware of gossip 
targets selected by other nodes) - it simply discards the 
message.  Gossip-based protocols are highly scalable, 
reliable and highly resilient to node failure, these 
approaches have proven very scalable for message 
dissemination, but they rely on a non-scalable 
Membership protocol. They assume that a subset of 
nodes to which a node gossips the message is chosen 
uniformly at random from all the participating nodes, 
requiring that each node should know the every other 
node. This imposes high requirements on memory and 
synchronization, which adversely affects their 
scalability. So to overcome the problem membership 
protocols were introduced to maintain a Partial View 
of the membership instead of full view or global view 
of membership. 
 
II. GOSSIP PROTOCOL TYPES: 
 
It is useful to distinguish three prevailing styles of 
gossip protocol: 
Dissemination protocols (or rumor-mongering 
protocols). These use gossip to spread information; 

they basically work by flooding agents in the network, 
but in a manner that produces bounded worst-case 
loads: 
Event dissemination protocols use gossip to carry out 
multicasts. They report events, but the gossip occurs 
periodically and events don’t actually trigger the 
gossip. One concern here is the potentially high 
latency from when the event occurs until it is 
delivered. Background data dissemination protocols 
continuously gossip about information associated with 
the participating nodes. Typically, propagation latency 
isn’t a concern, perhaps because the information in 
question changes slowly or there is no significant 
penalty for acting upon slightly stale data. 
Anti-entropy protocols for repairing replicated data, 
which operate by comparing replicas and reconciling 
differences. 
Protocols that compute aggregates. These compute a 
network-wide aggregate by sampling information at 
the nodes in the network and combining the values to 
arrive at a system-wide value – the largest value for 
some measurement nodes are making, smallest, etc. 
The key requirement is that the aggregate must be 
computable by fixed-size pairwise information 
exchanges; these typically terminate after a number of 
rounds of information exchange logarithmic in the 
system size, by which time an all-to-all information 
flow pattern will have been established.  
 
III. MEMBERSHIP PROTOCOL 
 
 Most of the gossip protocol today relies on 
membership protocol that maintains Partial View 
instead of global view of the membership information. 
Types of protocols that have been proposed as 
membership protocol are as follows: 

A. SCAMP (scalable Membership protocol) by 
Ganesh et al (2001, 2003) . 
B.  CYCLONE: by Voulgaris et al, (2005). 
C. HyParView (Hybrid partial view) by Leito, J., 
Pereira, J., Rodrigues (2007) . 
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A. SCAMP (Scalable Membership Protocol): 
 It is a scalable peer to peer Membership protocol that 
operates in fully decentralized manner without 
maintaining the full membership information of the 
members. It maintains two separate views PartialView 
and InView. The PartialView of nodes is maintained 
for sending gossip message and In-View of nodes is 
maintained for keeping track of nodes from which it 
receives the gossip message.  The partial view of the 
members does not have a fixed size; it increases as the 
number of node increases in the system. The basic 
membership management protocols are as follows. 
Subscription: 
The subscription algorithm is as follows: 
Contact: A new node joins the network by sending a 
subscription request to a member that is randomly 
chosen. The random member is called the Contact. In 
the diagram below node A sends a subscription request 
to node C, node C is the contact. 

 
Fig 1: New node joins 

 
New Subscription: when a node receives the new 
subscription request (S.Req) for the first time, it 
forwards the new node-id to the randomly chosen 
neighbors form its own local view. It also creates a C 
additional copies of the subscription (C is the system 
parameter) and forwards them to randomly chosen 
nodes from its local view. In this figure node C 
receives the Subscription request and it forwards the 
new subscription request to node B, D, F, E assuming 
that this nodes are in C local view. 

 
Fig 2: New Subscription 

  
Forwarded Subscription:  When a node receive the 
forwarded subscription (F.S) it either keeps it or 
forwards it to the neighbors randomly chosen from its 
local view. The forward subscription is not destroyed 
until someone in overlay keeps it. 

 
Fig 3: Forwarded Subscription 

 
Keeping a subscription: If a node decides to keep the 
subscription then the node enters the id of the 
subscriber in its PartialView and sends the message to 
the subscriber to keep the nodes id in its InView. For 
example in the diagram below the node E decides to 
keeps the subscription of node A, so it enters the id of  
node A in its PartialView and sends a message to A 
telling it to keep id of E in its InView. 

 
Fig 4: Keeping a subscription 

 
Algorithm for Subscription management and handling 
the forwarded subscription are discussed below and it 
has been taken for Ganesh Et al. 
Algorithm 1: Subscription management. 
{The subscription of s is forwarded to all the nodes of 
view} 
for all nodes n ∈ PartialViewcontact  do 
Send (n, s, forwardedSubscription); 
end for 
{c additional copies of the subscription s are 
forwarded to random nodes of view} 
for (j=0; j < c; j++) do 
Choose randomly n ∈ PartialViewcontact 
Send (n, s, forwardedSubscription); 
end for 
Algorithm 2: Handling a forwarded subscription 
{n receiving s adds it with the probability P= 1/(1+size 
of the PartialViewn)} 
with probability P= 1/(1+size of the PartialViewn) 
if s ∉ PartialViewn then 
PartialViewn = PartialViewn +{s}; 
else 
Choose randomly n ∈ PartialViewn 
Send (ni, s, forwarded Susbcription); 
end if  
This protocol only requires local information available 
at the nodes for treating the subscription request and 
has following properties: In a system if a new node 
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joins the overlay by sending a subscription request to a 
randomly chosen member from the existing member 
then the system configures the size of the PartialView 
to (C+1) log (n) on average. Here n is the number of 
nodes in the system and C is the system parameter. In a 
fault free system log (n) is the probability that every 
node in the system receives the notification. The 
second reason for setting the PartialView of size (C+1) 
log (n) for some c>0 is helps in choosing different 
subset of log(n) +k as a gossip target for disseminating 
different  messages. 
The probability of keeping the forwarded subscription 
P= 1/ (1+ (size of PartialViewn)) has mainly two 
reasons i.e. firstly to achieve a more balanced view 
size at different nodes and secondly the number of 
forwarding steps before the subscription is kept is 
roughly (C+1) log (n) on an average, assuming the 
Partial View size is of roughly (C+1) log (n). 
 
Unsubscription: 
When a node leaves the network or the overlay only 
the unsubscribing node and its direct neighbours are 
affected. Say an unsubscribing node n0 has ordered the 
ids in its Partial View as i(1), i(2);……i(m) and the ids 
in its In View as j(1), j(2);…..j(m|). The unsubscribing 
node n0 will then inform node j(1), j(2);…..j(m|-C-1)to 
replace its id with that of  i(1), i(2);…..i(m|-C-1), 
respectively. It will simply inform nodes as j (m|-C)…. 
j (m|) to remove it from their list, but without replacing 
it by any node id. 
  
Recovery from Isolation:  
A node becomes isolated from the network if all the 
nodes containing its id in their Partial View have 
failed. So in order to recover for isolation SCAMP 
uses a Heartbeat message, each node in the overlay 
sends the heartbeat message periodically to the nodes 
in it Partial View and the node that has not received the 
message for a long time knows that it is isolated and 
resubscribes through a random member in its Partial 
View. 
 
B. CYCLON (Voulgaris et al, 2005) 
CYCLON is a cyclic inexpensive membership 
protocol that guarantees the connectivity of the 
network even in a disaster situation without 
maintaining any global information or requiring any 
sort of administration. It is an enhanced version of 
shuffling. Each peer maintains a fixed size of 
neighbour list in its Partial View (the list contains the 
(ip: Port) of another peer) and peers repeatedly 
initiates a neighbour exchange operation, known as 
shuffle that is executed every ∆T time unit. 
In addition to the network address, cache entries 
contain an extra field called age, which denotes 
roughly the age of the entry expressed in ∆T intervals 
since the moment it was created by the node it points 
at. 
The Shuffle operation is initiated by a node selecting 
the neighbour whose information was injected first in 

its partial view and exchanges the information with 
that node. The receiving node replies by sending back 
a subset of nodes from its partial view and updates its 
own cache to accommodate all received entries. If the 
shuffle initiator does not get reply form the node 
within the predefined timeout, it simply assumes that 
neighbour to be disconnected and removes the node 
from its Partial View.  
Whenever a new node ‘A’ wants to join the over lay 
the node simply needs to know any single node that is 
already part of the overlay, called its introducer.  The 
join operation is based on fixed length random walks 
on the overlay. The join process ensures that, if there 
are no message losses or node failures, the in-degree of 
all nodes will remain unchanged. Additionally, the 
partial view of the new node will exhibit the same 
properties of the partial views of all other nodes in the 
overlay. 
 
Basic Shuffle Process: 
 Each peer P repeatedly initiates a neighbor exchange 
operation, known as shuffle, by executing the 
following six steps as mentioned in (Voulgaris et al., 
2005),: 
1. Select a random subset of l neighbor’s (1 ≤ l≤ c) 
from P’s own cache, and a random peer, Q, within 
this subset, where _ is a system parameter, called 
shuffle length. 
2.  Replace Q’s address with P’s address. 
3. Send the updated subset to Q. 
4. Receive from Q a subset of no more than l of Q’s 
neighbors. 
5. Discard entries pointing to P, and entries that are 
already in P’s cache. 
6.  Update P’s cache to include all remaining 
entries, by firstly using empty cache slots (if any), 
and secondly replacing entries among the ones 
originally sent to Q. 
On reception of a shuffling request, peer Q randomly 
selects a subset of its own neighbors, of size no more 

than t, sends it to the initiating node, and executes 
steps 5 and 6 to update its own cache accordingly. 

 
Fig 5: Before Shuffling 

 
Fig 6: After Shuffling 



International Journal of Advanced Computational Engineering and Networking, ISSN: 2320-2106,  Volume-2, Issue-3, March-2014 

 A Comparative Study Of Gossip Membership Protocol 
 
4 

Enhanced Shuffling: 
The major difference between Basic Shuffling and 
Enhanced Shuffling is that in enhanced shuffling or 
CYCLON nodes does not choose random neighbours 
rather it chooses the node whose information was 
injected first to exchange the Shuffle Cache. In 
enhanced shuffling nodes initiate neighbour 
exchanges at a fixed period ∆T. In addition to the 
network address, cache entries contain an extra field 
called age, which denotes roughly the age of the entry 
expressed in ∆T intervals since the moment it was 
created by the node it points at. The enhanced 
shuffling operation is performed by letting the 
initiating peer P execute the following seven steps as 
mentioned in (Voulgaris et al., 2005) : 

1. Increase by one the age of all neighbours. 
2.  Select neighbour Q with the highest age among 
all neighbours, and l − 1 other random neighbours. 
3.  Replace Q’s entry with a new entry of age 0 and 
with P’s address. 
4. Send the updated subset to peer Q. 
5.  Receive from Q a subset of no more that i of its 
own entries. 
6. Discard entries pointing at P and entries already 
contained in P’s cache. 
7. Update P’s cache to include all remaining entries, 
by firstly using empty cache slots (if any), and 
secondly replacing entries among the ones sent to Q. 

 
Like in basic shuffling, the receiving node Q replies 
by sending back a random subset of at most l of its 
neighbours, and update its own cache to accommodate 
all received entries. It does not increase, though, any 
entry’s age until its own turn comes to initiate a 
shuffle. After node P has initiated a shuffling 
operation with its neighbour Q, P becomes Q’s 
neighbour, while Q is no longer a neighbour of P. That 
is, the neighbour relation between P and Q reverses 
direction. 
 
C. HyParView (Hybrid partial view) 
HyParView (Hybrid Partial View) maintains two 
views at each node active view of size fanout (gossip 
target) +1 and a passive view of size lager than log (n) 
(where n is the total number of nodes). Active view is 
used for message dissemination and is maintained by a 
reactive strategy.  Nodes can be added to the active 
view when they join the system. Also, nodes are 
removed from the active view when they are suspected 
as failed, by leveraging on TCP as an unreliable failure 
detector. Passive view is used for maintaining a 
repository of nodes that are used for replacing the 
failure nodes in the active view and is maintained by a 
Cyclic Strategy. Each node performs a shuffle 
operation with its peer periodically by exchanging the 
identifiers of the node form its passive view along with 
its identifier and some nodes collected from its active 
view to its peer. 
Links in the overlay are symmetric i.e. if a node q is in 
the active view of node p then node p is also in the 

active view of node q. each node uses reliable 
transport protocol to broadcast message in the overlay 
and entire broadcast overlay is implicitly tested at 
every broadcast. Whenever a node wants to join the 
overlay it has to know a node of the overlay and when 
a node wants to leave the overlay, it can simply be 
treated as if the node has simply failed. 
 
IV. METHODS OF GOSSIP PROTOCOL: 
 
Push Method: 
In this method a node receiving a message actively 
passes it on to a few random other nodes, which 
recursively do the same until some termination 
condition is met. The termination condition ensures 
that the recursion does not go on forever. 
 
Pull Method: 
In a pull method, each node periodically probes 
random peers in the network in hope to reach an 
already informed peer, and retrieves new messages 
when available. Typically, during a pull round, 
random pairs of peers exchange information about the 
messages they have recently received and request 
missing messages from each other. 
 
Eager push Method: 
Nodes send messages to random selected peers as soon 
as they receive them for the first time. 
 
Lazy push Method: 
When a node receives a message for the first time, it 
gossips only the message identifier (i.e. for instance, 
the hash of the message) and not the full payload. If 
peers receive an identifier of a message they have not 
received, they make an explicit pull request. 
 
Hybrid method: 
Gossip is executed in two distinct phases. A first phase 
uses push gossip to disseminate a message in a 
best-effort manner. A second phase of pull gossip is 
used in order to recover from omissions produced in 
the first phase. 
 
V. COMPARISON OF SCAMP BETWEEN 

CYCLON: 
 
 The simulation results that has been explained or 
described in this section were conducted using the 
PeerSim Simulator. Both the protocol has been 
simulated using cycle based simulation. The overlays 
produced by membership protocols, should have some 
relevant properties such as low clustering coefficient, 
small average shortest path, and balanced in-degree 
distribution, to contribute for fast message 
dissemination and a high level of fault tolerance in 
gossip-based broadcast protocols.  The metrics that 
has been used to compare this protocol are Average 
path length and Average cluster coefficient 
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Average path length: 
The shortest path length between nodes P and Q is the 
minimum number of edges needed to traverse to reach 
Q from P. The average path length is the average of the 
shortest path lengths between any two nodes. The 
average path length is a metric of the number of hops 
(and hence, communication costs and time) to reach 
nodes from a given source. A small average path 
length is therefore essential for broadcasting or, 
generally, information dissemination applications. 

 

 
Fig 7: Table for average path length 

 

 
Fig 8: Average Path Length 

 
This results has been obtained by conducting a series 
of simulation involving network size of up to 5000 
nodes and the results show that the average path length 
of Cyclon is high because the view size of the cyclone 
is restricted to some numbers of nodes and this fixed 
view size limits the number of distinct paths that exist 
across all nodes, as the number of nodes increases the 
average path length of cyclone also increases. 
Similarly SCAMP has low average path length 
because the view size of this membership protocol is 
not fixed and it depends on the size of the system i.e. 
the view size increases as the number of nodes 
increases in the system. As the number of nodes in the 
view size is not fixed, it can have number of distinct 
path across all nodes and the shortest path can be 
choose for message dissemination. 
 
Average clustering coefficient: 
The clustering coefficient of a node is defined as the 
ratio of the existing links among the node’s neighbours 
over the total number of possible links among them. It 
basically shows to what percentage the neighbours of a 
node are also neighbours among themselves. The 
average clustering coefficient is the clustering 
coefficient averaged across all nodes in the network. It 
is generally undesirable for an overlay to have a high 
average clustering coefficient for two reasons. First, it 
weakens the connectivity of a cluster to the rest of the 
network, therefore, increasing the chances of 
partitioning. Second, it is not optimal for information 

dissemination applications due to the high number of 
redundant message deliveries within highly clustered 
node communities. This result has also been obtained 
by conducting a series of simulation involving 
network size up to 5000 nodes and the cache size of 20 
is fixed for CYCLON. The results shows that the 
CYCLON has a high average clustering coefficient 
then SCAMP.  

 
Fig 9: Table Average Cluster Coefficient. 

 

 
Fig 10: Average Cluster Coefficient. 

 
CONCLUSION 
 
In this paper we have compared two gossip 
membership protocols i.e. SCAMP (Scalable 
Membership Protocol) and CYCLON (which is an 
enhanced version of basic shuffling). The simulation 
of both the protocol is being carried out in Peer to Peer 
Simulator (PerSim); both the protocol has been 
simulated as cycle based simulation.  
The result that has been provided in the previous 
section shows that as per Average Path length SCAMP 
is better than CYCLON because its partial view is not 
fixed and can have a distinct path for the entire node in 
the system, and as per Average Cluster coefficient also 
SCAMP is better than CYCLON. So, as per the above 
results the performance of SCAMP is better than 
CYCLON. 
In continued purist of this paper the membership 
protocol can be compared with other membership 
protocol like Hyperview and Plumtree to produce 
more significant results and provide the reader with 
better simulation results and understanding the 
behaviour of membership protocols 
  
REFERENCES 
 
[1]   Ayalvadi J. Ganesh, Anne-Marie Kermarrec and Laurent 

Massoulie, “SCAMP: Peer-to-peer lightweight membership 
service for large-scale group communication”, Microsoft 
Research Ltd., 7JJ Thomson Avenue Cambridge CB3 0FB, 
UK (2001) 

[2]   Ayalvadi J.Ganesh, Anne-Marie Kermarrec and Laurent 
Massoulie. “Peer-to-Peer Membership Management for 
Gossip-Based Protocols”, Microsoft Research Ltd., 7JJ 
Thomson Avenue Cambridge CB3 0FB, UK (2003) 



International Journal of Advanced Computational Engineering and Networking, ISSN: 2320-2106,  Volume-2, Issue-3, March-2014 

 A Comparative Study Of Gossip Membership Protocol 
 
6 

[3]   Spyros Voulgaris, Daniela Gavidia, and Maarten van Steen, 
“CYCLON: Inexpensive Membership Management for 
Unstructured P2P Overlays”, June 2005. 

[4]  Leito, J., Pereira, J., Rodrigues, “ HyParView: A membership 
protocol for reliable gossip-based broadcast”. (2007)  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

[5]   Jelasity, M., Montresor, A., Jesi, G.P., Voulgaris, S.: (The 
Peersim simulator) 

[6]  http://peersim.sf.net. 
[7]  http://en.wikipedia.org/wiki/Gossip_protocol. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 


