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Abstract: Daily data is generated at enormous speed. Single machine is insufficient to store and process it. Most of this data 
are unstructured. Most of the data (about 90%) was generated in last few years. Such data is characterized by high volume 
velocity and veracity. Such data is known as Big Data and is stored in clusters. Efficient framework is required for managing 
such big data. Framework which exists are Apache Hadoop, Apache Spark, Apache Flink, Microsoft REEF (Retainable 
Evaluator Execution Framework). Flink is a new framework which has build-in optimization techniques for serialization and 
de-serialization. Flink also has built-in program optimizer which selects proper runtime operations for each program. This 
paper does a comparative study of different frameworks. 
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I. INTRODUCTION 
 
Current era is witnessing the age of mobile and 
digital world. People use social networking sites like 
twitter and facebook almost every day. Even youtube 
is used extensively to upload the video files About 
300hrs of video is uploaded in youtube every minute 
[1]. 100 million users login everyday in twitter. This 
data generated can be visualized by the graph as 
shown in Fig. 1. 
 

 
Fig.1. Digital Universe Expansion 

 
By end of 2020 data would reach about 40ZB [2].  
This approximates to about 43Lac of 1TB hard Disk. 
Such data is called Big Data.  
Big Data is stored in cluster and multiple copies are 
generated for fault tolerance. Retrieval of data and its 
processing is done using framework for optimization. 
Processing is done on commodity hardware.  
Initially it started with google for managing its huge 
data known as datasets. This dataset is divided into 
chunks of 64MB each. Each chunk is triplicated to 
make it always available over network in case if one 
system goes down other can take over. As seen from 
Fig.2. chunk server has metadata information of 
various chunk servers. Chunk server    

 
Fig.2.Google File System (GFS) 

 
actually stores information. Clients can only contact 
GFS master to retrieve chunk data. 
According to Howard Gobioff et al. [3] master GFS 
knows the status of chunkserver status by monitoring 
with regular HeartBeat messages. Garbage collection 
program runs periodically to clean up any replicas not 
known to master GFS. The strategy applied for high 
availability of server is fast recovery and replication. 
GFS gives location independent namespace so data 
can be moved transparently for load balance. 
Hadoop emerged as an open source framework for 
managing Big Data in 2006 due to effort of Doug 
Cuttng. Hadoop relies on HDFS which is Hadoop 
distributed File System. Following services exist in 
HDFS which are: 
 A) NameNode 
B) Secondary NameNode, 
C) JobTracker 
D) DataNode  
E) TaskTracker.  
Storing of Big Data is done using HDFS. Default 
Dataset size in HDFS is 64MB.When the big data file 
is submitted to hadoop client, it splits it into datasets 
and each dataset is triplicated and stored in cluster in 
DataNode so that at any given time dataset is always 
available across cluster. Information on the location 
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and size is kept by the NameNode. This information 
is persisted using Secondary NameNode. Every 
DataNode sends heartbeat every 3 seconds to 
NameNode informing that it is working.  
MapReduce program is submitted to hadoop client, 
which passes it to JobTracker. JobTracker passes in 
parallel this program to TaskTracker service running 
at various datanodes. Now the result from each 
datanodes is shuffled and combined and stored in one 
of the datanode. This result obtained from this 
MapReduce program can be optimized for faster 
result. Various work has been done and further 
enhancement is suggested in this paper. 
 
II. RELATED WORK 
 
2.1. Hadoop Framework 
Yanfeng Zhang et al. [4] paper discusses PrIter 
concept which explains the prioritized execution of 
iterative computations. PrIter stores intermediate data 
in memory for fast convergence or stores 
intermediate data in files for scaling to larger data 
sets. PrIter was tested on a local cluster of machines 
as well as on Amazon EC2 Cloud. The results show 
that PrIter achieves up to 50 × speedup over Hadoop 
for iterative algorithms type problems.  
Yanfeng Zhang et al. [5] paper discusses iMapReduce 
is a distributive framework which significantly 
improves the performance of iterative computations 
by considering (1) reducing the creation new 
MapReduce jobs again and again, (2) shuffling of 
static data gets eliminated, and (3) asynchronous 
execution of map tasks is allowed, iMapReduce 
prototype shows that it can achieve up to 5 times 
speedup in implementing iterative algorithms. 
Xu, X et al. [6] pointed that if TaskTracker should be 
given task based on the computing ability, this will 
improve the speed of getting the output. 
 
2.2 Spark Framework 
Apache Spark is an open-source framework 
developed at AMPLab (University of California) for 
cluster computing in memory. Spark can read from 
different data source (relational, NoSQL, file 
systems, etc) and offers API for batch processing, 
SQL queries, machine learning, graph processing, 
real-time analysis etc. 
Spark introduced concept of RDD which means 
Resilent Distributed Dataset. It signifies that dataset 
can always be recreated from existing datasets and 
metadata in case dataset is lost. A revolutionary idea 
of computation in- memory where the result obtained 
is kept in memory and if further used for iteration and 
again the result is kept in memory. Since memory is 
faster than hard-disk, result improves by 100 times 
and if hard disk used for storing intermediate result 
still there is improvement in processing. 
Matei Zaharia et al. [7] pointed out that the resilient 
distributed dataset (RDD) represents a read-only 
collection of objects that can be partitioned across 

multiple set of machines in cluster and can be rebuilt 
even if a partition is lost. If a partition of an RDD is 
lost, the RDD has enough information and uses other 
RDDs to rebuild just that partition by using lineage 
information. Lineage is the sequence of 
transformations used to build the current RDD.  
Spark Ecosystem can be visualized by Fig. 3 
 

 
Fig.3. Spark Ecosystem 

 
MLlib is machine learning library which consists of 
learning algorithms which includes classification, 
regression, clustering etc. MLlib consists of 
components MLlib: Spark’s core, MLI Pipelines: 
APIs which simplies ML development, Tables, 
Matrices and MLOpt: This layer aims to automating 
the task of ML pipeline construction. This optimizer 
solves a search problem faster. 
GraphX is the Spark API for graph-parallel 
computation.  GraphX extends the Spark RDD with 
graph concept. Here properties are assigned to each 
vertex and edge. GraphX uses fundamental operators 
such as subgraph, joinVertices etc. GraphX has 
collection of graph algorithms which simplifes graph 
analytics. One can visualize  the same data as both 
graphs and collections, join and transform graphs 
with RDD efficiently. 
In spark streaming, the stream is divided into small 
batch, which is then passed to spark framework and it 
treats this batch as RDD and processes it in batch. So 
real time data can also be analyzed. 
Consider an example for counting the number of lines 
in a file called file1.txt. Commands used in spark are 
 
step1  
Go to the bin dir of spark installation 
$ /home/spark-1.2.1//bin 
 
step2 
$ run the spark-shell which takes to scala prompt 
./spark-shell 
 
step3 
Create RDD of file1 
$scala>val textfile1=sc.textFile("file1.txt") 
Counting the number of lines 
scala>lcnt=textfile1.flatMap(line=>line).count() 
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scala>println(lcnt) 
It takes 3.3377s 
 
Applying filter  
scala>textfile1.filter 
(line=>line.contains(“spark”)).count() 
res: Long =12 
 
Another example for working with data in RAM is 
using cache() method which is illustrated below 
 
step1  
Go to the bin dir of spark installation 
$ /home/spark-1.2.1//bin 
step2 
$ run the spark-shell which takes to scala prompt 
./spark-shell 
 
step3 
Create RDD of README.md 
scala>val  tf=sc.textFile(“README.md”) 
 
step4 
Use transformation on RDD and creat new RDD 
scala>val  
lwspark=tf.filter(line=>line.contains(“Spark”) 
 
step5 
Store this RDD in RAM for faster access 
scala>lwspark.cache() 
 
2.3. Flink Framework 
Flink framework has following new features added 
for big data processing 
a) Optimizer 
b) Out-of-core algorithm 
c) Serialization and deserialization on data stream 
d) Memory management  

 
When the client submits the job to JobTracker, 
Optimizer manipulates the join operation and selects 
the execution plan on dataset to retrieve the result.  
Deserializing data from and into memory have a cost 
overhead compared to holding all data elements on 
the JVM’s heap.  Flink can perform comparison 
directly on serialized data without deserializing it. 
This feature makes it faster. Flink uses utility classes 
TypeSerializer and TypeComparator for comparision 
over serialized data.  That way, working with 
serialization and serialized data has better 
performance. 
Flink allocates reasonable size in JVM heap for the 
framework. When the dataset size exceeds the 
memory, it spills this extra data to the hard disk and 
still the performance doesn’t degrade as shown in 
orange bar from Figure 7. Blue bars are in-memory, 
orange bars are out-of-core so in hard-disk. In spark 
or other framework the orange bar would have much 
more height indicating performance issue. Thus flink 
manages large dataset issue efficiently. 

 
Fig.3. RAM-Memory and Disk Memory performance using 

Flink 
 
2.4 REEF Framework 
Its full form is Retainable Evaluator 
Execution Framework. It simplifies the lower layers 
of big data systems on resource managers such as 
Apache YARN, Apache Mesos, and Google Omega.  
REEF provides a centralized control plane 
abstraction that can be used to build platform for 
supporting big data systems. It has a rich library. 
REEF provides resource allocation efficiently. It 
allows different types of analysis to be done on top of 
the same data in same cluster 
Raghu Ramakrishnan gave the idea of digital shoebox 
with an idea to capture any data, react to it 
instantaneously and store it. Also use any analysis 
tool.  
 
CONCLUSIONS 
 
Different frameworks have different features. Spark 
is efficient as it does all processing in RAM but when 
data size exceed then performance slows so for 
analyzing  data whose size exceeds RAM flink 
framework suits better as it supports out-of-core 
algorithm and optimization during serialization and 
deserialization. 
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