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Abstract- A slicing-based approach to estimate maintenance effort for open-source software projects is presented. GNU 
Linux kernel is used as a case study with over 900 versions spanning 17 years of history. For each version the forward static 
slice of all variables is computed using a lightweight slicing approach. The slice size is computed as the total number of 
lines, functions, or files in the slices. Changes to the system are then modeled using the difference between the slice sizes of 
two versions. The hypothesis is that this model is predictive of maintenance effort. The three different granularities of slices 
(i.e., line, function, and file) are analyzed. The results demonstrate that the approach accurately predicts effort in a scalable 
manner. 
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I. INTRODUCTION 
 
The large ratio of the maintenance activities (~ 70% 
[1]) creates a serious concern about the maintenance 
effort needed of keeping the system developed from 
one side and bugs free from the other side. Thus, the 
maintenance process should be planned in advance by 
estimates these efforts for the maintenance tasks [2, 
3]. Unfortunately, the maintenance effort estimation 
process is considered as one of most relevant 
problems of the software maintenance process, given 
that building a good estimation approach is based at 
choosing an accurate software metrics. Existing effort 
estimation approaches commonly measured the 
maintenance effort using person-hours metric [4]. 
The variables used to estimate this value usually 
comprise a measures of the system size, complexity, 
productivity factors, in addition to size and number of 
maintenance tasks [5]. However, the numbers of 
maintenance tasks are not known at the beginning 
time of the system, and that should be estimated. 
Additionally, these approaches are validated under 
the closedsource projects. However, because of the 
nature and complexity of the maintenance tasks in 
open-source systems, there are many negative aspects 
to using existing effort estimation models directly. 
For instance, we cannot apply the effort estimation 
model to open-source systems because the absence of 
the maintenance effort data. Hence, we cannot 
validate our proposed model. In closed software 
products the maintenance data collected have been 
for long term new development projects rather than 
maintenance projects (as the case at open-source 
systems), in which consecutive versions where 
released periodically that reflects the work done by 
developers to fix existing bugs and add new 
functionality [4]. Alternatively, the availability of the 
source code could be used to identify other measures 
that are related to the maintenance effort e.g., source 
code changes are available directly using the 
appropriate static analysis methods. The amount of 

source code changes could indirectly represent the 
effort spent in the maintenance phase between two 
consecutive versions. To this end, this is the first 
work applying a slice-based metric to build an 
estimation approach for maintenance effort in open-
source systems. We consider the hypothesis that the 
historical source code changes can be used to regulate 
effort estimation approaches with a high sensible 
degree of predictive power. Our work is the first to 
uncover the maintenance changes using slicing over a 
large amount of data of the Linux kernel by slicing 
versions from over 17 years. The remainder of this 
paper is organized as follows. Section II presents the 
research objectives and the hypotheses. Section III 
discusses the slice-based measures related to 
maintenance effort. Section IV describes applying 
these measures to the maintenance activities of the 
Linux kernel. The approach is evaluated in Section V, 
and the research questions are revisited in Section VI. 
Section VII reviews related work followed by Section 
VIII with the paper conclusions and some directions 
for future research. 
 
II. RESEARCH OBJECTIVES AND 
HYPOTHESES 
 
Most open-source systems coarsely record 
maintenance effort as the number of days, which can 
be affected by many outside factors, such as 
developer’s workload and the maintenance 
complexity. However, an alternative approach is to 
directly measure the source-code complexity given 
the availability of the full source code for each 
version. In particular, we measured the system slices, 
which is equivalent to the number of paths in the 
system’s representation model and provide a detailed 
analysis of impact of the changed code. By slicing 
each version in the system repository, sufficient data 
can be extracted to express maintenance effort, which 
is defined as the time and resources spent towards the 
resolution of 
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issues relating to maintenance of the software. The 
changes made to the source code in relation to the 
issue are referred to as code changes. According to 
law 2 of Lehman’s laws of software evolution [6], we 
assume that higher maintenance effort is most likely 
caused by complex code. We believe that the slicing 
of source code and how the slices correlate to the 
maintenance effort during the resolution of an issue 
could show this quantitatively. If this hypothesis is 
true, then it becomes possible to understand and 
predict the future maintenance cost. This information 
then could be used in economics-driven decisions 
process of system maintenance. To test this 
hypothesis, we need to measure how slices in a 
release change over time on one hand, and how 
maintenance effort spent on that release changes on 
the other. Our first step in addressing this hypothesis 
is to select a suite of suitable software metrics. In this 
work we use information on forward slices to 
calculate slice-based metrics. We consider three 
different granularities of the slice sizes (line, 
function, and file); consequently different levels of 
the slice-based metrics can be computed. The second 
step is to select a suitable measurement of effort at 
the release level. Maintenance effort spent on a 
release can be measured in multiple ways. The most 
obvious is measuring changes in the number of lines 
of code, however this may be misleading (e.g., adding 
a few lines of code may require a great deal of effort). 
We thus employ a new approach to measure 
maintenance effort, from three dimensions: the 
number of lines of code changed (slice-based) to 
resolve maintenance issues, the number of functions 
which contain modified slices, and the number of 
files contain modified slices. Employing our new 
slice-based metrics and new effort measures, we have 
developed a new empirical approach to correlate 
variations of slice-based metrics to the variation of 
maintenance effort on a release of a Linux kernel. 
Using these techniques, we investigate the following 
research question to test the primary theory:  
RQ1: Is there a quantitative relationship between 
maintenance effort and source code slices? Since 
there is a lack of reliable metrics to accurately 
measure maintenance effort in open-source systems, 
we propose a new technique of integrating program 
slicing into maintenance effort to measure the change 
impact of the code changes. Assuming that there is an 
evident relationship from RQ1, we then constructed 
the next research question: 
RQ2: Can we define a set of slice-based metrics from 
this relationship? Our goal is to investigate the 
relationship between slice-based metrics and 
maintenance efforts in open-source systems, thus 
validating/invalidating slice-based metrics. In this 
situation where we do not have maintenance effort 
data, we use system change data as surrogate because 
we can reasonably, as we will explain later, believe 
that more changes in a system means more effort. The 
answer to this question will help us understand which 

slice-based metrics best track the increase or decrease 
of maintenance effort. We will examine these metrics 
and their correlation to the maintenance effort 
measures on a per-release basis, using statistical 
models. For each system release, we calculate its 
structural properties using our slice-based metrics, 
and computed the delta of each metric between 
subsequent releases. We also extract maintenance 
effort for each release, and the deltas between 
releases. After that, we analyze the correlation 
between pairs of slice-based metrics deltas and effort 
measure deltas. We are interested whether changes in 
slice-based metrics are strongly correlated with 
changes in effort measures. 
 
III. SLICE – BASED METRICS 
 
It has been argued [7-11] that source-code changes in 
opensource systems can be used as an indirect 
measure for estimating maintenance effort. That is, 
the amount of source-code changes from version k 
(base version) at time t to version k+1 (evolved 
version) at time t+1 indirectly represents the effort 
spent maintaining the system from version k to k+1. 
In the context of effort estimation, Ramil et al [12] 
indicated that the process of building an effort 
estimation model start by acquiring empirical data 
then estimating from it a productivity function f(). 
The final empirical data involved in the estimation of 
f() are represented in the following equation: ΔEffort 
(t, t+1) = f (Activity (t, t+1)) + error (t, t+1), where, 
ΔEffort (t, t+1) represents the estimated effort. That 
is, the effort required evolving the system from 
interval t to t+1. Activity (t, t+1) represents the 
amount of work accomplished over the time interval. 
Finally, error (t, t+1) is the modeling error. 
Furthermore, Ramil stated that once the productivity 
function f() is determined, the resultant model may be 
used to predict future maintenance effort 
requirements. Our motivation for using program 
slicing is to enhance the understanding of the 
evolution of a given system. We see it is possible to 
relate the effort needed to implement an evolutionary 
change to the structural condition of the system. 
Program slicing was first proposed by Weiser [13] as 
a debugging technique. The program slice (in its 
simplest form) identifies all parts of a program that 
are related to a given statement. Generally, program 
slicing captures the coupling between program 
statements and describes the control structure of a 
program. That is, the semantic linkages made in the 
system by information on the flow of control as well 
as data changes are all reflected in a program slice. 
We used forward slicing as a basis for system metrics 
related to maintenance effort. These metrics are 
extracted directly from the source code without any 
other metadata needed (e.g., personhours, passage of 
time, etc). Lightweight static analysis techniques are 
used in the slice computation. The slicing approach 
implemented in a tool srcSlice [14, 15]. The slicing 
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process is performed using the srcML [16] format for 
source code. Source code is first converted to srcML 
and then a stream-oriented approach to compute the 
slice is performed. The srcML format provides direct 
access to abstract syntactic information to support 
static analysis. The entire process is very efficient and 
scalable. For example, it takes approximately 20 
minutes (using a desktop machine) to convert the 
Linux kernel (~14 MLOC) into srcML and compute 
the slice for every variable in the entire system. 
A. Measuring Forward Slicing 
The slicing approach computes a slice profile that 
contains all the relevant statements, from all possible 
slices, over a given slicing variable v. After the 
algorithm is applied, the slice profile associated with 
a variable v consists of the lines of code transitively 
affected by the value of v along control and data 
dependencies. Finally, the slicing process groups the 
entire slice profiles in a full dictionary of the system. 
A system dictionary is 

 
Each entry of the system dictionary is a single slice 
profile with the following structure: file_name / 
function_name / variable_name / @index, slines, 
cfunctions, dvariables, pointers, controledges. The 
field @index is the index of the slicing variable as 
declared inside the function, slines is a finite set of 
the slicing statement numbers, cfunctions is a finite 
set of the called functions with the slicing variable, 
dvariables is a finite set of dependent variables 
affected by the value of the slicing variable, pointers 
which is a finite set of the pointer aliases of the 
slicing variable, and finally controledges is a list of 
all possible control-flow edges of the slicing variable. 
The source-code change measured is based on the 
changes to the slicing profiles. We consider a change 
of interest to be any change that could have an effect 
on the size of the slice profile. By using the 
information stored in each slice profile, we can 
easily retrieve the size of the slice for each variable 
(denoted by Sz) in the system by accumulating the 
number of lines in the slines, cfunctions, dvariables, 
pointers, and controledges fields. In addition, the total 
slice size for each function (denoted by MSz), is the 
sum of individual slice sizes for each variable v in the 
function. If there are n variables inside a given 
function m, then the total slices size for function m is 
denoted by: 

 
And if there are n methods inside a given file f, then 
the total slice size for file f is denoted by: 

 

Finally, if there are n files in the system, then the 
slice size for the entire system is denoted by: 

 
For the sake of brevity, a full explanation of the 
slicing process can be found in [15, 17]. 
 
B. Slice-Based Metrics 
In order to build the slice-based maintenance-effort 
model, for each of the 974 versions of the Linux 
kernel, we extract ten measures from the source-code 
repository and the changes between slice profiles. 
These measures are described in Table I. In these 
measures, ΔsliceSize, Δfunction, and Δfile are the 
extent of change between the two versions, and hence 
could be used to indirectly represent maintenance 
effort. We explain each of the slice-based metric 
items as follows. The first metric that we introduce is 
sliceSize, the slice size measured in LOC. For an 
individual slice this is just the Sz value measured at 
the above section. For a function and file, we 
summed the sliceSize of all slices of the variables 
inside the function (MSz) and file (FSz), respectively. 
For a system, we sum the sliceSize for all slices in the 
system (TSz). For two versions of the system, we can 
then measure the difference between the sliceSizes. 
This forms a new metric ΔsliceSize. This gives us 
some idea of the growth of the system in terms of 
complexity, i.e., the ΔsliceSize metric represents the 
increase or decrease in the number of impacted 
statements. Additionally, the number of modified 
slices between two versions is used to introduce two 
more metrics, Δfunction and Δfile. The metric 
Δfunction is the number of functions that contain 
modified slices, and the metric Δfile is the number of 
files that contain modified slices. These two metrics 
indicate how much the changed statements in a slice 
profile depend on each other by intra-procedural or 
inter-procedural control or data dependencies. A high 
Δfunction value indicates more logically complex 
code, and a high Δfile value may indicate that the 
changes in the system were very broad. 
 

TABLE I. CODE AND SLICE BASED EXTRACTED 
MEASURES. 
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Each version of the system has its own release date. 
The lag-time (measured in days) measures the time 
between the start and the completion of a 
maintenance task. The lag-time includes the duration 
from the date when a base version is released, until 
the date the evolved version is released. 
 
The assumption here that the maintenance requests 
start when the base version is released, and the tasks 
are completed when the evolved version is released. 
That is, the lag-time is the sum of the individual times 
for each maintenance task in a version of Linux. 
Obviously, lag-time is related to maintenance effort. 
That is, an increase in lag-time is expected to indicate 
an increase in maintenance effort, and vice versa. By 
comparing the slice size (sliceSize) to the system size 
(LOC), we can measure the slice coverage using the 
Scoverage metric [13]. This metric represents the 
active portion of the system and is included as a 
factor of maintenance activity. It is related to 
different types of maintenance because each type has 
a different effect on the maintenance effort [3, 18, 
19]. Finally, since the size of the system is shown in 
the literature to be related to maintenance effort, we 
also extract the LOC and number of files. For two 
versions of the system, we can then measure the 
difference. This represents the system growth and 
forms the metrics LOC-g and files-g. 
 
C. Maintenance Effort Metrics 
Instead of measuring maintenance effort using 
persondays/ hours, our proposed model measures 
maintenance effort by measuring the amount of 
source-code changes using sourcecode slicing. To 
approximate maintenance effort as changedays, we 
scrutinized our slicing data set to see which proxy 
measures for maintenance effort we could find. We 
settled on three slice-based proxy measures. 
ΔsliceSize(i, i – 1), change in lines of code of slice:  
 
we define change here as the total number of lines of 
code that were changed in the slice of version i with 
respect to previous version i – 1 of a system. 
Δfunction(i, i – 1) and Δfile(i, i – 1), functions/files 
containing modified slices, respectively: this counts 
the total number of slice changes that were needed to 
resolve an issue affecting a function/file. The 
motivation here is that as function/file complexity 
grows, so does the number of slices that will be 
impacted for a given source code change. We define 
the maintenance time t(k) of version k as the number 
of days elapsed between the release of version k and 
previous version k – 1.  
 
Maintenance effort Effort(k) measured in change-
days is obtained by multiplying maintenance time t(k) 
by the above proxy measures as a correction factors, 
leading to the following complete expression for 
maintenance effort: 
Effort(k) = t(k) .[ΔsliceSize + Δfunction + Δfile]. 

 
Figure 1. ΔEffort applied to Linux kernel's evolution in 

approximation number of change-days. 
 
IV. SLICE-BASED METRICS ON THE LINUX 
KERNEL 
 
As a way of showing the application of our indirect 
maintenance-effort metrics on a real system, we have 
applied the metrics to the Linux kernel. These metrics 
are then compared to traditional measures of code 
effort, e.g., LOC. We analyzed 11 major versions 
containing 974 separate releases, covering a period 
that exceeds 17 years of software evolution. Figure 1 
presents ΔEffort(t) applied to Linux evolution as 
estimated from the slice data.  
The Δt(k) is measured in days and multiplied by the 
summation of effort’s proxy measures (e.g., 
ΔsliceSize). For each release the size of each version 
is measured in LOC as reported by the utility wc, and 
the size of the version as both file and release counts. 
The slice size represents the average slice size for 
forward slicing. Averages were computed from all 
slices taken with respect to all the variables in the 
system (e.g., the total sliceSize for each major 
version, TSz). This total slice size is ~2 billion LOC, 
with a slice size relative to LOC of 46.0%. The full 
sources of the kernel (.gz) files were downloaded 
from the official Linux kernel archives 
(www.kernel.org). 
 
We use the data extracted from the 11 major versions 
to indirectly build estimation models for maintenance 
effort. The models were built on data from 783 
versions, and then validated on the maintenance data 
of 191 versions from major version 2.6.  
Table II summarizes the descriptive statistics of the 
collected measures. As we can see for some 
measures, such as ΔsliceSize, Δfunction, Δfile, LOC-
g, files-g, and lag-time, the standard deviation is 
greater than the corresponding mean, indicating that 
the data are widely spread. It is worth noting that the 
wide range of data does not indicate a fault in the 
measurements. In other words, these measurements 
do not necessarily need to be a certain value or within 
a certain range. 
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TABLE II. DESCRIPTIVE STATISTICS OF THE 
COLLECTED MEASURES. 

 
 

The indirect maintenance effort can be represented at 
three levels, namely line level, function level, and file 
level. Therefore, the dependent variables could be 
one of the ΔslizeSize, Δfunction, and Δfile multiplied 
by the maintenance time measured in days, or simply 
we using the effort equation Effort(k). The 
independent variables are LOC, files, sliceSize, 
filesg, LOC-g, and Scoverage. 
 

TABLE III. THE CORRELATIONS BETWEEN 
DEPENDENT VARIABLES AND INDEPENDENT 

VARIABLE (ΔEFFORT) BASED ON THE TRAINING 
DATASET (783) VERSIONS, SIGNIFICANT AT 0.01 LEVEL 

IS SHOWN IN BOLD. 

 
Table III shows Spearman’s rank correlations 
between the dependent variable and independent 
variables based on the maintenance data of 783 
versions of Linux. The correlation coefficient that is 
statistically significant at 0.01 level (2-tailed) is 
shown in bold. The strong linear relations are not 
necessarily 
significant, since the significance is specified by the 
p-value. 
From Table III, we can distinguish multiple 
significant linear correlations between the dependent 
variable and some of the independent variables. The 
ΔEffort is significantly correlated with files-g, LOC-g 
and Scoverage. Based on this observation, we built 
the indirect maintenance-effort estimation model. 
This 
model considers only those independent variables that 
have significant correlations with the dependent 
variable at the 0.01 level. The model is: 

ΔEffort = c1 + c2 (files-g) + c3 (LOC-g) + c4 
(Scoverage).The c1 variable represents the constant 
factor or the intercept, which characterizes the height 
of the regression line when it crosses the y-axis where 
the dependent variable is plotted, or we can say that 
the c1 represent the predicted value of the dependent 
variable when all the independent variables are equal 
to zero. The ci (where i = 2 to 4) represents the slope 
of the line regression that indicates the sensitivity of 
the dependent values to the changes in the 
independent values. That is ci represent the increase 
or decrease in y for each unit change in x. For 
example, in ΔEffort’s model the coefficient for the 
LOC-g is equal c3, so for every unit decrease in the 
LOC-g c3 units increase in ΔEffort is predicted, when 
holding all other variables constant. 
 

TABLE IV. LINEAR REGRESSION ANALYSIS OF THE 
INDIRECT EFFORT ESTIMATION MODEL. 

 
 

The effort-estimation model is linear, and linear 
regression is used to estimate the coefficient. Table 
IV shows the linear regression analysis of the model. 
The p-value demonstrates the ability of the 
independent variable to have a significant predictive 
capability in the presence of other variables. The R2 
coefficient of determination value is important to 
determine whether or not the regression model was 
helpful. If the regression line provides an estimate of 
the predictable values that closely match the observed 
values, then the R2 value will be close to one (the 
better the data fits the model), and with zero 
indicating no relation between independent and 
dependent variables. The adjusted-R2 that adjusts for 
the number of independent variables in a model is 
also calculated. The value of adjusted-R2 only 
increases if a new independent variable improves the 
model more than would be expected by chance. From 
Table IV, we can see that this model has a moderate 
both R2 and adjusted-R2 values, which means, based 
on the data of 783 versions, the model is by some 
means accurate in predicting the indirect maintenance 
effort. Unfortunately, a high value of R2 does not 
guarantee the goodness of the model and does not 
indicate whether the appropriate independent 
variables have been used in the model or not. 
 
V. EVALUATING MODEL PERFORMANCE 
 
To study the quality of the proposed model for future 
predictions, we apply the model to predict the indirect 
maintenance effort of 191 versions from major 
version 2.6. These versions range from version 
2.6.25.3 released May 10 2008 to version 2.6.37.1 
released Feb 17 2011. The predicted results and the 
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actual observed measurements are compared to study 
the accuracy of predictions. Model validation is the 
most important step in the model building process. 
The validation of a model often consists of the 
analysis of residuals [3, 8, 9]. The residual represents 
the difference between the predicted value estimated 
by the model and the observed value of the dependent 
variable. Our residual analysis includes the following. 
SPR statistics: is the sum of absolute value of the 
residuals (e.g., prediction errors). That is, 
the SPR = Σ k | Observed k – Predicted k |. MRE 
statistics: the magnitude relative error, which include 
the MMRE (mean magnitude relative error), and 
MdMRE (median magnitude relative error). The 
MRE is defined as: MRE k = ( |Observed k – 
Predicted k| ) / Observed k. The MdMRE is 
calculated, since the MMRE is known to be very 
sensitive to the extreme values, such as a few very 
high relative error MRE values could influence the 
overall result. Other indicators commonly used to 
evaluate the prediction 
model based on MRE are the percentage of prediction 
at specific level PRED, which measures the 
percentage of predicted values within X% of the 
observed values. The value of X is suggested in [20] 
to be at least 25% and a good prediction model 
should predict 75% of the observed values. The two 
variants of the measure PRED we calculated are: 
PRED25: the number of predicted values for which 
MRE was less than or equal to 25%. And PRED50: 
the number of predicted values for which MRE was 
less than or equal to 50%. 
 
TABLE V. MODEL PREDICTIVE PERFORMANCES OVER 

191 RELEASES. 

 
 

The results of the application of these measures over 
the 191 versions test dataset are shown at Table V. As 
seen from the table the ΔEffort’s model predicts 
~44% of the cases within a relative error less than 
25% and ~65% of the cases within relative error less 
than 50%. The MMRE, MdMRE, SPR, PRED25, and 
PRED50 values indicate that the model is somehow 
accurate in predicting the indirect maintenance effort 
in the Linux kernel. This also implies that the AEffort 
equation computed above is accurate in representing 
the complexity of the system than just using the 
number of lines in the slices for example (ΔsliceSize). 
 
VI. REVISITING RESEARCH QUESTIONS 
 
Based on the analysis results presented in the 
previous sections, we can now answer the research 
questions proposed. RQ1: if there a quantitative 

relationship between maintenance effort and source 
code slices? To evaluate our results, we used the 
Spearman’s rank correlation. Table III suggests 
moderate correlations for each set of metrics. RQ2: 
Can we define a set of slice-based metrics from this 
relationship? The experimental results suggest that 
the proposed slice-based metrics have shown to be 
significantly correlated to the maintenance effort 
measures. Previous work has shown that Scoverage 
metric is good predictor of maintenance effort [21, 
22]. Our work supports these results and furthermore 
provides empirical evidence that slice-based 
approximations of the maintenance effort are also 
good predictors of effort. 
 
VII. RELATED WORK 
 
Belady and Lehman [23] suggest a model to 
approximate the cost and effort of releasing a new 
version from an old one. The suggested model 
estimates the efforts that are related to both the 
functionality updating and anti-regressive activities. 
The maintenance-effort estimation that involves the 
convention of linear regression analysis was 
introduced by De Lucia et al [18]. In this research, the 
authors claimed that the types of the different 
maintenance tasks should be considered to improve 
the outcomes of the estimation model being used. 
Jorgensen [24] derived different estimation models 
for maintenance effort using log linear regression, 
neural networks, and pattern recognition. He 
compares the prediction accuracy of these models 
using an industrial dataset. All the models estimate 
the size of the system measured in the summation of 
added, deleted, and modified LOC during the 
maintenance phase. Another linear model based on 
the size and the number of maintenance tasks is 
proposed in [3], furthermore, other work done by 
Niessink et al [10, 11] use linear regression analysis 
to extract estimation based on function points. 
Because of the nature and complexity of the 
maintenance tasks in open-source systems, there are 
many negative aspects to using existing effort 
estimation models directly for open-source 
projects. Little work of maintenance-effort estimation 
has been conducted for open-source systems. The 
major guidelines and tips to build an estimation 
model in these crucial systems are reported in [25]. 
Yu [8] derived two indirect maintenance-effort 
models for the Linux kernel system using multiple 
linear regression. Nevertheless, these estimation 
models are based on and used factors which are 
derived from the closed-source software projects. In 
addition the validation process determined using the 
recorded maintenance information from closed-
source systems, i.e., both estimation models depend 
on the number of maintenance tasks for the next 
revision of the system. Therefore, the models are not 
applicable if the maintenance tasks for the next 
revision are not included. 
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VIII. CONCLUSIONS AND FUTURE WORK 
 
We presented a large-scale empirical study aimed at 
building indirect maintenance-effort estimation 
models for open-source systems. The dataset was 
obtained from the Linux kernel and used as a case 
study to build and validate the models performance 
using multivariate linear regression. Our proposed 
model is able to accurately determine the source-code 
changes based only on the source code, and estimate 
the maintenance effort based at the amount of 
changes made maintaining the system. It is worth 
noting that we did not construct a direct maintenance-
effort model (person-hours) for open-source 
systems. However, we decided to use the available 
source code, because: (1) there is limited direct 
maintenance-effort data available for open-source 
systems and we therefore cannot validate the 
correctness of such a model; and (2) maintenance 
effort represented as person-hours is less meaningful 
for opensource systems. We are more interested in 
the amount of change on source code and the lag-time 
to perform the maintenance. In order to perform the 
forward slicing for multiple versions of large systems 
(e.g., Linux) we used a lightweight forward static 
slicing approach. That is the main reason that the 
analysis over all the Linux versions was even 
possible. A partial parsing of the source code is done 
(source statements are in interest) and the time and 
space required is small and scalable. Our future 
research will study other open-source systems to 
determine more measures that can be used to 
indirectly represent maintenance effort and construct 
new more accurate prediction models. 
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