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Abstract - In recent years, NoSQL databases have emerged as an answer to Internet scale datasets. However, these solu-tions do not 
support out of the box the necessary backup, restore and disaster recovery capabilities required by many big data scenarios. In this 
paper we address this gap: we present a novel disaster recovery approach de-signed for big data NoSQL workloads. This approach can 
support low recovery point and time objectives at low costs. Our approach is highly scalable and elastic, based on open source 
components and suitable for any document-based NoSQL solution, which makes it highly attractive for diverse big data workloads. 
 
 
I. INTRODUCTION 
 
Data resiliency has become very important in recent years 
for virtually all enterprises: data loss due to cyber attacks, 
human errors, hardware/software failures or a natural 
disaster can lead to significant financial costs [5], and can 
substantially hurt the business reputation [5]. An adequate 
data resiliency solution is able to quickly re-cover data 
after failures within a constant period of time so that the 
business can regain availability [12, 14]. 
 
In this paper, we focus on data resiliency of document-
based NoSQL databases, e.g., MongoDB [10] and 
Cloudant [6], which are designed to handle unstructured 
big data. According to Gartner, such unstructured data 
consists of 80% of all data in organizations today [13]. 
For a given TCO (Total Cost of Ownership), NoSQL 
databases with their relaxed consistency model and sim-
ple semantics can support higher loads compared to their 
relational counterparts. 
 
There are two main data resiliency strategies applied by 
existing NoSQL solutions: i) data replication; and ii) 
periodic snapshop-based backup [1, 10, 6]. Data replica-
tion means replication of various copies of each data ele-
ment (e.g., document) at multiple nodes and data centers. 
 
Typically, this replication schema combines synchronous 
local replication and asynchronous remote replication in 
order to achieve high throughput (required for big data 
workloads) and availability in case of a network parti-tion 
[11]. Hence, in case of a disaster, e.g., a data center 
failure, some data might be lost before the service be-
comes available at another data center. The Recovery 
Point Objective (RPO) term gives the maximum allow-
able time window for which recent updates may be lost 
following a failure [12]. The Recovery Time Objective 
(RTO) specifies the maximum allowable duration until 
application service is restored after a failure event [12]. 

 
While replication techniques can minimize data loss in 
case of failures, these techniques cannot typically pre-vent 
data loss in case of cyber attacks and human errors. This 
is since such attacks/errors require to recover data from an 
earlier point-in-time rather than retrieval of the latest 
available copy of the data element. 
 
To overcome this gap, existing NoSQL solutions also 
include backup capabilities, typically based on periodic 
snapshop-based backup, in which periodically (in some 
implementations) the entire database is replicated to an 
external data storage solution, e.g., a file system. While 
data replication techniques can be applied at high fre-
quency, e.g., upon each database change as it requires the 
replication of a single / few data elements, in some 
snapshot-based backup implementations, snapshot of the 
entire database is feasible only at much higher granular-
ity, e.g., every several hours / once a day. 
 
A few NoSQL solutions do support more advanced 
incremental backup approaches. However, these ap-
proaches (applied at a local storage) do not address disas-
ter recovery, as one needs to compliment the local repli-
cates with remote replicates, which is an expensive oper-
ation that requires transfer of the entire data-set. Such 
incremental backup mechanisms also incur additional 
configuration overhead required to achieve the desired 
backup strategy. These limitations of existing NoSQL 
backup mechanisms might result in higher than desired 
data loss, and are the reason why 51% of the organiza-
tions lack a disaster recovery plan for emerging work-
loads (typically stored in NoSQL solutions) [13]. 
To address this gap, we present a holistic backup/restore 
approach for document-based NoSQL solutions that can 
achieve low RPO at all times. This approach is based on a 
novel trigger-based backup that leverages two 
mechanisms of document-based NoSQL solutions: i) an 
increasing version number attached to each changed/new 
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document; and ii) a changes/updates feed/channel 
allowing to receive a notification about each database 
change (i.e., a new/changed document). Combined with 
synchronous local replication and asynchronous remote 
replication, each new/changed document is immediately 
(though asynchronously) replicated to a stable storage 
with the document version number. For each document, 
we store the last X versions of the document, where X is a 
configuration parameter. 
Such a backup approach has two inherent advantages over 
periodic-based backup approaches: i) it is applied at the 
highest possible frequency (every database change) rather 
than at a fixed frequency, and hence can support lower 
RPO/RTO; ii) being a document-based backup ap-proach 
(the lowest possible granularity), it is more effi-cient than 
any periodic database-based backup, whether this backup 
is based on a complete or an incremental backup. 
 
Another novelty in our backup/restore approach lies 
within the backup and restore tier that supports bidirec-
tional replication: replication of data from the database 
into the stable storage, i.e., backup, and replication at the 
opposite direction, i.e., restore. This tier is implemented 
by a dynamic set of worker nodes that can seamlessly 
grow or shrink to support fluctuations in workload, thus 
keeping TCO to a bare minimum. 
 
To summarize, our novel disaster recovery approach 
includes the following unique features: 
 
 Trigger-based backup approach: low granularity 

backup approach can achieve lower RPO/RTO com-
pared to periodic-based backup approaches. 

 High parallelism: A dynamic set of worker nodes 
can support high data injection throughputs without 
increasing the RPO. Similarly, the high parallelism 
also minimizes the RTO. 

 High modularity: our disaster recovery approach 
can leverage any stable storage that supports di-rect 
or indexed access, e.g., Hadoop File System (HDFS) 
[3]. This is in contrast to exiting NoSQL solutions 
that are based on either a proprietary stor-age solution 
or supporting only a few designated storage options. 

 
The rest of this paper continues as follows: Section 2 
describes in details the proposed disaster recovery archi-
tecture including implementation of this architecture to 
the Cloudant [6] NoSQL data store. Section 3 describes 
related work. Finally, Section 4 concludes the paper. 
 
II. THE DISASTER RECOVERY APPROACH 
 
Our disaster recovery approach includes four mod-
ules/tiers (see Figure 1): a) the load-balancer module (see 
Section 2.1); b) the backup and restore management 

module (see Section 2.2); c) the monitoring module, im-
plemented using ZooKeeper [4] (see Section 2.3); and d) 
the stable storage module, implemented using Hadoop 
File System (HDFS) [3]. This disaster recovery approach 
can be applied to any document-based NoSQL database. 
In our implementation we chose the IBM Cloudant [6] 
database, which is a variant of the CouchDB[2] database 
with some additional functionalities. Cloudant is offered 
both as a Cloud service and as a software only distribu-
tion for use in an on-premise setting. 
Our solution provides two backup modes of operation: i) 
on-demand; and ii) continuous (the default mode). The 
trigger for both of these modes is a REST request sent to 
the load-balancer tier. With the on-demand mode, this 
REST request is generated by user invoking REST APIs, 
e.g., using the client web interface (Figure 1, step 1b). The 
body of the request contains a JSON document describing 
the desired operation. With the continuous mode, the 
trigger for generating the REST request is a change 
applied to the database, which results is a noti-fication 
sent by Cloudant’s changes feed (Figure 1, step 1a). 
The load-balancer tier is composed out of a primary load-
balancer and one or more secondary ones. Upon bootstrap 
and upon a failure of the primary load-balancer a new 
primary load-balancer is chosen out of the set of available 
load-balancer instances using a ZooKeeper leader election 
recipe. At each point in time, there is (at most) a single 
primary load-balancer server that han-dles all the requests. 
The primary load-balancer is a tiny server that forwards 
the aforementioned backup/restore REST requests to a 
random (stateless) worker out of the backup and restore 
management tier (Figure 1, step 2). This worker executes 
the operation described in the JSON document attached to 
the request received from the load-balancer tier. 
Upon completion of the execution of the request, the 
worker sends a positive acknowledgment to the primary 
load-balancer. Upon a worker failure (detected either by 
timeout expiration at the primary load-balancer or by a 
event generated by ZooKeeper monitoring services) the 
primary load-balancer forwards the request to another 
worker. The backup/restore worker serves the request by 
writing/reading data to/from HDFS (Figure 1, step 3). 
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Figure 1: The backup/restore approach for document-based NoSQL 
databases. 

Below, we describe in more details each of the afore-
mentioned modules. For the clarity of the presentation, we 
first describe a simplified version of the disaster re-covery 
approach in which only the last copy of each database 
document is being replicated to HDFS. Then, in Section 
2.4 we extend the simplified version to support an 
arbitrary number of recent (“older”) copies of each 
document. 
 
2.1 The Load Balancer Module (LBM) 
For every received backup/restore request the primary 
load-balancer run the below code. In this code, BRM 
stands for Backup and Restore Module described in 
Section 2.2. The below mentioned global queue of each 
backup/restore worker is implemented using a ZooKeeper 
recipe described in Section 2.3. 
 
1 req(jsonBody) 
2 Wake up dead BRM workers. 
3 Let r be the BRM worker that assigned 
4 to work on current request. 
5 set the request to r’s global queue and 
6 post the request to r. 
7 on success, if jsonBody.isContinues 
8 then 
9 register to follow changes. 
10 store the received data in the 
11 meta-data global storage. 
12 on error 
13 if there is one (or more) alive 
14 worker: 
15 set r  as dead with the 
16 current timestamp. 
17 re-hash the inputs for the 
18 alive  workers. 
19 Otherwise 
20 go to  sleep for a constant 
21 time and wake up dead BRM 
22 workers. 
23 Empty r’s global queue. 
24 Run again on all the 
25 unfinished requests. 
 
Line 1 gets the request with a JSON body including the 
request parameters. For a change request, the request 
includes the new/changed JSON document. Step 2 wakes 
up the BRM workers that were unavailable on previous 
requests. When a worker is unavailable, it is considered 
dead for a predefined fixed time. All change requests for a 
given document are assigned to a given worker using a 
consistent hash function applied on the document ID. This 
way, subsequent changes to this document will be handled 
by the same worker. Step 6 assigned to such a worker. 
The change request is marked as “ongoing” by putting it 

in a global queue. On success, the worker will remove the 
request from this queue. Step 12 is invoked on failure 
when the worker is unavailable. 
 
In step 16, if one of the workers that is assigned to work 
on some request is dead, then we re-hash requests 
assigned to this worker so they are re-mapped to alive 
workers. In this case, the LBM assumes that the cur-rent 
request as well as all ongoing ones in r’s global queue 
were not served. Therefore, all the ongoing re-quests from 
r’s global queue are being served again from step 1. The 
number of BRM workers can be adjusted on the fly to 
accommodate changing loads. 
 
2.2 Backup and Restore Module (BRM) 
The BRM is an elastic tier composed out of stateless 
workers that are executing backup/restore/change re-
quests received from the load-balancer tier. Using con-
sistent hashing applied by the primary load-balancer, 
changes to a given document are handled by a given 
backup/restore worker (if there are no failures). If a 
worker is considered dead for a predefined threshold, then 
another worker is arbitrary chosen by the LBM (see the 
LBM algorithm in Section 2.1). When the BRM worker 
gets a request it immediately responds with posi-tive 
status and serves the request. When the BRM worker 
finishes to serve the request it removes the request from 
its queue (implemented on top of ZooKeeper). If dur-ing 
this process the BRM worker goes down, then the request 
will remain on the queue and will be discovered as 
unfinished at step 25 of the LBM algorithm. 
 
For every backup, restore or (document) change re-quest 
(invoked upon a new/changed document event when 
continuous backup mode is set) the following code is 
invoked: 
 
1 backupReq(jsonBody) 
2 get meta-data of all document 
3 ids from database 
4 jsonBody.Cloudantdbname. 
5 if meta-data ‘ok’ 
6 respond with ‘ok’ status 
7 otherwise respond with 
8 ‘error’ status 
9 generate parallel https requests 
10 to get the documents of all ids. 
11 In parallel for every document 
12 received from Clodant 
13 create new file in HDFS 
14 write the document body 
15 to the file. 
16 report success 
17 if the write of all documents 
18 succeed then remove the request 
19 from the queue. 
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1 restoreReq(jsonBody) 
2 respond with ‘ok’ status. 
3 Destroy jsonBody.Cloudantdbname 
4 Create new Cloudant database 
5 with jsonBody.Cloudantdbname 
6 In parallel read all files 
7 from HDFS that included in 
8 the jsonBody.Cloudantdbname 
9 database 
10 Write each file data as a 
11 new document to the new 
12 database. 
13 report success. 
14 if all the writes succeed 
15 remove the request from the 
16 queue. 
 
1 changeReq(jsonBody) 
2 respond with ‘ok’ status 
3 If the document marked as 
4 deleted: 
5 Delete the document file 
6 from the HDFS. 
7 Otherwise 
8 Delete the file 
9 from HDFS. 
10 Create new file 
11 for the new data. 
12 Write the new 
13 data to the new file.  
14  Remove the request from the 15 queue. 
 
Storage tier. Our architecture is based on a storage tier 
that needs to support the following two requirements: 1) a 
hashmap-like interface with low access latency (e.g., an 
amortized constant access latency); and 2) high scalabil-
ity, i.e., supporting millions and tens of millions of files. 
In our implementation, we are using HDFS as a possi-ble 
implementation for such a tier. HDFS does support a 
hashmap-like interface as well as it is relatively scalable. 
In a scenario in which there are many small files, tech-
niques such as Hadoop Archives (HAR files) [9] can be 
used in order to aggregate small data files into a substan-
tially smaller number of HDFS files. 
 
High throughput scenarios. In a scenario in which the 
input rate (the rate in which documents are inserted to or 
changed in the database) is higher than the backup rate, 
then the backup process will finally fail. We note however 
that the backup rate can be increased by adding on-
demand additional HDFS data nodes. We also note that 
several backup aggregation techniques can be ap-plied in 
order to further increase the backup through-put. For 
example, since (in the absence of failures) all the versions 
of a given document are handled by the same 

backup/restore worker (due to the usage of consis-tent 
hashing) and are stored in the same worker queue, then 
before a backup operation of a document in HDFS a 
worker can scan its queue to see if there are additional 
(newer) versions of this document. In such a case, the 
worker can drop the existing document, backing-up only 
the latest version of this document. 

Figure 2: ZooKeeper file hierarchy overview for a system with three 
backup/restore workers and two load balancers(a) choosing the 

primary load-balancer using the leader election recipe; (b) liveness 
monitoring of backup/restore workers; and (c) / (d) medadata 

storage. 
  
2.3 ZooKeeper module 
Figure 2 describes the higher level services provided by 
ZooKeeper in our solution. Theses services include: 
 
(1) Group membership; (2) Metadata storage; and (3) 
Leader election. The group membership service is used by 
the load-balancer and backup/restore tiers (see Figure 2) 
for liveness monitoring. The leader election is used by the 
load-balancer tier for choosing the primary load-balancer. 
The metadata storage is used for: 
 
 Queue management: each backup/restore worker 

has its own queue holding all the unfinished re-quests 
served by this worker. In Figure 2 (c) there are three 
queues for three workers. 

 Load-balancer tier configuration: this 
configuration holds all the (backup) follow requests 
received by the load balancer for continuous backup 
(step 9 of the LBM algorithm). In a case of changing 
a primary load-balancer, the new primary needs to 
follow all changes in this configuration. 

 Leader Election: is used by the load-balancer tier for 
the leader election algorithm. 

 
2.4 Backup Version 
We now describe how to extend the solution to sup-port 
document-level versioning with daily, weekly and 
monthly ‘baseline’ deltas1. Recall that we leverage the 
version number attached to each database document. This 
number reflects the state of the document in a given time. 
The first backup request takes a full backup of the entire 
database. The versions and the states of the docu-ments 
are maintained by the database. In Cloudant this is 
implemented using the _rev field indicating a docu-ment’s 
revision number. The first backup is considered as the 
‘baseline’ for the other changes. 
 
In the continuous backup mode, the primary load-balancer 
is notified upon every database change. Such a 
notification contains the new/changed document with a 
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new (increasing) version number. From this point on, the 
system stores and backups only a document that has been 
changed since the last ‘baseline’. These changes from the 
last ‘baseline’ are considered as ‘baseline delta’. 

 
Figure 3: Backup Versioning: The new ‘baseline’ combine the 

‘baseline delta’ into a tt ‘less granu-lar’ time slice. 
 
The system configuration specifies how many  
‘baseline delta’ to keep before creating a new 
‘baseline’. Daily ‘baselines’ become weekly ‘baselines’ 
and weekly ‘baselines’ become monthly 
‘baselines’. This scenario is shown in Figure 3. 
  
III. RELATED WORK 
 
MongoDB, Cassandra and Cloudant are a few examples 
of popular NoSQL solutions. These databases exhibit 
relaxed consistency (allowing for greater scalability) and 
use simplified semantics with simplified schema, which 
lending itself well for fast-paced development. All these 
come bundle with various built-in backup tools. 
MongoDB supports three main backup tools [8]: (1) full 
backup tool (mongodump); (2) snapshoting using the 
underlaying block device such as LVM and AWS EBS; 
and (3) backup service - MongoDB Management Ser-
vice. Assuming the data has to be transferred to a re-mote 
site to provide disaster recovery capabilities, all the above 
require the transfer of the the entire data set over the 
network and thus cannot be run at a frequency higher than 
about once an hour. This can result in loss of up to one 
hour of data. 
Cassandra supports a plethora of backup options: (1) 
snapshot; (2) incremental; (3) snapshot + incremental (4) 
commit-log + incremental. The last has some similarities 
to our approach although does not provide the seamless 
reconciliation properties we have disclosed. 
Finally, the current Cloudant backup tool is inher-ently 
limited as it constrained by a single node running the 
backup process. For example, the recommended backup 

interval is typically 24 hours, which results in 
overwhelming high RPO [7]. 
 
CONCLUSIONS 
 
In this paper, we presented a novel disaster recovery ap-
proach designed for big data NoSQL workloads. This 
approach addresses backup, restore and disaster recov-ery 
limitations incurred by existing NoSQL solutions. Based 
on a novel trigger-based backup mechanism fired upon 
each database change, the proposed approach can achieve 
significantly lower RPO/RTP values compared to 
periodic-based backup approaches implemented by 
existing NoSQL solutions. The proposed approach is 
highly scalable and elastic, based on open source com-
ponents, suitable for any document-based NoSQL solu-
tion and supports any direct/indexed access storage solu-
tion, which makes it highly attractive for diverse big data 
workloads. 
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