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Abstract—The various technologies like Network Function Virtualization,Software Defined Networking and Fog 
Computing are combined in order contribute to transform the network into a flexible and dynamical continuum of resources, 
on which services can be easily deployed and managed (network programmability).In this scenario, a major topic is the use 
of NFVO, in particular to provide the network with general purpose High Performance Computing capabilities, whose 
application has been so far limited to few highly specialized contexts, such as graphics or scientific computing. However, the 
use of h/w acceleration is generally considered in contrast with the main NFV concepts, and a major obstacle towards 
network programmability. This paper argues that, on the contrary, h/w acceleration and virtualization technologies are fully 
compatible, and together can greatly enhance the network infrastructure. In particular, the use of Graphic Computing Units 
in Virtual Network Functions is analysed, and their flexible management is considered, within the innovative NFV 
architecture designed by the NFVO. 
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I. INTRODUCTION  
It is a truth universally acknowledged, that in the near 
future telecommunication networks will undergo 
radical changes, and data traffic will explode. Many 
factors are at the origin of these changes [1]. A first 
aspect is the extraordinary pace at which technology 
advances are improving the performance of terminals 
and network equipment. The evolution of computing 
and networking components will soon allow seamless 
ultra-broadband connectivity to all us errs, thus 
providing highly interactive services with a quality of 
perception never experienced before. Also, with the 
advent of the Internet of Things, a great variety of 
sensors and intelligent machines will be connected to 
the network. It is expected that such advanced 
terminals will boost the development of innovative 
applications in a number of fields, such as robotics, 
automotive or agriculture, which have so far only 
marginally or indirectly exploited the benefits of 
Internet connectivity. However, to fulfil the great 
expectations raised by next generation networks, 
innovation in this field must go well beyond the mere 
adoption of the latest technological updates in 
terminals and infrastructure. Rather, the new network 
models must fully exploit the potentialities offered by 
emerging concepts, such as Fog Computing (FC), 
Software Defined Networking (SDN) and Network 
Function Virtualization (NFV), to radically improve 
the way services, networks and data centres are 
currently managed [1]-[3]. FC envisions the network 
as a continuum of heterogeneous resources, including 
end-user terminals. SDN aims at rendering the entire 
network controllable through software, by decoupling 
control plane from data plane in network equipment; 
NFV leverages virtualization technologies to make 
the management of network services more flexible 

and dynamical [1]. The combination of such 
innovative concepts should lead to “network 
programmability” (or “network softwarization”), i.e. 
the transformation of the entire network into a highly 
programmable continuum of resources, on which 
services can be managed in a very flexible and 
dynamic way, similar – at a different scale – to the 
way applications are now straightforwardly 
downloaded and launched on a personal computer 
[1]. In this context, a major research topic is the use 
of h/w accelerators - such as Digital Signal 
Processors, Field Programmable Gate Arrays or 
Graphical Processing Units (GPU) - to provide the 
network with highperformance computing 
capabilities, without losing the long list of benefits 
brought about in network management by NFV 
[2],[6]. The use of specialized h/w accelerators, in 
fact, is generally considered in contrast with the NFV 
concepts, and a major obstacle towards network 
programmability [2]. This paper aims at 
demonstrating that, on the contrary, h/w acceleration 
and virtualization technologies are indeed fully 
compatible, and their combination can greatly 
enhance network infrastructure. In particular, the use 
of GPU based-accelerators in high performance 
Virtual Network Functions (VNF’s) is analysed; their 
management is considered and discussed, within the 
innovative NFV architecture designed and developed 
by the EU FP7 T-Nova project [4].  
II. NFVAND H/W ACCELERATION  
On the way towards network programmability, NFV 
has attracted significant attention as one of the 
fundamental pillars to accelerate service deployment 
and facilitate infrastructure management [2],[4]. 
Exploiting virtualization technologies, NFV allows 
consolidating a great variety of network functions, 
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which could run only on bespoke hardware, as 
software appliances executed on top of standard 
servers. This way, network operators can significantly 
reduce opex and capex, accelerate time-to-market and 
achieve the high level of automation and flexibility in 
service provisioning that the Cloud Computing 
paradigm can offer [5]. On the other hand, however, 
the outburst of innovative services and applications 
coming from the internet world is generating an ever-
increasing demand for low cost and energy-efficient 
processing power, which can be hardly satisfied only 
by the technological evolution of general purpose 
CPU’s [1]. Ultra-high definition video, augmented 
reality, motion recognition, face recognition, just to 
mention a few, are typical applications which 
necessitate the use of h/w acceleration, to be adopted 
in highly interactive services with low response time . 
A great interest is therefore rising on the use of h/w 
accelerators, and many different types of specialized 
devices are now available, to accelerate networking 
functions, video applications, cryptographic 
algorithms, audio coding, etc. [6]. Among these, 
general purpose GPU’s represent a very appealing 
solution, owing to their high computation 
performance (one or two order of magnitude faster 
than a general purpose CPU) and relatively low cost, 
guaranteed by the huge demand of such devices 
originated by the gaming market [7]. With respect to 
the extremely complex and closed-source graphic 
processors available a decade ago, current GPU’s can 
be programmed with general purpose, high level 
languages, such as CUDA (by NVIDIA [7]) or 
OpenCL, coming from the open source community. 
Moreover, effective development and 
debugging/profiling tools are also at hand, and are 
continuously enhanced by device manufacturers, to 
facilitate the rapidly increasing community of GPU 
developers [7], [8]. However, to fully exploit the 
huge potentialities offered by GPU’s to the cloud 
computing context, it is necessary to extend 
virtualization also to this type of processors. 
Fortunately, many activities have been ongoing in 
this field in the last years [9]-[11]. The first attempts 
to virtualize GPU’s have been made in the areas of 
scientific computing and education, to share highly 
expensive GPU clusters, often under-utilized, among 
a larger number of users. The next step was moving 
GPU’s to the cloud within the “Infrastructure as a 
Service” framework. However, even if many research 
efforts have been spent so far, Amazon is probably 
the only known example of a major OTT provider 
offering access to GPU-enabled services to its 
customers [11]. However, when moved to the NFV 
context, the problem of virtualizing h/w accelerators 
must be addressed with a much wider scope: such 
resources, in fact, must be managed at all levels, from 
the offering of accelerated VNF’s to the customers, to 
the lowest-level technology aspects at the 
infrastructure level. A relevant objective of the T-
NOVA project is to fully address this wide scenario, 

by providing an overall framework which will allow 
to easily developing and straightforwardly bringing to 
the market high performance NFV’s. In the High 
Performance Computing domain, this will lead to the 
combination of the disruptive performances of GPU-
based accelerators, with the benefits brought about by 
the NFV concepts. To this end, however, the GPU 
virtualization problem must be firstly addressed.  
 

A. GPU Virtualization 
 In the virtualization context, the problem of 
virtualizing a GPU is now well-known, and can be 
stated as follows: a guest Virtual Machine (VM), 
running on a hardware platform provided with GPU-
based accelerators, must be able to concurrently and 
independently access the GPU’s, without incurring in 
security issues [10],[11]. Many techniques to achieve 
GPU virtualization have been presented. However, all 
the proposed methods can be divided in two main 
categories, which are usually referred to as API 
remoting [11] (also known as split driver model or 
driver Para virtualization) and PCI pass-through [11] 
(also known as direct device assignment [11]), 
respectively.  

1) API remoting  
Various approaches based on API remoting have 
been proposed in the literature. The most well-known 
solutions are rCUDA [9], gVirtuS [10],vCUDA [11], 
and GVim [10]. All such approaches adopt a similar 
scheme, which consists in splitting the GPU driver 
into a front-end and a back-end driver. The front-end 
driver is included in each VM. The backend driver 
runs in a privileged domain (like the Dom0 in Xen, 
[11]) and includes the GPU drivers and (in the case of 
NVIDIA devices) the CUDA library. Calls to the 
GPU library made within a VM are sent from the 
front-end to the back-end driver, which executes the 
CUDA API on the physical GPU on behalf of the 
VM. This way, many VM’s can concurrently interact 
with one physical GPU; in particular, a software 
emulation of the GPU can be assigned to each VM. 
However, the performance of such techniques can be 
adversely affected by the performance of the 
transport channel between the frontend and the back-
end drivers, as well as by the amount of data (which 
is application-dependent) that must be moved 
[10],[11]. The open source rCUDA framework seems 
to be the most popular API-remoting technique to 
virtualize GPU’s. Its main advantages with respect to 
the other techniques quoted above are its hypervisor-
independence, as well as its maintained alignment 
with the popular CUDA API’s [9].  

2. Pass-through 
Pass-through techniques are based on the pass-
through mode made available by the PCI-Express 
channel [10],[11]. To 2015 IEEE International Black 
Sea Conference on Communications and Networking 
(BlackSeaCom) 138 perform PCI pass-through, an 
Input/output Memory Management Unit (IOMMU) is 
used. The IOMMU acts like a traditional Memory 
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Management Unit, i.e. it maps the I/O address space 
into the CPU virtual memory space, so enabling the 
access of the CPU to peripheral devices through 
Direct Memory Access channels. The IOMMU is a 
hardware device which provides, besides I/O address 
translations, also device isolation functionalities, thus 
guaranteeing secure access to the external devices 
[11]. Currently, two IOMMU implementations exist, 
one by Intel (VT-d) and one by AMD (AMD-Vi). To 
adopt the pass-through approach, this technology 
must also be supported by the adopted hypervisor. 
Nonetheless, Xenserver, open source Xen, VMWare 
ESXi, KVM and also the Linux containers can 
support pass-through, thus allowing VM’s accessing 
external devices such as accelerators in a secure way 
[11]. The performance that can be achieved by the 
pass-through approach are usually higher than the one 
offered by APIremoting [10], [11]. Also, the pass-
through method gives immediate access to the latest 
GPU drivers and development tools [11].  
 

 
Fig.1 High level T-Nova architecture scheme 

 
A comparison between the performance achievable 
using different hypervisors (including also Linux 
Containers) is given in [11], where it is shown that 
pass-through virtualization of GPU’s can be achieved 
at low overhead, with the performance of KVM and 
of Linux containers very closed to the one achievable 
without virtualization. One major drawback of pass-
through is that it can only assign the entire physical 
GPU accelerator to one single VM. Thus, the only 
way to share the GPU is to assign it to the different 
VM’s one after the other, in a sort of “time sharing” 
approach [11]. This limitation can be overcome by a 
technique also known as Direct Device Assignment 
with SR-IOV (Single Root I/O Virtualization) [11]. A 
single SR-IOV capable device can expose itself as 
multiple, independent devices, thus allowing 
concurrent hardware multiplexing of the physical 
resources. This way, the hypervisor can assign an 
isolated portion of the physical device to a VM; thus, 
the physical GPU resources can be concurrently 
shared among different tenants. However, to the best 
of the author’s knowledge, the only GPU enabled to 
this functionality belongs to the recently launched 
NVIDIA Grid family [11]; also, the only hypervisors 
which can currently support this type of hardware 
virtualization are VMWare Sphere and Citrix 

XenServer 6.2. However, since also KVM can now 
support SR-IOV, there is a path towards the use of 
GPU hardware virtualization also with this hypervisor 
[10],[11].  
 
III. THE T-NOVA ARCHITECTURE  
 
The T-NOVA project aims at developing an 
innovative solution to offer, deploy and manage 
VNF’s over composite (Network/IT) infrastructures. 
A high-level view of the TNOVA architecture is 
depicted in fig.1. Fig.1 High level T-Nova 
architecture scheme With respect to the standard 
NFV framework defined by ETSI [3], T-NOVA 
proposes various innovative aspects. A first novel 
concept is the offering of VNF’s as value-added 
services, by Function Developers directly to the 
Customers. To this end, T-NOVA introduces the 
“Network Function Store”, following the successful 
paradigm of the OS-specific “App Stores” for smart 
phones and tablets. The Network Function Store is a 
repository of VNFs, published as independent entities 
and accompanied with the necessary metadata. Based 
on the information contained in the metadata, 
customers can select from the store the virtual 
appliances, “plug” them into their existing 
connectivity services, and configure/adapt them 
according to their needs [5]. Service request and 
initiation are carried out via a front-end/brokerage 
platform, the Marketplace. This way, customers can 
navigate in the Marketplace, select services and 
virtual appliances, and negotiate the associated 
Service Level Agreements (SLA) and billing models. 
Several roles are involved in this T-NOVA chain; 
their relationships have been analysed in depth, to 
suitably design the overall system, taking into 
account the commercial impacts of the chosen 
implementation. In particular:  
 End User (EU): is the end consumer of the service, 
which is acquired by the Customer. 
 Customer (C): The T-NOVA Customer purchases 
TNOVA services.  
 T-NOVA Service Provider (SP): The SP supplies a 
finished product to end customers. Services offered to 
end customers can be single functions or a 
combination of functions from different Function 
Providers (FP). The SP may own the network 
infrastructure or not.  
 Function Provider (FP): The FP supplies virtual 
network appliances and commercializes NFs through 
the T-NOVA SP.  
 Cloud Infrastructure Provider: provides the cloud 
infrastructure the VNF’s run on.  
 Network Infrastructure Provider: provides the 
physical connection to the cloud infrastructure. 
 Fig.2 represents the relationship among the T-NOVA 
roles, in its most simplified form. And also T-NOVA 
simplest business scenario In this context, T-Nova 
also addresses the problem of using h/w acceleration 
in VNF’s. To this end, the project is developing a set 
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of reference VNF’s, some of which rely on h/w 
acceleration. In particular, one of the VNF’s is a 
virtual Session Border Controller, which includes a 
video transcoding unit [6]. This transcoding unit will 
be provided in two versions, one with GPU-based 
h/w acceleration, one without, which can run on a 
standard server. This way, the situation in which a FP 
provides the same VNF with two “flavours”, i.e. with 
and without h/w  

 
Fig. 2 T-NOVA simplest business scenario 

 
Acceleration, is created. Such versions are both 
offered to Customers through the marketplace. 
Customers can select the version which best matches 
their needs by comparing costs and performance 
summarized in VNF metadata. Once customers have 
made their choice through the Marketplace, the T-
Nova architecture must accommodate the selected 
VNF’s into the network, and automatically manage 
their lifecycle. This task is accomplished by the T-
Nova orchestration platform, with the support of the 
Virtualized Infrastructure Management layer. A. the 
T-NOVA orchestrator platform The T-NOVA 
architecture adopts a layer stratification approach, in 
which Orchestration is positioned between the 
Service Layer and the Infrastructure Management 
layer. A simplified scheme representing such 
Orchestrator architecture is shown in fig.3. The 
interested reader can find a more detailed description 
in [5]. In the following, for the sake of brevity, only 
the aspects related to the management of the 
accelerated VNF’s will be briefly described and 
discussed. The capabilities of the T-NOVA 
Orchestrator extend beyond traditional cloud 
management, as the T-NOVA scope is not restricted 
to a single Data Center. The Orchestrator thus needs 
to manage and monitor Wide-Area Networks 
(WANs) as well as distributed cloud 
(compute/storage) services and resources in order to 
couple basic network connectivity services with 
added-value VNFs. Also, the Orchestration layer 
includes capabilities that can improve the deployment 
of VNFs onto private, heterogeneous cloud, 
including:  Application assignment to hardware 
platforms which can adopt h/w accelerators, such as 
the GPU for the case of the video transcoding unit.  
Allocation of a SR-IOV virtual function to VMs 
running VNFs that can benefit from that capability.  
Enabling live-migration.  

Fig.3 T-NOVA orchestration platform – simplified 
scheme. The Orchestrator hosts all the appropriate 
modules for these tasks (see fig.3). In particular:  
Resource Repository module - this includes a 
network topology service, featuring a flexible 
representation of the network infrastructure and of the 
available IT resources for VNF hosting. The 
repository must contain all the relevant information 
about h/w accelerators included in the infrastructure, 
in order to assist the Resource Mapping module.  
 

 
Fig.3 T-NOVA orchestration platform – simplified scheme. 

 
 Resource mapping module – implements a novel 
resource mapping algorithm, tailored for virtual VNF 
deployment. The mapping algorithm accommodates 
VNF’s into the infrastructure according to the type of 
resources they need. Also, the mapping algorithm 
must satisfy the constraints given by the SLA, with 
the aim of maximizing/minimizing ad hoc objective 
functions, to optimize network resources.  
 Connectivity Management module - depending on 
the customers’ needs and the negotiated SLA, this 
step involves instantiation of virtual networks and 
QoS provision.  
 Cloud Management module – communicates with 
the underlying Cloud Controller API (e.g. 
OpenStack) to allocate computing and storage 
resources for VNF instantiation  
 NF Management module – parameterizes the 
deployed VNFs, (virtual interface configuration and 
addressing, traffic selection, configuration of NF 
parameters etc.)  
 Monitoring and Optimization module – constantly 
monitors networking and computing/storage assets 
and optimizes them by triggering decisions e.g. for 
VM resize/migration or virtual network 2015 IEEE 
International Black Sea Conference on 
Communications and Networking (BlackSeaCom) 
140 reconfiguration.  
 High Availability module – performs detection and 
forecast of operational anomalies. The module also 
triggers fault mitigation procedures (e.g. VM 
migration, network re-planning etc.) when an 
anomaly is detected. However, to fully implement the 
required level of flexibility and intelligence in VNF’s 
management, the Orchestrator platform needs to 
suitably interact with the Infrastructure virtualization 
and management layer.  
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Infrastructure Virtualisation and Management ETSI 
has focused its efforts on the deployment of NFV’s 
using commercial server platforms [3]. T-NOVA 
aims at enhancing this NFV concept by focusing on 
the management of h/w accelerators also at the 
infrastructure level. In TNOVA, the Infrastructure 
Virtualization and Management (IVM) layer is 
responsible for providing the hosting and execution 
environment for VNFs. It consists of the Network 
Function Virtualised Infrastructure (NFVI) domain, 
combined with a Virtualised Infrastructure Manager 
(VIM) and a Transport Network Manager (TNM) [5]. 
NFVI control and management is carried out by the 
VIM in unison with the Orchestrator: the VIM 
orchestrates compute, storage and networking 
virtualized resources, while VNF orchestration is 
under the responsibility of the Orchestration layer, 
given its wide view of the overall T-NOVA system 
and centralized coordination role. The Transport 
Network Management provides the connectivity to 
VNF’s allocated in more than one NFVI-PoP. A 
fundamental task of the IVM is to retrieve the 
information about the presence and characteristics of 
h/w accelerators in the infrastructure, and provide 
such information to the resource repository. To this 
end, the TNOVA project will contribute to the so 
called Enhanced Platform Awareness concept, i.e. the 
capability to deal with heterogeneous devices at the 
infrastructure level. To this end, ad hoc agents will 
run in the infrastructure nodes, in order to retrieve all 
the information about physical resources and in 
particular about h/w acceleration devices, so as to 
forward the needed intelligence through appropriate 
interfaces to the Orchestration layer.  
 

 
Fig.4: Fog computing in social network 

 
In fig 4 represents the Social Networking App 
running on a smartphone device connects to a nearby 
router which offers the Social Networking Service 
(i.e., possibly running on a Vehicle Node, for 
example). Users can communicate with other users, 
or mass message other teams or team members. They 
can also choose to post messages to an external 
Twitter account, for example. It is important to note 
that such messages will be available in the Fog, as 
well as on their Twitter profiles - thus, an external 
service like Twitter is mirrored in the Fog. All data 
from Twitter is pulled regularly by the Internet 

Gateway and sent to the Fog (see above figure) so 
that the data stays synchronized. 
 
CONCLUSION 
 
The combination of the main NFV concepts with the 
use of High Performance Computing h/w accelerators 
based on Graphical Processing Units has been 
analysed and discussed. The NFV architecture 
proposed by the T-NOVA project is a meaningful 
example of how such a combination can create an 
innovative scenario for the flexible and dynamic 
management of innovative services exploiting h/w 
acceleration devices.  
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