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Abstract— Data mining is an important technology for extracting useful patterns from large amount of data. But there are 
negative social perceptions about data mining, the most important ones being potential privacy invasion and potential 
discrimination. In data mining, discrimination is a very important issue when considering the legal and ethical aspects of 
privacy preservation. Most people do not have a wish to be discriminated on the basis of their race, nationality, religion, age 
and so on. The problem of discrimination mainly arises when these kind of attributes are used for making decisions such as 
giving them a job and loan. For this very reason, discovering such attributes and eliminating them from the training data 
without affecting their decision-making utility is essential. Beyond discrimination discovery, a more challenging issue is to 
prevent knowledge-based decision support systems from making discriminatory decisions. The  approaches for anti-
discrimination techniques are studied in this paper. 
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I. INTRODUCTION  
 
Discrimination is the treatment or consideration of a 
person or thing based on the category to which that 
person or thing is perceived to belong to rather than on 
individual merit. Due to this, several anti-
discrimination laws exist to avoid discrimination, but 
almost all of them are reactive instead of being 
proactive. Several decision-making tasks lend 
themselves to discrimination, such as granting of loan, 
education, staff selection, etc. In many applications, 
decision-making tasks are supported by information 
systems. Given a set of information items about a 
normal customer, an automated system decides 
whether a customer is to be recommended for a credit 
or a certain type of life insurance. This type of 
automated decisions reduces the workload of the staff 
of the corresponding organizations. The use of these 
information systems for decision making in data 
mining technology  has attracted the attention of many 
in the field of computer applications. As a result, 
automated data collection and data mining techniques 
such as association rule mining have been designed 
and are widely used today for making automated 
decisions.  
 
Automating decisions give a sense of fairness - 
decision rules are not guided by personal preferences. 
However, in a closer look, one realizes that 
classification rules are actually learned by the system 
based on training data. If this training data is  already 
biased for or against a particular community (for 
example, foreign workers),then there is a chance for 
the occurrence of discrimination. Discovering such 
potential biases and eliminating them from the 
training data without harming their decision making 
capability is therefore highly desirable. 
Data mining can be both a source of discrimination 
and a means for discovering discrimination. 
Discrimination can be either direct or indirect. When 

the decision making occurs based on some sensitive 
attributes, it is called direct  discrimination. When the 
decision making is based on non-sensitive attributes 
that are related to some sensitive attributes, it is called 
indirect discrimination. Direct discrimination consists 
of rules that explicitly mention the disadvantaged 
groups, while indirect discrimination consists of rules 
that do not explicitly mention such groups, but lead to 
discriminatory decisions. It is challenging if there is 
need to prevent not only direct discrimination,  but 
also indirect discrimination or both.  
 
Several approaches already exist for the prevention of 
discrimination in data mining. These are classified on 
the basis of two dimensions. The first dimension 
considers if the approach deals with only direct 
discrimination, or indirect discrimination, or both. 
Based on this dimension, the discrimination 
prevention approaches are divided into three groups: 
direct discrimination prevention approaches, indirect 
discrimination prevention approaches, and 
direct/indirect discrimination prevention approaches. 
The second dimension relates to the phase of data 
mining where discrimination prevention occurs. 
Accordingly, approaches for discrimination 
prevention fall into following three types: 
 

1. Preprocessing:- The original dataset is 
cleaned to make it discrimination free before 
applying any rules.  Any of the standard data 
mining algorithms can be used for this 
purpose. 

2. In-processing:- The data mining algorithms 
are changed in such a way that the resulting 
models do not contain discriminating rules. 
Special-purpose data mining rules are used 
for here. 

3. Post-processing:- The resulting data mining 
models are modified, instead of cleaning the 
data or changing the algorithm. 
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Fig. 1. Block diagram of discrimination processing for 

Preprocessing and Post-processing 
 
The rest of the paper is organized as follows. Section 
II includes the available literature on the various 
approaches for discrimination prevention in data 
mining, Section III includes a comparative study of 
those approaches and Section IV gives the summary 
for the topic. 
 
II. LITERATURE SURVEY 
 
In data mining, classification models are constructed 
on the basis of historical data for distinguishing 
between elements of different classes, in order to 
unveil the reasons of class membership, or to predict it 
for unclassified samples. In either cases, classification 
models can be adopted as a support to decision 
making, as well as in socially sensitive tasks such as 
the access of applicants to benefits, to public services, 
and to credit. It is evident that relying on mined 
models for decision making does not put ourselves on 
the safe side. Rather, learning from historical data may 
mean to discover traditional prejudices that are 
harmful in reality, and to assign to such practices the 
status of general rules, maybe unconsciously, as these 
rules can be deeply hidden within a classifier. 
 
D. Pedreschi et al. [3] were the first to address the 
discrimination problem from the point of view of 
knowledge discovery from databases. The problem of 
discrimination in data mining was addressed in a rule-
based manner, by introducing the notion of 
discriminatory classification rules, in order to identify 
the potential risks of discrimination. This approach 
belongs to the preprocessing method of discrimination 
prevention. It has been shown that discrimination may 
be hidden in knowledge discovery models extracted 
from databases, and classification rule models are 
considered.  
 
α−protection was introduced as a measure of the 
discrimination power of a classification rule 
containing one or more discriminatory items. The idea 
is to define such a measure as an estimation of the 
gain in precision of the rule due to the presence of the 
discriminatory items. The desired level of protection 

against discrimination was tuned using α−parameter 
as the key. This approach is based on mining 
classification rules and reasoning on them on the basis 
of quantitative measures of discrimination that 
formalize legal definitions of discrimination. The 
limitation of this approach is that it needs to manually 
check the α−protection levels.  
 
Direct discrimination was modeled through potentially 
discriminatory rules, which are classification rules A, 
B → C that contain potentially discriminatory itemsets 
A in their premises. It has been shown that there is 
always a unique split of the premise into a Potentially 
Discriminatory part and a Non-Potentially 
Discriminatory part. A PD rule does not necessarily 
provide evidence of discriminatory actions. In order to 
measure the amount of discrimination that a rule 
imposes, the notion of α−protection was introduced as 
a measure of the discrimination power of a PD 
classification rule. The idea was to define such a 
measure as the relative gain in confidence of the rule 
due to the presence of the discriminatory itemsets.  PD 
classification rules are extracted from a dataset 
containing discriminatory itemsets. Concerning 
indirect discrimination, rules of the form D, B → C 
that are potentially non-discriminatory (PND), i.e., 
that do not contain PD itemsets, were considered. 
They were extracted from a dataset which may or may 
not contain PD itemsets. While apparently safe, PND 
rules may also lead to discrimination.   
 
The concept of Classification with No Discrimination 
(CND) was formally introduced in (Kamiran Calders, 
2009)[9] as follows: Classification models are trained 
on historical data for the prediction of class labels of 
unknown data samples. Often, however, the historical 
data is biased towards certain groups or classes of 
objects. Simply removing the discriminatory attribute 
from the training data in the learning of a classifier for 
the classification of future data objects was not 
enough to solve this problem, because often other 
attributes will still allow for the identification of the 
discriminated community (Kamiran Calders, 2009).  
 
So, a method was proposed based on first massaging 
the data by changing class labels of selected objects in 
the training data in order to obtain a discrimination 
free dataset. In order to massage the data, first a ranker 
was learned for predicting the class attribute without 
taking into account discrimination. This ranker was 
then used to rank the data objects according to their 
probability of being in the desired class, e.g., job = 
yes. The class labels of the most likely victims 
(training instances of the discriminated community 
with a negative label but a high positive class 
probability) and profiters (training instances of the 
favored community with a positive label but a low 
positive class probability) were changed. The 
modified data was then used for learning a classifier 
with no discrimination for future decisions. 
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One disadvantage of massaging the data, however, 
was that it was very intrusive. So, Kamiran F, et al. [4] 
developed a new solution to the CND problem by 
introducing a sampling scheme for making the data 
discrimination free instead of relabeling the dataset. 
This approach was based on preprocessing method of 
discrimination prevention. A Preferential Sampling 
(PS) scheme was introduced to make the dataset bias 
free, by sampling the data objects with replacement. In 
PS the idea was that data objects close to the 
borderline were more prone to have been 
discriminated or favored due to discrimination in the 
dataset and they were to be given preference while 
sampling. This approach dealt with changing the 
distribution of different data objects for a given data to 
make it discrimination free. The distribution of these 
borderline objects was changed to make the dataset 
discrimination free. To find the least certain elements, 
a ranking function, learned on the original data, was 
used to identify the data objects close to the 
borderline. Then, based on the sanitized data, a non-
discriminatory model could be learned. Since this 
model was learned on non-discriminatory data, it 
reduced the prejudicial behavior for future 
classification. It helped in obtaining good results with 
both stable and unstable classifiers, and mitigated the 
discrimination level by maintaining high accuracy 
level. 
 
F. Kamiran, et al. [5] then went on to present the 
construction of a decision tree classifier without 
discrimination. Given a labeled dataset and a sensitive 
attribute, the goal of discrimination-aware 
classification was to learn a classifier for predicting 
the class label that did not discriminate with respect to 
the sensitive attribute. Such constraints are called 
independency constraints.  
The approach belongs to in-processing method of 
discrimination prevention. They have considered 
discrimination aware classification as a multi-
objective optimization problem. The following two 
techniques were proposed for incorporating 
discrimination awareness into the decision tree 
construction process:  

• Dependency-Aware Tree Construction: When 
evaluating the splitting criterion for a tree node, not 
only its contribution to the accuracy, but also the level 
of dependency caused by this split were evaluated.  

• Leaf Relabeling: Normally, in a decision tree, the 
label of a leaf is determined by the majority class of 
the tuples that belong to this node in the training set.  
 
In leaf relabeling the label of selected leaves was 
changed in such a way that dependency was lowered 
with a minimal loss in accuracy. A relation exists 
between finding the optimal leaf relabeling and the 
combinatorial optimization problem KNAPSACK. 
Based on this relation an algorithm was proposed.  
The decision trees were constructed with non-
discriminatory constraints. This was a different 

method for addressing the discrimination-aware 
classification problem. Here, the non-discriminatory 
constraint was pushed deeply into a decision tree 
learner by changing its splitting criterion and pruning 
strategy by using a novel leaf relabeling approach. It 
outperforms the other discrimination aware techniques 
by giving very low discrimination scores and 
maintaining high  accuracy. This approach is suitable 
for cases in which training set is discriminatory and 
test set is non-discriminatory. 
 
T. Calders et al. [6] presented a modified Naive Bayes 
classification approach. This approach belongs to 
post-processing method of discrimination prevention. 
The classification task was performed by focusing on 
independent sensitive attributes. This type of behavior 
occurs, when the decision process that leads to the 
labels in the dataset is biased with respect to sensitive 
attributes. This approach was motivated by many case 
studies of decision making, where laws deny a 
decision that was partly based on discrimination. 
Three approaches were proposed to tackle the problem 
of discrimination-aware classification with Naive 
Bayes classifiers:  

• Modifying Naive Bayes: the observed 
probabilities in a naive Bayes model were modified in 
such a way that its predictions become discrimination- 
free.  

• Two Naive Bayes models: a model was trained 
for every sensitive attribute, and then balanced 
afterwards. 

• A latent variable model: a latent variable L was 
introduced,reflecting the latent true class of an object 
without discrimination, and the probabilities in the 
model were then learned with the expectation 
maximization technique.  
All three methods were evaluated experimentally on 
an artificial and a real-life dataset, and the two-models 
approach outperformed the model with the latent 
variable. 
 
Salvatore et al. [7] developed the DCUBE system 
based on an existing approach of discrimination 
prevention. Discrimination discovery in databases 
consists of the actual discovery of discriminatory 
situations and practices hidden in a large amount of 
historical decision records. The process of data 
analysis must then be supported by tools that 
implement legally-grounded measures and reasonings. 
The DCUBE system was implemented on the basis of 
classification rule extraction and analysis, by 
centering the analysis phase around an Oracle 
database. DCUBE is an analytical tool supporting the 
interactive and iterative process of discrimination 
discovery. The intended users of DCUBE included: 
owners of socially sensitive decision databases, anti-
discrimination authorities and auditors, researchers in 
social sciences, economics and law. This approach 
had the following benefits: minimization of the 
learning gap for data analysts already acquainted with 
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relational databases; partial automation of the process 
of discrimination discovery through routinely 
scheduled executions of rule extraction and query 
snippets; efficiency of the query snippet executions; 
extensibility of the analysis, for example, by defining 
additional measures and query snippets. DCUBE tool 
helped in guiding the users about the legal issues 
about discrimination hidden in data, and through 
several legally-grounded analysis to deal with 
discriminatory situations. It also helped in providing 
knowledge to users about discrimination facts in a 
user friendly manner.  
 
All the methods developed till then suffered from two 
major shortcomings:  

• They require either modifying the discriminatory 
data or tweaking a specific classification algorithm. 

• They are not flexible when considering 
discrimination control and multiple sensitive attribute 
handling. 
 
K. Asim et al. [8] developed two flexible and easy 
solutions for discrimination- aware classification 
based on an intuitive hypothesis: discriminatory 
decisions are often made close to the decision 
boundary because of decision makers decisions. Two 
solutions were presented for discrimination-aware 
classification that neither require data modification 
nor classifier tweaking. The first and second solutions 
exploit, respectively, the reject option of probabilistic 
classifier(s) and the disagreement region of general 
classifier ensembles to reduce discrimination. 
The first solution, called Reject Option-based 
Classification (ROC), utilized posterior probabilities 
produced by one or more probabilistic classifiers to 
identify instances for labeling in a manner that 
neutralized the effect of discrimination. The second 
solution, called Discrimination-Aware Ensemble 
(DAE), utilized an ensemble of classifiers to identify 
instances on which it disagreed for labeling in a 
manner that reduced discrimination. Both solutions 
provided an excellent control over the accuracy-
discrimination trade-off for the future classifications. 
These easy-to-use and flexible solutions utilized 
decision theory to make standard probabilistic 
classifiers (ROC) and classifier ensembles (DAE) 
discrimination-aware. Both ROC and DAE ensured 
discrimination-aware classifications at run-time 
without data modification or algorithm tweaking. 
ROC can also be interpreted as a cost-based 
classification method in which the cost of 
misclassifying a deprived group instance as negative 
is much higher than that of misclassifying a favored 
group instance as negative. 
 
S Hajian et al. [1] addressed the problem of direct and 
indirect discrimination prevention in data mining by 
developing an approach belonging to preprocessing 
method of discrimination prevention. They developed 
new techniques applicable for direct or indirect 

discrimination prevention individually or 
simultaneously, as an extension to their earlier 
work[2]. The traditional approaches for discrimination 
prevention consider only one discriminatory attribute. 
They can deal with either direct discrimination or 
indirect discrimination but not both. This approach 
used various methods to clean training data sets and 
outsourced data sets in such a way that direct and/or 
indirect discriminatory decision rules are converted to 
legitimate (non-discriminatory) classification rules. It 
included the following phases: Discrimination 
measurement and Data Transformation. The first 
phase dealt with direct and indirect discrimination 
discovery that included identifying α−discriminatory 
rules and redlining rules. The redlining rules require 
background knowledge that might be obtained from 
the original data set itself because of the existence of 
non-discriminatory attributes that were closely related 
with the sensitive attributes in the training data set. 
The various steps involved were:  

• The first step was to measure discrimination and 
identify categories and groups of individuals that had 
been directly and/or indirectly discriminated in the 
decision-making processes;  

• The second step was to transform data in the 
proper way to remove all those discriminatory biases.  

• Finally, discrimination-free data models could be 
produced from the transformed data set without 
seriously damaging data quality. 
 
III. COMPARATIVE ANALYSIS 
 
This section illustrates comparative analysis of various 
approaches used for discrimination prevention along 
with their advantages and limitations. The 
comparative study is shown in Table 1. 
 
CONCLUSION  
 
Along with privacy, discrimination is a very important 
issue when considering the legal and ethical aspects of 
data mining. It is obvious that most people do not 
want to be discriminated because of their gender, 
religion, nationality, age and so on, especially when 
those attributes are used for making decisions about 
them like giving them a job, loan, insurance, etc. The 
perception of discrimination, just like the perception 
of privacy, strongly depends on the legal and cultural 
conventions of a society.  
Here, a survey of various approaches for 
discrimination prevention in data mining has been 
presented.  From the survey, it can be observed that 
approaches based on preprocessing methods are 
flexible to use than the other two methods since, 
preprocessing involves transforming dataset so as to 
remove discriminatory biases from it. The approach[1] 
is more efficient than the other mentioned approaches 
since it can handle direct as well as indirect 
discrimination simultaneously along with preserving 
data quality. 
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TABLE I. COMPARATIVE ANALYSIS 
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