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Abstract- Often large real world databases encounter scenarios where a single entity (a person, a place, a country etc.) is 
stored as two or more separate entities. This results in duplication and redundancy which can be the root cause of irrelevant 
or undesired information when we process these datasets to churn out meaningful results. For instance, a database which 
stores all the country names can have ‘South Africa’ and ‘Republic of South Africa’ as two separate entities. This paper 
proposes an approach to map such entities, purge the duplicate ones and reconcile the database to make sure all foreign key 
references to the purged entities are updated to point to the entities that are being persisted. Our experiments on large real 
world databases with more than a million entries yielded results with high coverage and precision. 
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I. INTRODUCTION 
 
Conflation in the general sense of the term is the 
process of fusing two or more items into one. In the 
world of bits and bytes, it is more specifically referred 
to as the process by which two or more entities can be 
classified as one and the same. 
 
An entity can be anything which has a unique identity, 
like an individual, a place, a sports team, a music band 
etc. When dealing with large structured datasets of 
entities, more often than not we come across entities 
which are the same but are stored as distinct entities 
just because they have not been conflated.  
 
This results in duplication and redundancy which can 
be the root cause of irrelevant or undesired data when 
we process these datasets to churn out meaningful 
results. 
For example, let us say I am trying to build a webpage 
for a sports tournament which shows the statistics of 
the participating teams. Now, I have two sources of 
data to help me with this, one which gives me the 
team details and its ranking in the tournament as 
shown in Table I and the other source which gives me 
the team details and statistics like games played, 
games won, games lost etc. as show in Table II. To be 
able to map a team’s ranking to its corresponding 
statistics, I need to match the team details from the 
two sources and find the right pairs. 
 
This process of finding the right pairs is termed as 
conflation. The result can be observed in the Table III. 
 

TABLE 1 TEAMS AND THEIR RANKINGS 

 

TABLE 2 TEAMS AND THEIR STATISTICS 

 
 
TABLE 3 TEAMS POST CONFLATION ENABLING THEIR 
RANKING AND STATISTICS TO BE LISTED TOGETHER 

 
 
Obviously, this looks simple when we are talking 
about 3 entities with one parameter which can 
uniquely identify them (Team Name in the above 
example). But as they say, there are no free lunches in 
real life. Things start to get complex and tricky when 
we talk about millions of entities in a real world 
database where no single or even group of parameters 
can uniquely identify the set of same entities.  
 
It doesn’t end here. Once we find the conflation map, 
we should reconcile the database to remove the 
duplicate entity and update all its foreign key 
references to point to the entity which we are going to 
persist. 
 
In this paper I have proposed a series of steps which 
can accomplish this task successfully with a high 
precision and accuracy in a real world database with 
over a million entities. 
 
II. PROPOSED APPROACH 
 
The utmost important thing while conflating entities is 
to keep in mind that accuracy always takes precedence 
over coverage of conflation. For example, suppose I 
want to display the stock price of companies where 
the requirement is to display the logos of the company 
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next to the stock details. Now, if the source of the logo 
and the stock price are wired in from two separate 
sources, I need to be sure that the conflation map 
ensures the accuracy of the logo and stock price pair. 
Else, imagine the company logos or stock price 
getting exchanged and causing possible cases of 
liability or nonetheless a bad experience. 
 
The proposed approach outputs a map of the conflated 
entities with a confidence score. Higher the 
confidence score, higher the probability that the 
entities are indeed the same. 
 
I’ll break down the approach in the following steps: 
 Choosing the parameters for conflation and 
classifying them as follows depending on the way in 
which they can contribute to the final confidence. 

 

 
Fig. 1. Types of parameters 

 
 Apply appropriate comparison techniques 
between the datasets from different sources depending 
on the type of the parameter being compared. For 
example, a string, a number, a date etc. 
 Combining the confidence scores from different 
parameters for each pair and choosing the one with the 
highest confidence. 
 Setting the threshold on the final confidence score 
for safe conflation. 
 Database reconciliation. 
 
A. Selection and classification of parameters 
While conflating any set of entities we need 
parameters on the basis of which we compare the 
entities. In real world databases we would almost 
never find one parameter by which we can 
conclusively or with a high confidence map or 
conflate the dataset. 
 
For example, let’s take two sample datasets for 
conflation. Table IV represents the details of a few 
football teams playing in one tournament and Table V 
represents few football teams playing in an another 
tournament. Assume that the source of the data for 
both leagues is different and hence each can have 
minor anomalies in the data which should be factored 
in while conflating the entities. 
 
Once this is done, we would choose and classify the 
parameters as per the Fig. 1. An important thing to 
keep in mind while choosing the parameters for 

conflation is to make a judicious selection such that 
the parameter can as much as possible can identify the 
entity uniquely. 
 

TABLE 4TEAM DETAILS FROM SOURCE 1 

 
 

TABLE 5 TEAM DETAILS FROM SOURCE 2 

 
 
Once we do this, it should be something like as 
follows: 
 
 Id – Can’t be chosen as a candidate parameter for 
conflation as it would likely be different for even the 
same teams depending on the source from which the 
data is coming. 
 Name – It will be classified as a Fractional 
parameter because we will apply a fuzzy string match 
algorithm on it and it will give us a score out of 1 
depending on how close the two team names 
compared were. We can’t classify it as a Boolean 
parameter because even same teams can have minor 
differences in team names depending on the source of 
the data. An example for this would be the team 
Cliftonville/Cliftonville FC in our example. We can’t 
say these two team names don’t match at all! Hence, 
we get a score of how closely these two names match 
and as evident we will get a high score. 
 Manager – A fractional parameter, similar to 
name. 
 Year Founded – I would classify this as a 
Boolean - Positive and a Negative contributor as it 
will contribute either positively to the confidence 
score in case the year founded matches or negatively 
in case it doesn’t. Also there is nothing like a partial 
match in this case. 
 Next Fixture – This will be classified as a 
Boolean – Negative only parameter because 
considering that the data for the teams are for different 
leagues, the date for the next fixture cannot overlap 
for the same teams. 
In case it does, it means the teams are not same and it 
will bring the confidence score down. But, if the dates 
do not match it doesn’t tell us that the teams are same 
because it might just be coincidence also. 
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B. Comparison Techniques 
Number / DateTime comparison in most languages is 
fairly simple. The trickier part is to do a fuzzy string 
match. The algorithm I prefer for this purpose is 
commonly known as the Dice’s coefficient. 
 
Why other algorithms are not as preffered? Existing 
algorithms, such as the Soundex Algorithm, Edit 
Distance, and Longest Common Substring, do not 
perform well against these requirements. The Soundex 
Algorithm is an equivalence algorithm, so simply 
states whether or not two strings are similar. However, 
it would not recognize any similarity between 
'FRANCE' and 'REPUBLIC OF FRANCE', as they 
start with different letters. The Edit Distance 
algorithm would acknowledge some similarity 
between the two strings, but would rate 'FRANCE' 
and 'QUEBEC' (with a distance of 6) to be more 
similar than 'FRANCE' and 'REPUBLIC OF 
FRANCE' (which have a distance of 12). The Longest 
Common Substring would give 'FRANCE' and 
'REPUBLIC OF FRANCE' quite a good rating of 
similarity (a common substring of length 6). However, 
it is disappointing that according to this metric, the 
string 'FRENCH REPUBLIC' is equally similar to the 
two strings 'REPUBLIC OF FRANCE' and 
'REPUBLIC OF CUBA' [2]. The Dice’s coefficient 
algorithm rewards both common substrings and 
common ordering of those substrings. 
 
How does the Dice’s coefficient algorithm work? Let 
us compare two words ‘HEALED’ and ‘HEARD’ for 
example. The first step would be to find the adjacent 
pairs in both these words which will be as follows:  
HEALED = {HE, EA, AL, LE, ED} 
HEARD = {HE, EA, AR, RD} 
Now, let’s apply the formula for dice’s coefficient: 

 
 
Similarity (HEALED, HEARD) = (2 x 2) / (5 + 4) 
    ~ 0.44 
 

TABLE 6 CONFIDENCE SCORE MATCHING TEAM ID 1 
FROM DATA SOURCE 1 WITH EVERY TEAM FROM 

SOURCE 2 

 

TABLE 7 CONFLATED TEAMS 

 
C. Choosing the pair with the highest confidence 
Now, let us try to find the confidence score of the 
team with id 1 from data source 1 (‘AIK’) with every 
team from the data source 2.  
 
We’ll end up recording the values summarized in 
Table VI. From this we conclude that the closest 
match to the team with id 1 from data source 1 
(‘AIK’) was correctly the team with id 6 from data 
source 2 (‘AIK’). Remember, these two teams might 
not be the same. This just lets us know the closest 
match. 
 
After doing this exercise for every team in data source 
1, we will end up with the Table VII. As evident, we 
are very confident about Cliftonville and Barcelona, 
weak for AIK, and highly pessimistic about Akwa 
United. All these conclusions are correct as only 
Cliftonville and Barcelona were the two teams from 
Source 1 which actually had a match in Source 2 in 
our sample data. ‘AIK’ was the perfect example for a 
pair of teams which even with exactly the same name 
are not the same. 
 
D. Setting the threshold 
Once we get the results, we should choose a threshold 
factoring in the leniency that we want to show 
depending on the requirements. For example, for the 
sample result above, the maximum confidence score 
or what we can call a perfect match would have been 
3. So, if I want a strict threshold, I would choose 
something like 2.75 and if I want a moderate threshold 
something like 2. 
 
E. Reconciling the database 
This is one of the trickiest part of the approach. Once 
we find our conflation map, the next requirement 
would be to remove the duplicate entity. We can 
broadly split this process into the following steps: 
 For each entry in the conflation map we 
should designate one source whose entity we want to 
persist. 
 Find all the references of the entity that we are 
going to purge and update them to point to the entity 
which we are going to persist. The SQL Query which 
can help to find all the foreign key references in a 
SQL server database can be something like this : 
 
SELECT 
    o1.name AS FK_table, 
    c1.name AS FK_column, 
    fk.name AS FK_name, 
    o2.name AS PK_table, 
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    c2.name AS PK_column, 
    pk.name AS PK_name, 
    fk.delete_referential_action_descAS Delete_Action, 
    fk.update_referential_action_descAS  
 
Update_Action 
FROM sys.objects o1 
INNER JOIN sys.foreign_keys fk 
ON o1.object_id = fk.parent_object_id 
INNER JOIN sys.foreign_key_columns fkc 
ON fk.object_id = fkc.constraint_object_id 
INNER JOIN sys.columns c1 
ON fkc.parent_object_id = c1.object_id 
AND fkc.parent_column_id = c1.column_id 
INNER JOIN sys.columns c2 
ON fkc.referenced_object_id = c2.object_id 
AND fkc.referenced_column_id = c2.column_id 
INNER JOIN sys.objects o2 
ON fk.referenced_object_id = o2.object_id 
INNER JOIN sys.key_constraints pk 
ON fk.referenced_object_id = pk.parent_object_id 
AND fk.key_index_id = pk.unique_index_id 
ORDER BY o1.name, o2.name, fkc.constraint_ 
column_id 
 Once we update all the foreign key references, we 
should finally purge the duplicate entity from the 
database. 
 
Remember, the database operations where we update 
the foreign key references of the entity we are purging 
and then finally the purging of the entity itself should 
be a single transaction failing which the database can 
enter an inconsistent state. 
 
III. SCOPE FOR IMPROVEMENT 
 
Conflation approaches should be tweaked with an aim 
to yield a higher coverage with a higher precision [5]. 
One thing which can be given a thought to be factored 
in the proposed algorithm can be the concept of 
‘Weighted Parameters’. 
 
The input parameters to be considered at the time of 
conflation can be assigned weightages. If it is felt that 
a parameter even though supporting the claim that two 
entities are same cannot be given the same importance 
as some of the other parameters, its weightage can be 
reduced.  
 

For example, let’s say that while conflating the teams 
in the above section we consider ‘Continent to which 
the team belongs’ as another parameter. Now, this 
parameter can match for many teams which are not 
the same for the simple reason that many teams will 
share the same continent, and hence cannot be given 
an equal weightage as compared to something like a 
‘Name’ parameter for instance. Nonetheless, it can at 
least play a part in case of two teams belonging to 
different continents. Hence if we factor this in with a 
reduced weightage, we can avail of all the good it can 
do without worrying about the over-inflated and 
unbalanced confidence score. 
 
CONCLUSION 
 
Databases dealing with entities will continue to 
stumble across situations where a single entity exists 
in more than one form and conflation techniques 
which factor in every possible parameter to purge 
these duplicate entities will be required. The best 
conflation techniques will be the ones that will hog as 
much information as possible about these entities and 
use it as inputs while trying to purge the duplicates. 
In this paper, we tried to come up with one such 
approach which scaled out very well in databases with 
more than a million entities. The approach mentioned 
not only prepares the conflation map of the duplicate 
entities but also reconciles the database by updating 
all the foreign key references of the entities to be 
purged to point to the entities which are being 
persisted and leaves the database in a consistent state. 
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