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Abstract - Recent mobile terminals are equipped with more than one network interfaces.  In order to utilize multiple interfaces 

in TCP communication at the same time, the multipath TCP (MPTCP) is standardized.  Since MPTCP has been introduced 
recently, it has some problems in its data transfer function.  For example, the data throughput will be degraded when the send 
socket buffer is limited even if the receive socket buffer is sufficient.  As another example, the standard congestion control 
algorithm may provide poor throughput when an MPTCP connection coexist with a single path TCP connection.  This paper 
explains the details of these problems through experimental performance evaluation.   
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I. INTRODUCTION 

 

Recent mobile terminals are equipped with multiple 

interfaces.  For example, most smart phones have 

interfaces for 4G Long Term Evolution (LTE) and 
WLAN.  However, the conventional Transmission 

Control Protocol (TCP) establishes a connection 

between a single IP address at either end, and so it 

cannot handle multiple interfaces in a mobile terminal 

at the same time.  In order to utilize the multiple 

interface configuration, Multipath TCP (MPTCP) [1], 

which is an extension of TCP, has been introduced in 

several operating systems, such as Linux, Apple 

OS/iOS [2] and Android [3].  Conventional TCP 

applications can use MPTCP as if they were working 

over conventional TCP and are provided with multiple 
byte streams through different interfaces.   

MPTCP is defined in three Request for Comments 

(RFC) documents by the Internet Engineering Task 

Force.  RFC 6182 [4] outlines architecture guidelines.  

RFC 6824 [5] presents the details of extensions to 

support multipath operation, including the 

maintenance of an MPTCP connection and subflows 

(TCP connections associated with an MPTCP 

connection), and the data transfer over an MPTCP 

connection.  RFC 6356 [6] presents a congestion 

control algorithm that couples the congestion control 

algorithms running on different subflows. 
MPTCP has some problems when subflows are 

established over heterogeneouspaths with different 

delay, such as LTE network and WLAN.  

Acknowledgments (ACKs) from a path with longer 

delay return later than those from a shorter delay path.  

This causes a head-of-line (HoL) blocking, in which 

data segments over a longer delay subflow block the 

window sliding while waiting for their ACKs [7].  In 

order to avoid this problem, MPTCP introduces a 

mechanism called the opportunistic retransmission 

and penalization (RP) [8].  When a data sender detects 
that new data cannot be sent out due to anHoL 

blocking over a specific subflow, it retransmits the 

oldest unacknowledged data through a subflow with 

the lowest RTT (opportunistic retransmission).   At the 

same time, the subflow which occurred this HoL 

blocking is punished by halving its congestion 

window (penalization).As for the flow control 

mechanism in MPTCP, we pointed out that the 
throughput is reduced when the send socket buffer size 

is insufficient and there are different transmission 

delays in subflows, in our previous paper [9].   

In the congestion control mechanism, on the other 

hand, MPTCP depends on the mechanism provided by 

individual subflows.  In order to couple and coordinate 

the increaseof congestion window in subflows, a new 

congestion control algorithms called Linked Increase 

Adaptation (LIA) is defined.  But, LIA is based on 

TCP Reno which uses the additive increase, and so it is 

expected that LIA is weaker than more aggressive 
algorithms such as CUBIC TCP.  We showed the 

performance evaluation of MPTCP congestion control 

in our yet another previous paper [10].   

This paper describes the problems of MPTCP flow 

control and congestion control in details.  The rest of 

this paper is organized as follows.  Section II explains 

the details of MPTCP.  Section III shows the result of 

performance evaluation for the MPTCP flow control.  

Section IV presents the result for the MPTCP 

congestion control.  In the end, Section V conclude 

this paper.   

 

II. DETAILS OF MPTCP 

 

A. Overview 

As described in Figure 1, the MPTCP module is 

located on top of TCP.  MPTCP is designed so that the 

conventional applications do not need to care about the 

existence of MPTCP.  MPTCP establishes an MPTCP 

connection associated with two or more regular TCP 

connections called subflows.  The management and 

data transfer over an MPTCP connection is done by 

newly introduced TCP options for MPTCP operation.   
When the first subflow is established, a TCP option 

called MP_CAPABLE is used within SYN, 

SYN+ACK, and the following ACK segments.  When 
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the following subflows are established, the MP_JOIN 

option is used so that the new TCP connections are 
associated with the existing MPTCP connection.   

 

 
An MPTCP implementation will take one input data 

stream from an application, and split it into one or 

more subflows, with sufficient control information to 

allow it to be reassembled and delivered to the receiver 
side application reliably and in order.  The MPTCP 

connection maintains the data sequence number 

independent of the subflow level sequence numbers.  

The data and ACK segments may contain a Data 

Sequence Signal (DSS) option depicted in Figure 2.    

The data sequence number and data ACK is 4 or 8 byte 

long, depending on the flags in the option.  The 

number is assigned on a byte-by-byte basis similarly 

with the TCP sequence number.  The value of data 

sequence number is the number assigned to the first 

byte conveyed in that TCP segment.  The data 

sequence number, subflow sequence number (relative 
value) and data-level length define the mapping 

between the MPTCP connection level and the subflow 

level.  The data ACK is analogous to the behavior of 

the standard TCP cumulative ACK.  It specifies the 

next data sequence number a receiver expects to 

receive.   

B. Flow Control 

We need to say that there is no window size field in the 

DSS option.  Instead, the window size contained in the 

TCP header is used for the flow control in MPTCP.  

That is, the flow control is performed for the data 
sequence number at the MPTCP connection level as 

well as the subflow level.  The control for the data 

sequence number is done in a way that the data 

sequence number is not more than the data ACK plus 

the window size.  It is also required that the upper 

window edge in the MPTCP connection level (the data 

ACK plus the window size) does not shrink.  In order 

to fully utilize the capacity of all subflows, a receiver 

needs to provide the followingbuffer space so that a 

sender can keep all subflows fully utilized [2].    

  (1) 

Here,n is the number of subflows, is the 

bandwidth of subflowi, and is the highest RTT 

among all subflows.  This equation means that an 

MPTCP connection can send data segments at full 

speed during the highest RTT, even if a loss event 

occurs.   

The mechanism to assign data to multiple subflows is 

called a scheduler.  There are multiple scheduler 

algorithms implemented or proposed.  The MPTCP 
implementation for Linux operating system supports 

the default scheduler, minRTT.  The minRTT 

scheduler first sends data over one subflow until its 

window is full.  Then, it starts transmitting over the 

next subflow.   

C. Congestion Control 

In MPTCP, only subflows manage their congestion 

windows, that is, an MPTCP connection does not have 

its congestion window size.  Under this condition, if 

subflows perform their congestion control 

independently, the throughput of MPTCP connection 
will be larger than single TCP connections sharing a 

bottleneck link.  RFC 6356 decides that such a method 

is unfair for conventional TCP.  RFC 6356 introduces 

the following three requirements for the congestion 

control for MPTCP connection.   

 Goal 1 (Improve throughput): An MPTCP flow 

should perform at least as well as a single TCP 

flow would on the best of the paths available to it.   

 Goal 2 (Do no harm): All MPTCP subflows on 

one link should not take more capacity than a 

single TCP flow would get on this link.   

 Goal 3 (Balance congestion): An MPTCP 
connection should use individual subflow 

dependent on the congestion on the path.   

In order to satisfy these three goals, RC6356 proposes 

an algorithm that couples the additive increase 

function of the subflows, and uses unmodified 

decreasing behavior in case of a packet loss.  This 

algorithm is called LIA and summarized in the 

following way.   

Let and  be the congestion window 

size on subflowi, and the sum of the congestion 

window sizes of all subflows in an MPTCP 

connection, respectively.  Here, we assume they are 

maintained in packets.  Let  be the Round-Trip 

Time (RTT) on subflowi.  For each ACK received on 

subflowi,  is increased by  

 

 .             (2) 

The first argument of min function is designed to 

satisfy Goal 2 requirement.  Here,  is defined by 

 . (3) 

By substituting (3) to (2), we obtain the following 

equation.  

      (4) 



International Journal of Electrical, Electronics and Data Communication, ISSN(p): 2320-2084, ISSN(e): 2321-2950 

Volume-7, Issue-10, Oct.-2019, http://iraj.in 

Performance Problems of Multipath Tcp Flow Control and Congestion Control 

    

29 

III. PERFORMANCE PROBLEM OF FLOW 

CONTROL 
 

D. Experimental Settings 

In order to evaluate the influence of insufficient send 

socket buffer on the throughput of MPTCP over 

subflowswith different transmission delay, we use the 

configuration of experiment shown in Figure 3.  Two 

hosts running the Linux operating system (Ubunts 

14.04), data sender and receiver, are connected 

together through two 1Gbps Ethernet links.  The 

private IP addresses are assigned as shown in the 

figure.  In one Ethernet link, a network emulator is 

inserted in order to provide delay.  Although the 
physical data rate is 1Gbps, the frame transmission 

speed is limited to 100 Mbps using Linux traffic 

control (tc) command.  We establish one MPTCP 

connection between two hosts with two subflows, one 

between 192.168.1.2 and 192.168.1.1 (slow subflow) 

and the other between 192.168.2.2 and 192.168.2.1 

(fast subflow).  The scheduler is the default one, 

minRTT.   

In the performance evaluation, iperf is used in both 

hosts and bulk data transfer is executed for 10 seconds.  

During the bulk data transfer, packet traces are 
collected at the sender side by use of tcpdump.  Those 

traces are examined in detail with Wireshark, a 

network protocol analyzer whose version 1.7.1 and 

after can analyze the MPTCP options.  We also 

execute tcpprobe in the sender side in order to collect 

TCP related information like cwnd (congestion 

window size) during data transfer.   

In the experiments, we change the send socket buffer 

size at the sender and the RTT between the sender and  

the receiver over the slow subflow, as shown in Table 

1.  It should be noted that the Linux operating system 

specifies the send socket buffer size using the 
minimum, default, and maximum values.  We change 

only the maximum value from the default setting 

(4MB: 4,192,944 bytes) by use of “sysctl –w” 

command.  As for the receive socket buffer that is 

closely related to the advertised window size, we use 

the default setting whose maximum value is 6 MB 

(6,291,456 bytes).  Table 1(b) also specifies the 

recommended buffer size for each RTT value, 

calculated by Equation (1).   

E. Overall Results 

Table 2 shows the results of measuring the average 
throughput of 10 second data transfer at the MPTCP 

connection level.  For one combination of send socket 

buffer size and RTT, we executed three evaluation 

runs.  The results in Table 2 are the throughput which 

the sender side iperf presented in individual ten second 

data transfer.   

Almost all results are around 100Mbps, which is the 

bandwidth of one path.  The cells covered by light gray 

shadow give throughput higher than 100Mbps.  The 

cells covered by dark gray shadow indicate throughput 

lower than 100Mbps.  According to Table 1 (b), the 

largest send socket buffer size (4MB) is sufficient only 

for RTT values of 50ms and 75ms.  So, the results 

larger than 100Mbps appear only for those RTT 
values.  On the other hand, in the cases of send socket 

buffer size = 1MB and RTT = 75ms, and send socket 

buffer size = 2MB and RTT = 100ms, the MPTCP 

level throughput, that is the total of two subflows’ 

throughput, becomes lower than 100Mbps.  Moreover, 

when the send socket buffer size becomes smaller, the 

MPTCP level throughput returns to around 100Mbps.  

 

  
 

 
 

F. Time Variation of Throughput and Cwnd 

We focus on the RTT value of 75ms because the 

results both higher than 100Mbps and lower than 100 

Mbps are included in this case.  Figure4 shows the 

time variation of the throughput (for each second) of 

the fast and slow subflows, for the results underlined 

in Table 2.  These graphs show the throughput 

calculated using the data size transmitted during 
100ms.  In the case that the send socket buffer size is 

500 KB, data are transferred only over the fast 

subflow.  When the send buffer size is 1MB, both the 

fast and slow subflows transfer data and the 

throughput of the fast subflow becomes low.  When 

the send buffer size is 2MB, the situation goes back to 

the fast subflow alone transfer.  When the send buffer 

size is 4MB, the two subflows join data transfer.   

Figure5 shows the time variation of the cwnds of the 

fast and slow subflows.  This is obtained by tcpprobe 

at the timing of receiving ACK segments at the sender 

side.  The cwnd of the slow subflow is small in the 
case that the send socket buffer size is 500 KB or 

2MB, when the throughput of the slow subflow is also 

low.  On the other hand, the cwnd of the slow subflow 

becomes relatively large when the send buffer size is 

1MB or 4MB.  This means that, when the send buffer 

size is 500 KB or 2MB, the data transfer over the slow 

subflow is suppressed due to the small cwnd.  In the 

cases of send buffer size is 1MB or 4MB, on the other 

hand, the cwnd with relatively large value allows the 
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slow subflow to transfer data.   

 

 
 

G. Detailed Analysis on Data Sequence Number 

In order to investigate the detailed behavior in the case 

that the send buffer size is 1MB or 2MB, we examined 

the time variation of the data sequence number.  Figure 

6 shows a result between time 3 and 3.3 seconds (the 

data sequence number is a relative value staring from 

0).   

In the case of send buffer size = 1MB, both the fast and 

slow subflows transmit data segments in an 

intermittent way.  This will decrease the throughput of 
the fast subflow.  Moreover, some data are 

retransmitted over the fast subflow.  During the total 

10 second data transfer, there are 184 retransmissions.  

We confirmed that there are no TCP level 

retransmissions over the fast subflow.  We also 

confirmed that the segments with the retransmitted 

data sequence numbers are surely transmitted over the 

slow subflow originally.  So, these retransmissions are 

considered to be opportunistic retransmissions.  

However, the count of the decrease of cwnd in the 

slow subflow is much smaller than the count of 

opportunistic retransmissions.  So, it seems that the RP 
mechanism is not working correctly here.   

In the case of send buffer size = 2MB, on the other 

hand, data segments are continuously transferred over 
the fast subflow, and only a very few data segments 

are transferred over the slow subflow.  Here, there are 

also some retransmissions over the fast subflow.  

Similarly with the above case, they are opportunistic 

retransmissions.  The total number of these 

retransmissions is 191 in this case, but the count of the 

cwnd decrease in the slow subflow is 48.  

  

IV. PERFORMANCE PROBLEM OF 

CONGESTION CONTROL 

 

H. Experimental Settings Using Ethernet and 

WLAN 

As the second experiment, we tried to evaluate the 

performance of the MPTCP congestion control when 

there are actual congestion.  Figure 7 shows the 

network configuration used in this experiment.  An 

MPTCP sender is connected to 100 Mbps Ethernet and 

IEEE 802.11g WLAN (2.4 GHz).  An 11g access point 

works as an access point and as an Ethernet hub.  A 

single path TCP sender is also connected to the 

Ethernet hub.  On the receiver side, a bridge is inserted 

for introducing a bottleneck link.  At the interface of 
the bridge to the receiver, we set the limit of data link 

rate to 10 Mbps, by using tc command with the tbf 

filter.  The congestion control algorithm at the MPTCP 

data sender is set to LIA and that at the single path 

TCP data sender is set to TCP Reno or CUBIC TCP.   

I. Results on Using Ethernet and WLAN 

Table 3 shows the average throughput of MPTCP flow 

and single TCP flow, for 10 sec data transfer by iperf.  

For each combination of LIA and TCP Reno, or LIA 

and CUBIC TCP, we conducted four experiment runs.  

When the single TCP flow uses TCP Reno, the 

average of four runs is 2.82 Mbps for MPTCP flow 
and 7.03 Mbps for single TCP flow.  When CUBIC 

TCP is used, that is 1.58 Mbps for MPTCP flow and 

8.37 Mbps for single TCP flow.  In both cases, the 

average throughput is  lower for MPTCP flow.  When 

the single TCP flow uses CUBIC TCP, the throughput 

of MPTCP flow is decreased further.   

In order to investigate more detailed behaviors, we 

examined the time variation of sequence number and 

congestion window size for MPTCP subflows and 

single TCP flow.  We picked up the results indicated 

by gray shadow in Table 3.  Figure 8 shows the results 
when the single TCP subflow uses TCP Reno.  The 

sequence number (transmitted bytes) increases fastest 

in the single TCP flow, next in the Ethernet subflow 

and most slowly in the WLAN subflow.  As for the 

time variation of congestion window size, the graph of 

the single TCP flow and that of the Ethernet subflow 

are in a similar shape, but the value itself is larger for 

the single TCP flow.  The increase of congestion 

window size of WLAN subflow is suppressed largely.   

Figure 9 shows the results when the single TCP 

subflow uses CUBIC TCP.  In this case, the increase 

of sequence number is much larger for the single TCP 
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flow.  The time variation of congestion window size is 

also much larger for the single TCP flow.  The 
congestion window size of the MPTCP subflows does 

not increase but is almost flat along the time.  This 

decreases the throughput of MPTCP flow.   

 
 

 
 

From those two results, it can be said that the increase 
of congestion window in MPTCP subflows using LIA 

is restricted when they share a congested link with 

other single TCP flows.  The congestion window in 

LIA is suppressed even when MPTCP subflow shares 

a bottleneck link with TCP Reno.  If LIA coexists with 

CUBIC TCP, the congestion window is suppressed 

largely.   

 

J. Experimental Settings Using only Ethernet 

Links 

We conducted another performance evaluation where 

MPTCP uses Ethernet links for subflows.  Figure 10 
shows the network configuration used in this 

experiment.  An MPTCP data sender and a TCP 

(single path TCP) sender are connected to a 100 Mbps 

Ethernet hub.  MPTCP sender has two Ethernet 

interfaces.  In this case, the bridge limits a data 

transmission rate to 25 Mbps.   

K. Results on Using only Ethernet Links 

We conducted a performance evaluation with LIA for 

an MPTCP flow and TCP Reno for a single path TCP 

(SPTCP) flow.  We executed ten measurement runs 

and obtained the average and standard deviation for 
MPTCP and SPTCP, which are 1.56 Mbps and 0,02 

Mbps, and 21.6 Mbps and 0 Mbps.  These results 

means that MPTCP with LIA is weaker than SPTCP 
with TCP Reno.   

Figure 11 shows the details of communication in one 

measurement run.  Figure 11(a) gives the sequence 

number vs. time for two MPTCP subflows and an 

SPTCP.  As this figure indicates, the increase of the 

sequence number of two subflows are very slow.  

Figure 11(b) gives the congestion window size vs. 

time for two subflows and one TCP.  In this case, the 

congestion window size of two subflows keeps 10 

packets, which is the initial value of congestion 

window size.   

 

 
 

We also conducted a performance evaluation with LIA 

for MPTCP and CUBIC TCP for SPTCP.  Similarly 
we executed ten measurement runs.  The average and 

standard deviation are 3.66 Mbps and 2.82 Mbps for 

MPTCP, and 19.6 Mbps and 2.83 Mbps for SPTCP, 

respectively.  In this case, MPTCP with LIA is also 

weaker than SPTCP with CUBIC TCP.  The standard 

deviation is larger for LIA and CUBIC than for LIA 

and Reno.   

Figures 12 and 13 show the details of one 

measurement run.  Figure 12 gives the sequence 

number vs. time for two subflows and one SPTCP 

flow.  Figure 12(a) shows that the sequence number of 

SPTCP increases rapidly compared with those of 
subflows.  Figure 12(b) is a magnified graph for two 

subflows.  The increase of two subflows is similar.  

Figure 13 give the congestion window size vs. time for 

two subflows and one SPTCP flow.  From Figure 

13(a), it is confirmed that the increase of congestion 

window size in SPTCP CUBIC TCP is very active, but 

on the other hand, those in two subflows are very slow.  

Figure 13(b) is a magnified graph for subflows.  Three 

TCP connections suffer from packet losses around two 

second, when the congestion window size decreases.  

Before and after the packet losses, the increase of 
congestion window size is large for CUBIC TCP and 

low for LIA. 

   

V. CONCLUSION 

 

This paper describedthe performance problems of 

multipath TCP data transfer, focusing on flow control 

and congestion control.  Specifically, this paper 

showed the following results of performance 

evaluation.  As for the flow control, the throughput of 

MPTCP may be degraded when there is delay 
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difference in subflows and the send socket buffer is 

insufficient.  The reason of this problem is considered 
that the MPTCP scheduler sends data evenly through 

two subflow while there is a room in 

congestion/advertised windows, but the actual data 

transfer is stopped due to the limited send socket 

buffer.  As for the congestion control, the standard 

algorithm for MPTCP, LIA, is based on TCP Reno, 

and so it is weaker than aggressive algorithms like 

CUBIC TCP.  The result showed that LIA is weaker 

even than TCP Reno.   
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