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Abstract- In addition to performing sophisticated locomo-tion, robotic arms with hyper-redundant DOFs can 
more effectively circumvent obstacles and more robustly avoid me-chanical failure. Unfortunately, for such a 
hyper-redundant robotic arm, self-learning objective-driven behavior with con-ventional reinforcement learning 
algorithms proves to be quite challenging. This difficulty stems from extremely large state and action spaces that 
often render robust learning of value functions highly ineffective, consequently leading to insufficient policy 
exploration. This challenge is reminiscent of the so-called “Curse of Dimensionality” problem due to 
exponential explosion of states and actions that entail exponentially more data and computation. In this work, 
we draw the inspiration from how an octopus achieves extremely dexterous maneuverability that controls 
virtually infinite DOFs. In particular, for an octopus, unlike the centralized encephalization found in humans, its 
central brain doesn’t “mico-manage” and issue continuous signals to control each of its arms. Instead, each of 
these arms enjoys high degree of autonomy, i.e., they operate on their own volition, thus completely deviating 
from human’s centralized and brain-directly limb movement. As such, we devise and implement a layered 
learning algorithm that integrates global deep Q-learning and local Q-learning algorithms collaboratively to 
effectively control a robotic arm with huge DOFs. Specifically, we construct a global deep Q-network to learn a 
policy that generate local objectives over a global objective. Simultaneously, multiple local agents learn a local 
policy given each individual local objective. To illustrate the effectiveness of our layered learning scheme, we 
implemented a 24-DOF robotic arm that learns its control policy autonomously. We compare the learning 
performance of this hyper-redundant robotic arm with our new scheme against the conventional learning 
algorithm without hierarchical struc-ture. Our results have shown that, with the same amount of computational 
effort, our new scheme have significantly higher learning success rates and much better award convergence. 
 
 
I. INTRODUCTION 
 
For a hyper-redundant robotic control system, au-
tonomously learning objective-driven behavior from 
com-plex environments is a fundamental challenge 
for artificial intelligence. Although recently 
developed deep reinforce-ment learning method [1], 
[2], [3], through coupling non-linear function 
approximators with reinforcement learning, provides 
a powerful and versatile foundational framework to 
tackle this challenge, the notoriously-known “curse of 
di-mensionality” renders its learning process 
extremely sluggish 
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and impractical. This is because that effectively 
exploring the state-action space of a hyper-redundant 
robotic arm equipped with a large number of servo 
motors typically demands exponentially more data 
and computation caused by the exponential explosion 
of its states and actions. To circumvent this learning 
scalability challenge, in this work, we embrace and 

exploit the newest biological discoveries about the 
substantial intelligence of an octopus, which, unlike 
the centralized encephalization found in humans, 
stems from its unique neuronal layout that allows its 
eight “soft“ arms to act and execute independently 
which adeptly coordinate with each other. The 
octopus achieves this miraculous feat by, according to 
many biologists, adopting an entirely different neural 
architecture from human being’s. Specifically, more 
than 75% of its “brain neurons” are located in its 
hyper-redundant arms, each of which possesses a 
virtually infinite number of degrees of freedom 
(DOFs). On hypothesis is that, for an octopus, its 
central brain doesn’t “mico-manage” and issue 
continuous signals to control each of its arms. 
Instead, each of these arms enjoys high degree of 
autonomy, i.e., they operate on their own volition, 
thus completely deviating from human’s centralized 
and brain-directly limb movement. 
 
Inspired by the neurophysiology of an octopus, in this 
work, we propose a framework that integrates deep 
re-inforcement learning with hierarchical objective 
structure, where one global agent seeks to achieve the 
overall object and indirectly control multiple local 
agents by generating temporal local objectives. One 
unique feature is that all local agents will share the 
same learned local policy, but collaboratively achieve 
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the global objective. One apparent advantage of our 
method is to significantly reduce the overall training 
effort because local policy will be reused. Secondly, 
our approach allows arbitrary extension of the arm by 
adding more arm segments without relearning local 
policy. This is especially crucial in certain mission-
critical applications that require substantial 
robustness. Finally, because of the fact that an 
octopus uses a relatively small central brain to 
integrate a huge amount of visual and tactile 
information from the large optic lobes and the 
peripheral nervous system of the arms, we believe 
that our proposed global-local reinforcement 
algorithm can be applied to other problems with 
enormous state-action space. 
 
II. RELATED WORK 
 
We now briefly review some of the key building 
blocks of our learning methodology. In particular, we 
adopted the general principle of reinforcement 
learning (RL), the idea 
 

 
Fig. 1: (a) Picture of an octopus arm with virtually infinite 
DOFs. (b) Digram of our targeted high-DOF robotic arm 

consisting of multiple identical arm segments, each of which 
has 6 DOFs. 

 
of using deep neural networks for functional 
approximation. Both are key to construct the well-

known algorithm of Deep Q-Networks (DQN). Most 
importantly, we will also review some of latest 
developments of Hierarchical Reinforcement 
Learning (H-RL). For all these algorithms, we only 
present their generic frameworks and minimal 
backgrounds needed to understand our approach. 
 
A. Reinforcement Learning 
We consider the reinforcement learning problem 
where an agent interacts with an environment E in 
discrete time-steps, which is typically formulated as a 
Markov decision process (MDP) that can be 
efficiently solved various techniques simi-lar to 
dynamic programming. Reinforcement learning 
differs from standard supervised learning in that 
correct input/output pairs are never presented, nor 
sub-optimal actions explicitly corrected. Instead the 
focus is on on-line performance, which involves 
finding a balance between exploration (of uncharted 
territory) and exploitation (of current knowledge). 
Mathemat-ically, at each time-step t, a RL agent 
observes a state st ∈ S, exerts an action at ∈ A, 

transitions to a new state st+1 ∈ S, and eventually 

collects a reward rt ∈ R from E. The goal of 
reinforcement learning is to optimize the agent’s 
action-selecting policy such that it achieves 
maximum expected return. 
Formally,  the  sequence  (s0, a0, r0, s1, · · · , st, at, rt)  
can 
 
be modeled as a Markov Decision Process (MDP) 
with state transition probability P (st+1|st, at) and 
distribution over initial state s0. AS in [], we represent 
the agent’s action policy π(at|st) as the probability 
distribution over the actions at given the present state 
st, and define the received reward as as expected 
discounted reward with the discounted factor 
γ ∈ (0, 1),  i.e.,  Rt  = PT

=  γ(τ −tt)rτ (sτ , aτ ),  where  the 
τ t 
received reward is denoted by rτ (sτ , atau), and the 
time step 
T at the terminal state. Furthermore, the standard RL 
func- 
 
tion Qπ is the critic function for evaluating the value 
of each state per each action, i.e., Qπ (st, at) = EsT ,aT 
,···[Rt|st, at]. 
 
B. Deep Q-Learning 
Deep Q-Network is an extended framework of the Q-
Learning algorithm [4], with an approximation of the 
critic function using deep neural networks [3]. 
Similar to Q-Learning, DQN solves the RL problem 
via max-imizing expected future returns, in which the 
solution satisfies the Bellman equation Qπ (st, at) = 
E[rt + 
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γ MAXaT+1 Q∗(st+1, at+1)|st, at]. With random initializa-
tion, a Q function iteratively updated using the 
Bellman 
equation converges to the optimal solution via 
exploration on st and at. DQN approximates the Q 
function with a neural network, with the policy 
converging toward the optimal solution via periodic 
updates to the parameters of the approximate Q 
function. With DQN, the solution to the Bellman 
equation is achieved by Solving a least-square convex 
optimization problem with a loss function. More 
details of this procedure can be found in [5], [3]. 
C. Hierarchical Reinforcement Learning 
Effective exploration is one of the main challenges in 
MDPs. The conventional ǫ-greedy algorithm can be 
effective, however in large state spaces, they are less 
effective to explore the full state-action space. To 
tackle this problem, hi-erarchical reinforcement 
learning is invented, where multiple objectives and 
temporal abstractions are adopted to facilitate space 
explorations. For example, in [6] and [7], at each time 

t and for each state st, a higher level controller 
chooses the goal gt ∈ G where G is the set of all 
possible goals currently available for the controller to 
choose from. These goals provide intrinsic 
motivations for the agent so that it finishes the overall 
complex task by choosing a sequence of goals in the 
right order. Each goal remains active for some 
amount of time, until a predefined terminal state is 
reached. This setup is very similar to classical RL, 
except that an extra layer of abstraction is defined on 
the set of actions, so that there are specific actions for 
each of the goals. Different approaches to hierarchical 
RL result in variants on this overall approach, 
choosing different trade-offs in flexibility, training 
speed, and other properties. Our approach in this 
paper is similar to these HRL methods in the sense 
that multiple levels of reinforcement learning is 
employed, but differ in that our main objective is to 
make our overall control learning to be more scalable 
and more efficient. As such, our main focus is to 
reuse learned policy. 
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Fig. 2: Overview: One global agent and multiple local agents 
produce actions and receives sensory observations. The same 

deep-Q network is used for all local agents’ learning. A 
separate deep-Q network is adopted to train the global agent. 

 
To efficiently control a hyper-redundant robotic arm 
with high-DOFs, we utilize a two-layered deep 
reinforcement learning framework. The overall 
learning process is governed by two types of agents: 
one global RL agent and a number of identical local 
RL agents. As shown in Fig. 2, our learning algorithm 
consists of two levels of hierarchy: (a) a top level 
module (global controller) takes in the sparsified 
global state and generates a set of local objectives, 
and (b) multiple lower-level modules (local 
controllers) operate individually to achieve their 
individual local objective using only their 
Solving both global control and local control 
problems can formally defined as considering a 
Markov decision process (MDP) represented by states 
s ∈ S, actions a ∈ A, and transition function T : (s, a) 
→ s′. An agent operating in this framework receives a 
state s from the external environment and can take an 
action a, which results in a new state s. We define the 
extrinsic reward function as F : (s) → R. The 
objective of the agent is to maximize this function 
over long periods of time. In this work, conceptually, 
we have two reinforcement learning processes, 
therefore we define the notion of local objectives glocal 
and global objective gglobal ∈ G. Specifically, the 
global agent will provide multiple local objectives for 
the local agents. While each individual local agent 
focuses on achieving its individual objective, the 
global agent focuses on setting and achieving 
sequences of local objectives in order to maximize 
cumulative global reward. 
 
Clearly, effectively learning for both global and local 
policies critically depends on efficiently exploring the 
state-action space of given MDPs. Extensive studies 
have shown that, for reasonably-sized state-action 

spaces, ǫ-greedy is quite effective, but fails for 
exploring large state space. To tackle this challenge, 
we define multiple local objectives issued by the 
global policy, which provides intrinsic mo-tivation 
for each of the local agents. The main objective of the 
global agent instead focuses on generating sequences 
of local objectives in order to maximize cumulative 
extrinsic reward. As shown in Fig. 3, the overall 
learning scheme consists of two layers of hierarchy: 
one global agent and multiple local agents. Given a 
global objective gglobal and the current global state 
Sglobal, the global agent undergoes a leaning procedure 
by iteratively evaluation state-action values. Note 
that, unlike the conventional 1-stage deep 
reinforcement learning algorithm, the global agent 
doesn’t directly pick actions. Instead, during training, 
the global agent will continuously generate a set of 
local objectives 
 
(t)s for all local agents. For each local agent i, it will 
 
act independently to achieve its own local objective. 
During 
 
each leaning episode, the local objective glocal

i(t) 
remains in place for the next few time steps either 
until it is achieved 
 
or a terminal state is reached. As in the classic actor-
critic approach, a local critic is responsible for 
evaluating whether an objective has been 
accomplished and issuing an 
 
appropriate reward rlocal

i(t) to each local agent. For 
each local agent, its objective function is to maximize 
cumulative 
objective of the global agent is to optimize the 
cumulative 
extrinsic reward Rglobal(t). 
 
STATE SPACES, ACTION SPACES, AND 
REWARDS 
 
The state vector provided to the agent varied from 
concept to concept, as did the action space. In our 
case, the state space consists of a long vector of 
different angles of all servo motors. For simplicity, 
we normalize each arm segment length to be 1. As for 
the action space, we consider, for each servo motor, 
we allow the rotational angle to be in the range of 
[−π/2, +π/2]. Because both state and action space are 
continuous in real values, it is clear that both space 
are huge in dimensionality and size. Despite of 
numerous methods such as ǫ-greedy, how to 
effectively explore policy space in MDPs remains to 
be a significant challenge. Conventional 
reinforcement learning strategies, such as ǫ-greedy 
algorithm, excels at local exploration but lack a 
global view, thus often fail to explore key areas of the 
state space. 
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Global and Local Policy 
 
For both the global agent and the local agents, we 
learn the optimal control policy using the well-known 
Deep Q-Learning framework [5], [3]. Specifically, 
the agent estimates its Q-value function as Q∗(s, a : g) 
hi 
= MAXπ(a,g) E  γt′ −ttt′ |st = s, at = a, gt = g, π(a, g) 
 
= MAXπ(a,g) E[rt + γ MAXaT+1 Q∗(st+1, at+1 : g)| 
 
st = s, at = a, gt = g, π(a, g)]. where g is the agent’s 
given objective with s as its current state and π(a, g) 
as its action policy. 
 

 
Fig. 4: Architecture of deep neural network for functional 

approximation. 
 
With deep Q-learning, we approximate Q∗(s, g) with a 

non-linear function approximator Q∗(s, g : θ) 
parameterized with θ. As shown in Fig. 4, our deep 
learning model consists of stacked convolutional 
layers with rectified linear units (ReLU). The input to 
the global learner is a set of sparsified states 4×3. We 
used the above deep neural network to assist training 
the local action policy. We set the learning rate to be 
0.25 × 10−3 and a discount rate of 0.99. We also 
followed a two phase training procedure: (1) In the 

first phase, we pre-train the local controller so that it 
can learn to solve a subset of the goals. (2) In the 
second phase, we jointly train the local and 
globalcontroller to achieve the global objective. 
 
A. Policy Gradient for 6 DOF Arm 
 
Policy gradient method buffers all type of 
experiences, either a success or failure and then 
prioritize the most rewarding experiences from the 
buffer. Prioritizing rewards can be calculated by 
measuring temporal difference error. 
 

δ(t) = r(t) + γV (s(t + 1)) − V (s(t)) (4) 
 
we can divide the problem space into policy 
evaluation and value evaluation separately like 
proposed by [8] and [9]. The 
 
Algorithm 1 Policy Gradient 
 
1: Initialize step count t ← 0 
2: for EP ≤ EPn  do 
3: Initialize ∇Pc  and ∇Pa← 0 

4: 
ˆ 
Update private vector Pa  = Pa 

5: 
ˆ 
Update private vector Pc  = Pc 

6: tstart  = t 
7: Get state st 
8: while st  != done k t == tmaxSteps   do 

9: 
ˆ 
Get action at  from π(at|st,Pa) 

10: Update reward rt 

11: Get state st+1 
12: t ← t + 1 
13: EP ← EP + 1 
14: if st  == done then 
15: Cumulative Reward R = R 
16: if st! = done then 

17: 
ˆ 
R = V(st, Pa) 

18: for i ≤ 0:t do 
19: R ← ri  + γ R 

20: Update Gradients Pc←∇ Pc 

21: Update Gradients Pa←∇Pa 

 
policy function or an actor [8] will take the state and 
goal as an input and will generate action 
corresponding to the state and goal. The value 
function calculator or critic [8] will calculate the 
temporal difference error corresponding to the reward 
that is being generated by taking action. We have 
shared vectors Pc and Pa and non-shared vectors Pc 
and Pa that will be update after every training 
iteration or episode EP finishes. Each episode will 
comprise of finite steps t so that if agent gets stuck in 
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local minima, it should be able to wind back to initial 
position after t steps. In a nutshell, the critic computes 
the value transition function based on the act that 
actor performs. Actor-Critic method is quite similar 
to the Q-Learning, but instead of doing bookkeeping 
for Q-table, the critic computes the TD error from a 
batch or mini-batch of experiences that the actor just 
had. Silver et. al [8], [9] calls it experience replay. 

 
The critic computes the TD target value yi and then 
uses the temporal difference value to compute the 
loss L over the batch size n We can formulate actor 
and critic models by using neural networks. The 
weights and biases of critic network will be updated 
by backpropagating the error computed from loss 
function L. The weight updates for actor network will 
be formulated by computing the gradient of the value 
function (output of critic network) and the output of 
actor itself, that is actually a distribution over action 
bounds. 
 
IV. EXPERIMENTAL RESULTS AND 
ANALYSIS 
 
We consider a 24-DOF robotic arm, which is not only 
hyper-redundant but also highly computationally 
intensive to train. This arm is actually made of four 
identical copies of 6-DOF robotic arms that are 
chained together. Each of these 6-DOF robotic arms 
is equipped with the same trained control policy. 
More interestingly, the complete robotic arm can be 
easily extended by chaining more 6-DOF segments 
without modifying the overall control algorithm. 

 
Fig. 5: Training Success Trends 

 
We have performed a comparative analysis of our 
pro-posed extensible algorithm vs the traditional way 
of training dexterously long chained manipulators. 
We leveraged the hy-perparameters while training 
with classic method keeping in mind the complexity 

of structure, such that each episode for classic 
approach was given two times more steps to explore. 
Also the exploration parameter was set to be 
leveraged for classical method, encouraging high 
exploration for the classic 12-DOF structure to get to 
the goal. However Our proposed method 
outperformed with stitched 6-DOF on its tip. Since 
both training methods are being evaluated over same 
DOFs, therefore the dexterity hold equal for both the 
design. As shown in Fig. 5, for equal training efforts, 
the success rate achieved by our proposed scheme 
significantly outperforms the conventional deep Q-
learning by almost more than 70%. 
Technically the classic training was given more time 
and relaxed environment if compared to our proposed 
method, since each epoch for classic training is twice 
the steps and has more liberty to explore. Moreover 
Fig. 6 illustrates the moving reward comparison 
during the training for both meth-ods. The 
haphazardness while training 12-DOF manipulator 
remains even after reaching 2000 episodes. 
We can easily infer that slight increment to number of 
redundant DOFs impacts heavily to the training time 
and efficiency. However our method can be extended 
to 6+6+6 DOFs are well without requiring to be tuned 
and trained again with special hyperparameters. We 
finally compared 
 

 
Fig. 6: Moving Reward for our proposed scalable method 

 
TABLE I: Success and Error Comparison 

 
 
the learning outcomes for both training methods as 
shown in Table I. Interestingly our proposed 
technique performed adequately well in comparison 
of traditional method for training redundant 
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manipulators. Finally we also ran the 12-DOF 
training model over extended steps allowed to see if it 
really converges at some points or not. However as 
soon as the exploration narrows down, it performs 
worse than the training over less epochs as illustrated 
in Fig. 7 and 8. Hence proving the novelty of our 
method than classic training methods. 
 
CONCLUSION 
 
Our study has provided a promising alternative 
method-ology for learning algorithm design in 
complicated en-vironments. Most importantly, our 
approach illustrates an interesting way to reusing 
knowledge acquired through deep reinforcement 
learning for a complex system. Finally, our approach 
may potentially make learning for huge action space 
and state space much more scalable. 
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