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Abstract — This paper describes a general method for building cascade classifiers from part-based deformable models such 
as pictorial structures. This paper focuses primarily on the case of star-structured models and show how a simple algorithm 
based on partial hypothesis pruning can speed up object detection by more than one order of magnitude without sacrificing 
detection accuracy. It based on two algorithms; the cascade variant dynamic programming algorithm fills values in DP tables 
and training algorithm for the thresholds used in the cascade. 
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I. INTRODUCTION 

 
     Recognition-by-components is a theory of object 
recognition that accounts for the successful 
identification of objects despite changes in the size or 
orientation of the image. RBC explains how 
moderately degraded images, as well as novel 
examples of objects, are successfully recognized by 
the visual system Object recognition is one of the 
fundamental challenges in computer vision. In this 
paper we consider the problem of detecting and 
localizing generic objects from categories such as 
people or cars in static images. This is a difficult 
problem because objects in such categories can vary 
greatly in appearance. Variations arise not only from 
changes in illumination and viewpoint, but also due 
to non-rigid deformations, and interclass variability in 
shape and other visual properties. For example, 
people wear different clothes and take a variety of 
poses while cars come in a various shapes and 
colours. We describe an object detection system that 
represents highly variable objects using mixtures of 
multiscale deformable part models. These models are 
trained using a discriminative procedure that only 
requires bounding boxes for the objects in a set of 
images. Pictorial structures represent objects by a 
collection of parts arranged in a deformable 
configuration. Each part captures local appearance 
properties of an object while the deformable 
configuration is characterized by spring-like 
connections between certain pairs of parts.  
         Deformable part models such as pictorial 
structures provide an elegant framework for object 
detection it has been difficult to establish their value 
in practice. On difficult datasets deformable part 
models are often outperformed by simpler models 
such as rigid templates [11] or bag-of-features [5]. 
One of the goals is to address this performance gap. 
While deformable models can capture significant 
variation in appearance, a single deformable model is 
often not expressive enough to represent a rich object  
 

 
category. Consider the problem of modelling the 
appearance of bicycles in photographs. People build 
bicycles of different types e.g., mountain bikes, 
tandems, and 19th-century cycles with one big wheel 
and a small one and view them in various poses e.g., 
frontal versus side views. The system described here 
uses mixture models to deal with these more 
significant variations. We are ultimately interested in 
modelling objects using “visual grammars”. Grammar 
based models (e.g. [2], [7], [8], [6], [14]) generalize 
deformable part models by representing objects using 
variable hierarchical structures. Each part in a 
grammar based model can be defined directly or in 
terms of other parts. Moreover, grammar based 
models allow for, and explicitly model, structural 
variations. These models also provide a natural 
framework for sharing information and computation 
between different object classes. For example, 
different models might share reusable parts.  
        A popular approach for object detection involves 
reducing the problem to binary classification. The 
simplest and most common example of this approach 
is the sliding window method applied at all positions, 
scales, and, in some cases, orientations of an image. 
However, testing all points in the search space with 
anon trivial classifier can be very slow. An effective 
method for addressing this problem involves applying 
a cascade of simple tests to each hypothesized object 
location to eliminate most of them very quickly [13, 
9]. Another line of research, separate from cascade 
classifiers, uses part-based deformable models for 
detection. In this case an object hypothesis specifies a 
configuration of parts, which leads to a very large 
exponential space. There has been significant success 
in algorithmic methods for searching over these large 
hypothesis spaces, including methods that are 
“asymptotically optimal” for tree-structured models 
[10].  
     In this paper we describe a method for building 
cascades for part-based deformable models such as 
pictorial structures. In the most general setting, this 
method leads to a cascade version of top-down 
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dynamic programming for a general class of grammar 
based models. We focus primarily on the case of star-
structured models due to their recent strong 
performance on difficult benchmarks such as the 
PASCAL datasets [3, 4]. For star models, we obtain a 
fairly simple algorithm for early hypothesis pruning. 
This algorithm leads to a detection method over 20 
times faster than the standard detection algorithm, 
which is based on dynamic programming and 
generalized distance transforms, without sacrificing 
detection accuracy. As described in [3 4], detection 
with a deformable part model can be done by 
considering all possible locations of a distinguished 
“root” part and, for each of those, finding the best 
configuration of the remaining parts. In this case we 
need to compute an optimal configuration for each 
location of the root. For tree-structured models uses 
dynamic programming to account for sharing [10]. 
 
II. LITERATURE SURVEY 
 

1. Object Detection with Star Models 
       By defining a general framework for object 
detection with star-structured deformable part models 
that includes the setting in star model [1]. Let M be a 
model with a v0  as a  root  and n additional parts i. e. 
v1,..........., vn.  

         Let Ω be a space of locations for each part within 
an image. For example, ω € Ω could specify a 
position and scale. Let mi(ω) be the score for placing 
vi in location ω and it depends on the image data For 
a non-root part, let ai(ω) specify the ideal location for 
vi as a function of the root location. Let ∆ be a space 
of displacements, and let ●: Ω X ∆→ Ω be a binary 
operation taking a location and a displacement to a 
“displaced location.” Let di (δ) specifies a 
deformation cost for a displacement of vi from its 
ideal location relative to the root. An object 
configuration specifies a location for the root and a 
displacement for each additional part from its ideal 
location relative to the root. The score of a 
configuration is the sum of the scores of the parts at 
their locations minus deformation costs associated 
with each displacement and an overall score for a root 
location based on the maximum score of a 
configuration rooted at that location. To detect 
objects [1] look for root locations with an overall 
score above some threshold T. A dynamic 
programming algorithm is used to compute score for 
every location using the fast distance transforms 
method.[1]. 
 
2. Discriminatively Trained Part Based Models 
For object detection, rigid templates and bag of-
features models can be easily trained using 
discriminative methods such as support vector 
machines (SVM). Richer models are more difficult to 
train, in particular because they often make use of 
latent information. Consider the problem of training a 
part-based model from images labelled only with 

bounding boxes around the objects of interest. Since 
the part locations are not labelled, they must be 
treated as latent (hidden) variables during training. 
More complete labelling might support better 
training, but it can also result in inferior training if the 
labelling used suboptimal parts. Automatic part 
labelling has the potential to achieve better 
performance by automatically finding effective parts. 
More elaborate labelling is also time consuming and 
expensive. 
     PASCAL object detection challenge (15, 16, 17) 
used a single filter on histogram of oriented gradients 
(HOG) features to represent an object category. This 
detector uses a sliding window approach, where a 
filter is applied at all positions and scales of an 
image. We can think of the detector as a classifier 
which takes as input an image, a position within that 
image, and a scale. The classifier determines whether 
or not there is an instance of the target category at the 
given position and scale. Since the model is a simple 
filter we can compute a score as β. Ф (x) where β is 
the filter, x is an image with a specified position and 
scale, and Ф(x) is a feature vector. A major 
innovation of the Dalal-Triggs detector was the 
construction of particularly effective features. 
          The first innovation involves enriching the 
Dalal-Triggs model using a star-structured part-based 
model defined by a “root” filter (analogous to the 
Dalal-Triggs filter) plus a set of parts filters and 
associated deformation models. The score of one of 
star models at a particular position and scale within 
an image is the score of the root filter at the given 
location plus the sum over parts of the maximum, 
over placements of that part, of the part filter score on 
its location minus a deformation cost measuring the 
deviation of the part from its ideal location relative to 
the root. Both root and part filter scores are defined 
by the dot product between a filter (a set of weights) 
and a sub window of a feature pyramid computed 
from the input image. To train models using partially 
labelled data a latent variable formulation of MI-
SVM that call latent SVM (LSVM). In a latent SVM 
each example x is scored by a function of the 
following form, 
       f β (x) = max  β Ф (x; z):   
                  z€ Z(x)                                           (1) 
Here β is a vector of model parameters, z’s are latent 
values, and Ф(x; z) is a feature vector. In the case of 
one of our star models β is the concatenation of the 
root filter, the part filters, and deformation cost 
weights, z is a specification of the object 
configuration, and Ф(x; z) is a concatenation of sub 
windows from a feature pyramid and part deformation 
features. Second class of models represents an object 
category by a mixture of star models. The score of a 
mixture model at a particular position and scale is the 
maximum over components, of the score of that 
component model at the given location. In this case 
the latent information z specifies a component label 
and a configuration for that component. To obtain 
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high performance using discriminative training it is 
often important to use large training sets. In the case 
of object detection the training problem is highly 
unbalanced because there is vastly more background 
than objects. This motivates a process of searching 
through the background data to find a relatively small 
number of potential false positives, or hard negative 
examples. [3] 
Our object models are defined by filters that score 
sub windows of a feature pyramid. We have 
investigated feature sets similar to the HOG features 
from and found lower dimensional features which 
perform as well as the original ones. By doing 
principal component analysis on HOG features the 
dimensionality of the feature vector can be 
significantly reduced with no noticeable loss of 
information. Moreover, by examining the principal 
eigenvectors we discover structure that leads to 
“analytic” versions of low-dimensional features 
which are easily interpretable and can be computed 
efficiently. [3] 
 
III. FEATURE-CENTRIC EVALUATION 
 
Most cascade based classification algorithms uses a 
“window-centric” evaluation. In this method all 
evaluations are with respect to a classification 
window. This can be stated formally as:  
                      r k0  [k]=l(I[k]*w[k- k0]) 

                                         w[k]=1, 0≤k<m 
where rko[k] represents the rectangular window 
centred at location ko selected by the window 
function w[k] from the input image, I[k]. 
l(●)computes a lighting correction over the windowed 
region. The feature values for each window are then 
treated independently as shown below: 
                   f1 =f(r1 [k]) →c[1]=c(f1) 
                   f2=f(r2 [k]) →c[2]=c(f2) 
                         ● 
                         ● 
                   fn =f(rn [k]) →c[n]=c(fn)              Figure 3. 
Window-centric evaluation in 1-D.fk0 represents a 
feature evaluation with respect to a window centred at 
location ko. c( ●)is a classification function. It outputs 
a continuous range of values, where a positive value 
indicates the presence of the object and a negative 
value indicates its absence. c[ko] represents the 
classifier output for the window at location ko. 
     This section describes an alternative “feature 
centric” evaluation strategy. This method shares 
feature values among overlapping windows. The first 
step computes feature values over a regular grid in 
the image 
                   f[k0 ]= f ( I [ k-k0 ] ) 
where f[ko] represents the feature evaluation at 
location ko. A second step classifies each window 
using all the feature values that fall within the 
window’s region of support. There may be no single 
feature that is reliable enough to detect all object 
instances and reject a significant proportion of non-

object instances. The feature-centric method incurs 
additional computation cost only in a more complex 
classification function. [12] 
     The advantage of a discrete representation is that 
the classifier only needs to perform table look-ups 
and additions. Feature-centric evaluation is most 
useful in the early stages of a cascade where the goal 
is to quickly remove as many windows as possible. 
However, once this is accomplished, several 
restrictions of feature-centric evaluation make it less 
suitable for later stages in a cascade.  
        In practice, detection cascade usually uses a 
single feature-centric stage followed by multiple 
window-centric stages achieves good performance in 
terms of speed and accuracy for detection of many 
objects. In particular, the feature-centric stage usually 
removes more than 99% of the non-object windows 
from consideration.[12] 
 
IV. ROBUST OBJECT DETECTION VIA 

SOFT CASCADE 
 
   This method proposes a new structure, the Soft 
Cascade, which retains the desirable execution 
efficiency of the cascade while addressing each of the 
problems described. The experimental results indicate 
that the Soft Cascade structure produces classifiers 
with speed comparable to that of the best published 
detectors while significantly improving the detector 
accuracy. The basic approach consists of two main 
ideas:  
(i) to generalize each stage to be a scalar-

valued, rather than binary-valued, decision 
function proportional to how well the given 
instance passes the stage and to the relative 
importance of the stage; and  

(ii) generalize the decision function that 
determines whether or not a given instance 
passes a given stage to depend on the values 
of each of the prior stages rather than just 
the value of the stage under consideration. 

       The Soft Cascade is similar to the Boosting 
Chain [9] in that it allows for monotonic 
accumulation of information as the classifier is 
evaluated. However, the Soft Cascade allows quickly 
explore the speed/accuracy trade-off for a given 
classifier without having to retrain it. This is in 
contrast with the conventional cascade and with the 
Boosting Chain, wherein training parameters that 
must be set prior to training dictate the ultimate speed 
of the classifier. By exploiting the capability of the 
Soft Cascade to continuously trade-off speed versus 
accuracy generate a Receiver Operating 
Characteristic Surface (ROC) which represents the 
interdependency of detection rate, false positive rate, 
and execution speed as a 3D surface. The integral 
filters are among the fastest possible effective weak 
learners. These latter two steps comprise Soft 
Cascade calibration. 
i) Soft Cascade Stage Training: 
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 The goal of this section is to determine a set of weak 
classifier (our stage output functions ct) that, when 
added together, result in a strong classifier. 
ii) Soft Cascade Calibration 
This section present an algorithm for target detection 
rate D and target execution time S determines nearly 
optimal values to the parameters of the Soft Cascade 
that minimize the false positive rate.  
 
V. PICTORIAL STRUCTURES FOR 

OBJECT RECOGNITION 
 
Research in object recognition is increasingly 
concerned with the ability to recognize generic 
classes of objects rather than just specific instances. 
This method consider both the problem of 
recognizing objects using generic part-based models 
and the problem of learning such models from 
example images. The work is motivated by the 
pictorial structure representation introduced by 
Fischler and Elschlager thirty years ago, where an 
object is modelled by a collection of parts arranged in 
a deformable configuration. Each part encodes local 
visual properties of the object, and the deformable 
configuration is characterized by spring-like 
connections between certain pairs of parts.  
      The best match of such a model to an image is 
found by minimizing an energy function that 
measures both a match cost for each part and a 
deformation cost for each pair of connected parts.                           
While the pictorial structure formulation is appealing 
in its simplicity and generality, several shortcomings 
have limited its use: 
(i) the resulting energy minimization problem 

is hard to solve efficiently 
(ii) the model has many parameters, and 
(iii) it is often desirable to and more than a 

single best (minimum energy) match. 
       This method addresses these limitations, 
providing techniques that are practical for a broad 
range of object recognition problems. This illustrate 
the method for two quite different generic recognition 
tasks, finding faces and finding people. For faces, the 
parts are features such as the eyes, nose and mouth, 
and the spring-like connections allow for variation in 
the relative locations of these features. For people, the 
parts are the limbs, torso and head, and the spring-
like connections allow for articulation at the joints.    
    The main contributions of this method are three-
fold. First, we provide an efficient algorithm for the 
classical pictorial structure energy minimization 
problem described in [10], for the case where the 
connections between parts do not form any cycles and 
two are of a particular (but quite general) type. Many 
objects, including faces, people and animals can be 
represented by such acyclic multi-part models. 
Second, we introduce a method for learning these 
models from training examples. This method learns 
all the model parameters, including the structure of 
connections between parts. Third, it develops 

techniques for finding multiple good hypotheses for 
the location of an object in an image rather than just a 
single best solution. Finding multiple hypotheses is 
important for tasks where there may be several 
instances of an object in an image, as well as for 
cases where imprecision in the model may result in 
the desired match not being the one with the 
minimum energy and address the problems of 
learning model from examples and of hypothesizing 
multiple matches by expressing the pictorial structure 
framework in a statistical setting. 
      A pictorial structure model for an object is given 
by a collection of parts with connections between 
certain pairs of parts. The framework is quite general, 
in the sense that it is independent of the specific 
scheme used to model the appearance of each part as 
well as the type of connections between parts. A 
natural way to express such a model is in terms of an 
undirected graph G = (V;E), where the vertices V = 
{v1,.........,vn} correspond to the n parts, and there is an 
edge (vi, vj)€ E for each pair of connected parts vi and 
vj . An instance of the object is given by a 
configuration L = ( l1,............, ln),where each li specifies 
the location of part vi. Sometimes we refer to L 
simply as the object location, but “configuration" 
emphasizes the part-based representation. The 
location of each part can simply specify its position in 
the image, but more complex parameterizations are 
also possible.  
        In [10] the problem of matching a pictorial 
structure to an image is defined in terms of an energy 
function to be minimized. The cost or energy of a 
particular configuration depends both on how well 
each part matches the image data at its location, and 
how well the relative locations of the parts agree with 
the deformable model. Given an image, let mi(li) be a 
function measuring the degree of mismatch when part 
vi is placed at location li in the image. For a given 
pair of connected part let dij(li, lj) be a function 
measuring the degree of deformation of the model 
when part vi is placed at location li and part vj is 
placed at location lj . Then an optimal match of the 
model to the image is naturally defined as 
                                          n 
                  L = arg min ( ∑ mi(li) +∑ dij(li; lj) ) 
                                   L       i=1            (vi vj)€E 
which is a configuration minimizing the sum of the 
match costs mi for each part and the deformation 
costs dij for connected pairs of parts. Generally the 
deformation costs are only a function of the relative 
position of one part with respect to another, making 
the model invariant to certain global transformations. 
Note that matching a pictorial structure model to an 
image does not involve making any initial decisions 
about locations of individual parts; rather an overall 
decision is made based on both the part match costs 
and the deformation costs together. 
       This energy function is simple and makes 
intuitive sense. However, previous methods have 
used heuristics or local search techniques that do not 
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find an optimal solution and depend on having good 
initialization. In contrast we present an efficient 
algorithm that can and a global minimum of the 
energy function without any initialization. Pictorial 
structures can be used to represent quite generic 
objects. 
    For example, the appearance models for the 
individual parts can be a blob of some colour and 
orientation, or capture the response of local oriented 
filters. The connections between parts can encode 
generic relationships such as “close to”, “ to the left 
of", or more precise geometrical constraints such as 
ideal joint angles. Since both the part models and the 
relationships between parts can be generic, pictorial 
structures provide a powerful framework. Suppose 
we want to model the appearance of the human body. 
It makes sense to represent the body as an articulated 
object, with joints connecting different body parts. 
With pictorial structures we can use a coarse model, 
consisting of a small number of parts connected by 
flexible joints. The combination of simple appearance 
models for the parts and structural relations between 
parts provides sufficient  context to  find the human 
body as a whole, even when it would be difficult to 
find generic parts such as “lower-leg" or ”upper-arm" 
on their own.[10] 
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